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Abstract

This thesis discusses an architecture for a prototype for a runtime environment to execute programms
based on OpenMP tasks on distributed memory systems. The runtime environment works with a
limited subset of the OpenMP standard and handles the creation, execution and synchronization of
tasks. It also takes care of the memory transfers between the nodes.
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1 Introduction

1.1 Goals

The goal is to create a prototype of an execution environment for task parallel OpenMP programs to
run on distributed memory systems that scales well on large cluster systems.

1.2 Motivation

Many existing OpenMP Applications are required to solve larger problems or complete them faster.
The speedup that can be gained with classical shared memory systems which consist of a couple
of processors and a few dozen CPU Cores is limited, because building faster CPUs and more
processors per computer gets harder and more expensive. In many cases distribued memory cluster
computers are cheaper than large shared memory computers.

Completely rewriting an existing application for distributed memory systems does require a lot of
time, because many of the currently used and optimized algorithms need to be adjusted or replaced
for a new ones that for example fit better to message passing architecture of MPI or an other library.
This also requires a deep understanding of the application and it’s codebase, that might not be
available because the developers of many parts might have left the institution a long time ago.

Therefore the approach shown in this thesis tries to use some of the properties of some OpenMP
task constructs to convert existing task parallel OpenMP programs that use such to a version that
can be executed on a distributed memory cluster by distributing the tasks to other nodes of the
cluster. This should not require modifications to the code. The amount of effort to convert an
existing application to a version which runs on a cluster system should be low. One either gets a
faster program or has wasted very little time.

1.3 Splitting the project into two theses

To reduce the amount of work required by the task it was split into two bachelor theses. The
first thesis “Execution of Task Parallel OpenMP Programms on Distributed Memory Systems -
Preprocessor” by Markus Baur [Bau18] is about a preprocessor. This preprocessor parses the
source code of a given application, modifies it, finds the relevant OpenMP constructs and replaces
them with function calls which are handled by the execution environment. This thesis is the second
thesis which is about the execution environment. The execution environment has to take care of
everything that needs to be done at runtime. This is primarily the creation and execution of tasks on
cluster nodes, handling of task dependencies, the memory transfer required to execute those tasks,
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1 Introduction

handling the synchronization constructs and the general communication between the cluster nodes.
To keep things in the frame of a bachelor thesis the scheduler which decides which task to execute
when and where is not a part of this thesis. It is replaced by a simple round robin scheduler.

1.4 Limitations

This thesis is about a prototype with limited functionality. This means that many OpenMP features
are not supported. First of all Fortran code is not considered at all. So far have been considered:

• the #pragma omp task construct but only with the default, shared, private and depend
clauses

• parallel constructs with some restrictions

• taskwait

• groupwait because it is very similar to the waiting after an parallel section.

This is an incomplete list of things that have not been considered:

• Accelerators/GPUs/target devices

• synchronization constructs unless stated otherwise

• simd constructs

1.5 State of the Implementation

The implementation is not finished. There is no working prototype. Many of the things written
in this thesis are thoughts on different aspects. Many of those have not been implemented yet.
Especially everything related to memory transfer is missing. This includes but is not limited to:

• The memory transfer itself and the algorithms for calculating and transfering the changed
memory efficiently

• the distinction whether memory has to be written back

• locking during memory transfers

• the management of the locations to which memory has to be written back

The work on the runtime environment might be continued later.
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2 Related Work

2.1 ompSs

ompSs is an API for asynchronous parallel programming based on tasks. Its API is similar to
OpenMP. It also works by annotating the code with #pragma. ompSs originally supported only
shared memory nodes but was expanded by Javier Bueno Hedo [Hed15] to support cluster computers.
This paper also points out some of the limitations which OpenMP does not have. ompSs runs in a
master-slave setup with one master node running the programm and assigning tasks to the slaves.
These slaves can not create tasks themselfes. In OpenMP a task can create a new child task. ompSs
also is limited in the amout of memory which can be used. Only the memory of the master node is
exposed to the application. The available memory is therefore limited by the memory of the master
node. This means that ompSs is still stuck with the memory limitations of shared memory systems.
This limitation is shown in the benchmarks shown in [Hed15]. They have limited the amount of
nodes in the cluster to 32. This thesis tries to improve on this.

2.2 Cluster OpenMP

There are several other Projects that have tried to execute OpenMP on cluster computers. One of
them is Intel Cluster OpenMP [Hoe06]. Cluster OpenMP tried to implement a shared distributed
memory system underneath the application. This required a modification to the allocators. Cluster
OpenMP does not perform well on applications with very fine grained memory access to the same
memory pages because it has to lock the page and invalidate the copy of all other nodes if it has
been modified by an other thread. This leads to frequent memory retransfers and poor performance
in some applications.
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3 OpenMP Tasking Basics

3.1 OpenMP constructs

This section introduces some of the OpenMP 4.5 constructs needed for the further understanding of
this thesis.

3.1.1 Tasks

A OpenMP task is an instance of executable code and the related data. It is executed by a team
of threads which for example may be created with a #pragma omp parallel construct when the
dependencies of the task are met and one of the threads has no other work to do.

Task Dependencies

The task dependencies specify which memory locations are used by a task for reading, writing or
both. Those dependencies are specified by the programmer. For example there may be 2 tasks A
and B which both use the same memory location m. In the code the A task is reached before the B
task. If both tasks only read m OpenMP may execute them in parallel if the resources are available.
If A writes to B OpenMP will first execute A and then B to prevent read-write-conflicts. Instead of
read or write OpenMP calls those dependence-types in, out or inout.

explicit and implicit tasks.

OpenMP tasks are either explicit or implicit. Explicit tasks are created by the programmer, e.g. with
a #pragma omp task constuct. Implicit tasks are created by OpenMP itself as a part of the programm
execution model or some constructs e.g. the #pragma omp parallel construct.

the #pragma omp task construct

The #pragma omp task construct is used to create explicit tasks. An example with 2 tasks might
look like this:
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3 OpenMP Tasking Basics

#pragma omp task

{

printf("Hello from task 1!")

}

#pragma omp task

{

printf("Hello from task 2!")

}

Those two tasks may be executed in parallel. But it is also possible create nested tasks as show in
the next example:

#pragma omp task

{

#pragma omp task

{

printf("Hello from the child task!")

}

printf("Hello from the parent task!")

}

In this example the inner task may run in parallel with the outer task. Nested tasks are important later
for synchronization constructs and the memory transfer. The OpenMP specification differentiates
between child tasks which all direct children of a task and descendent tasks which are all tasks
nested inside a task. The child tasks are included in the descendent tasks.

3.1.2 parallel regions

OpenMP achieves a parallel execution by creating teams of threads. Regions executed by a team of
threads are called parallel regions.

The most common way to create a parallel region is with #pragma omp parallel.

#pragma omp parallel

{

printf("Hello from the parallel region!")

}

The code inside the parallel region is executed by every thread in the team. If the team size is e.g. 4
the programm would print “Hello from the parallel region!” once per thread which sums up to 4
times in total. Therefore it is often used with a for construct, the master or single constructs or
the implicit parallel region in which the whole programm executions is wrapped.

The for, master and single constructs are not considered in this thesis.

The parallel construct is important for this thesis because it contains an implicit barrier at the end.
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3.1 OpenMP constructs

3.1.3 Barriers

The OpenMP specification says that a barrier is

a point in the execution of a program encountered by a team of threads, beyond which
no thread in the team may execute until all threads in the team have reached the barrier
and all explicit tasks generated by the team have executed to completion.

Since there is an implicit barrier at the end of a parallel construct this means the code of the
section has been executed and all explicit tasks are completed. A thread which reached the barrier
will continue uncompleted tasks. This leads to the completion of all explicit tasks. The parallel
section therefore waits for all descendent tasks of the parallel construct.

This is an important synchronization point in the distributed memory execution.

3.1.4 taskwait and taskgroup

The taskwait and taskgroup constructs are other synchronization constructs. taskwait waits for
all children tasks, taskgroup waits for all descendent tasks. taskgroup is similar to a barrier.

3.1.5 main() function

The whole programm is enclosed in an implicit parallel section. An initial task executes the main()
function of a C/C++ program.

3.1.6 Memory Model

The OpenMP memory model is a relaxed consistency, shared memory model. Data may be shared
between different threads, but different threads might have a different temporary view on the memory.
A different view might for example occur when a thread writes a value which might not immidiatly
seen by an other thread. The temporary view of a process can be made consistent with the global
memory with the flush construct. flush may be called directly or is included in many constructs
e.g. barriers. If no proper flushing and synchronization is in place race conditions might occur. The
behavior of a program with race conditions is undefined.

This is the central point which allows the offloading of tasks to other nodes on a distributed memory
environment. This is explained further in the memory transfers chapter.
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4 Preprocessor

The preprocessor is a source-to-source compiler is written by Markus Baur. It that translates an
C/C++ OpenMP Programm to a version which can be executed on a distributed memory system.
This chapter sums up shortly what the preprocessor does. For more details on the preprocessor take
a look at Markus Baurs bachelor thesis [Bau18].

The preprocessor parses the given C or C++ programm and searches for different OpenMP constructs.
It extracts the code of every OpenMP task into a file and assigns a unique number to the code of the
task. This number is called the code_id and is later used by the runtime environment to know which
task to execute. The preprocessor also parses the task and searches for all data used by this task.
This data is represented by a pointer and the length of the variable or array to which is pointed to.
The code of the task is replaced by a function call which is executed at runtime and tells the runtime
environment to create a new tasks with the code_id and the required memory location. Some code
is inserted in every extracted task to assign the data to the correct variable names in the task code.

The preprocessor also replaces some other OpenMP constructs like taskwait with a function call
which tells the runtime environment to take care of the synchronization.

The preprocessor inserts the code of the runtime environment and modifies the main() method of
the programm to set up the runtime environment.

For example the preprocessor would convert code that looks like this

int* a = new int[1000];

int* b = new int[1000];

int* c = new int[1000];

for(int i = 0; i < 1000; i++){

a[i] = i;

}

#pragma omp task

{

for(int i = 0; i < 1000; i++){

b[i] = a[i] + 1;

}

}

#pragma omp task

{

for(int i = 0; i < 1000; i++){

c[i] = a[i] * 3;

}

}
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4 Preprocessor

#pragma omp taskwait

printf("calculation finished.")

to something like this:

int* a = new int[1000];

int* b = new int[1000];

int* c = new int[1000];

for(int i = 0; i < 1000; i++){

a[i] = i;

}

create_task(1, [a,b]) # no correct C++ code to keep this example simple

create_task(2, [a,c])

taskwait(task_id)

printf("calculation finished.")

Please note that this example is no correct C/C++ code to keep this example simple and easier to
read and understand.

The preprocessor assigned task_ids to the tasks and replaced those tasks with the the create_task
function. This takes the task_id as first and all required variables as the second argument.

Somewhere es the preprocessor stores the code of the tasks with the same task_ids the code got in
the function call above.

# code_id 1

{

for(int i = 0; i < 1000; i++){

b[i] = a[i] + 1;

}

}

# code_id 2

{

for(int i = 0; i < 1000; i++){

c[i] = a[i] * 3;

}

}

The extracted tasks are all wrapped in code which would assign the data that belongs to the task to
the corresponding variable names.

For further details and examples take a look at Baur [Bau18].
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5 System Overview

This section gives an overview over the execution environment.

The system is designed to run on a distributed memory cluster. Each node in this cluster has multiple
CPU cores which have a shared memory.

Those nodes are seperated into two groups. The first group consists of Runtime Nodes. The second
one are the Worker Nodes.

5.1 Runtime Nodes

The runtime nodes manage the cluster at runtime. Each one is responsible for some of the Worker
Nodes. They decide if a tasks dependencies have been met. If this is the case they will eventually
find a worker node with free resources to run the task. Then they send a task description which
also contains the required memory locations. When a task finishes they tell it when and where to
write back the memory that has been modified to prevent race conditions. If a task reaches a task
synchronisation construct for example a #pragma omp taskwait the runtime nodes makes sure that
the waiting task is continued once all other tasks it needs to wait for have completed their execution.
The runtime nodes also take care of the programms completion and shut down all Workers to finish
the programm. This is the case once all tasks are completed and the main thread has finished.

The required information is stored in a tree structure. Each node represents a task. Each node has
the following variables

• task_id which identifies a task uniquely

• code_id of the tasks code

• execution_finished whether the task has finished it’s execution

• children pointers to the children

• parent a pointer to the parent

• running_children the amount of children which are still executing

• not_finished_children the amount of children tasks that have not finished all their descen-
dant tasks

• total_children

• task_waiting wheter a task is waiting at a #pragma omp taskwait

• all_waiting wheter a task is waiting for all it’s descendant tasks due to a barrier e.g. in a
parallel or taskgroup construct.
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5 System Overview

• waiting_node the worker node on which the task is currently suspended. This is currently
the same worker node the task was started on but might change if support for untied tasks is
added

The Runtime node also stores information about the available resources of it’s workers. Currently
this is the amount of free CPU Cores, but it could also contain other information for example the
amount of free memory or which memory locations are currently allready available.

5.2 Worker Nodes

The Worker Nodes are executing the tasks and their memory is used by the programm. When
they get a new task from their Runtime Node they put this task in a queue. If the resources are
available a task is taken out of the queue. The Worker Node creates a new thread. This thread
copies the memory that is requiered by this task from an other worker into the local memory. Then
the thread starts the execution of the task. When the task finishes the task requests the locations to
which the memory has to be written back and writes the changes that it made back. If the thread
encounters a construct that would generate a task it sends a message to the Runtime Node which
contains the requiered information, e.g. a code_id and the requiered memory locations. If the
thread encounters a parallel section it requests more threads from the worker and then creates a
parallel section according to the acquired number of threads. The threads are returned to the worker
once the parallel section is left. When the thread encounters a synchronisation construct it informs
the Runtime Node, that this thread is suspended now and needs to be woken up again if the wakeup
requirements are met. The task gets suspended after sending this message and the WorkerNode
starts either a thread from the queue or tells the RuntimeNode, that it has free resources.

When the runtime environment sends a wakeup signal which contains the corresponding task_id
to a worker node. The worker node puts the task that may continue back in the queue and resumes it
if the resources are available.

The worker Node runs multiple threads. One for managing the tasks, one for transfering memory to
other nodes, more details can be found in section 7 and one or more threads for each task that is
running.

The worker node stores the task and code id of a task, the memory locations the memory came from
and the state of the task.
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6 Program Execution

6.1 Tasks lifetime

A task starts by being created by an other task. The first task is the implicit initial task which is
created by OpenMP from the main method. Then the runtime nodes take care of that task and will
somewhen assign it to an worker node. This worker node will copy the memory which is required
by the task from an other node. Then the task is started. During this time the task might allocate
local memory, create new tasks which might use this local memory or wait at synchronization
points. Once the task has finished the changes to the memory are written back if needed.

6.2 create

When a task reaches a construct which creates a new task a message is send from the Worker to his
Runtime Node. This message contains the task_id of the creating tasks and the code_id of the task
to be created. Also the required memory locations are included and the flags of the task construct
(these are currently not used)

The Runtime Node receives this message and creates a new node in the task tree as a child of the
creating task. It increases the counters for the numbers of total, running and not finished children
tasks. The Runtime node now has a new tasks that eventually gets assigned a worker node.

6.3 run

To run a tasks it’s dependencies must be met an the Runtime Node needs a worker with free resources.
It selects a tasks from all its runnable tasks and sends the task_id, code_id and memory locations
to the chosen worker. This worker receives this message and runs the task directly if resources are
available. If not the worker will put the task into its local queue for later execution. When and how
resources might be seen as available on the runtime node but not on the worker will be handled later.
Eventually the task will be ready to execute. The worker creates a new thread. This new thread
contains some signaling constructs to cummunicate between the management thread of the worker
and the thread used by a task. This way the the tasks can signal that it reached a synchronization
construct and needs to be suspended or that it has finished it’s execution. The newly created thread
first copies the memory from the other node which currently has the required memory. Then it
runs some setup code to asign the copied memory to the right variable names. Finally it starts the
execution of the actual task code.
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6 Program Execution

6.4 taskwait and other barriers

6.4.1 taskwait

The taskwait constuct is a synchronization construct which waits for all children of a task which
have been created so far. It does not wait for all descendant tasks. The #pragma omp taskwait has
been replaced with a function call by the preprocessor. This function call tells the management
thread of the worker node that this task is waiting now. The worker suspends the task and sends a
message to the runtime node that the task with task_id is waiting at a taskwait construct. Since
the runtime node knows which children a task does have it can inform the corresponding worker to
continue the suspended task once all those children have completed their execution. The worker
puts the task which may continue into a queue with other tasks which may be executed and executes
them eventually when resources are available.

6.4.2 parallel

The end of a parallel construct behaves similar to a taskwait but the runtime node may continue
the task when all descendant tasks have finished their execution.

6.4.3 suspending tasks

When a task reaches a synchronization construct it needs to wait. The first idea for the prototype
was to do busy waiting. But when we reserve at least one CPU core per task and dont run more
tasks then busy waiting is not possible because the programm runs into a deadlock if there are more
waiting tasks than cpu cores. An example code could look like this:

#pragma omp task

{

#pragma omp task

{

#pragma omp task

{

#pragma omp task

...

#pragma omp taskwait

}

#pragma omp taskwait

}

#pragma omp taskwait

}

#pragma omp taskwait
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6.5 finish

at the ... part the pattern may continue until there are more tasks than cpu cores in the cluster.
Since this or a similar pattern might occur in a real world problem the programm would deadlock
sometimes. Therefore waiting tasks need to free up their resources. This is done by suspending
the task. Now an other task from the local queue of the worker node might be executed or if none
is available the resources are reported to the runtime node which might asign a new task. If the
synchronization of the task is completed the worker receives a message from the runtime node to
continue the task. When the worker has free resources it will continue the waiting task.

6.5 finish

Once a task has finished it’s execution the worker informs the runtime node. The runtime node tells
the worker where to write back the changes that have been made by the task. There might be some
locking in place to prevent read write confilicts when writing back. Once the task has completed
the writeback the runtime node marks the task as completed and propagates this information in its
task tree. Therefore some of the suspended tasks might now continue.

6.6 resource management on worker and runtime nodes

When the runtime nodes wants to assign a task to a worker it needs to know which resources are
required by a task and how many resources are available on a worker node. Resources could be the
amount of CPU cores, memory or the availability of accellerator cards like GPUs or Xeon Phi cards.
The amount of CPU cores a task needs is 1 in the basic case because every task is executed by one
thread. However this might change during the runtime of the task because there might be parallel
constructs in the task. The preprocessor can insert code around the parallel section that tries to
claim cpu cores from the worker node if the worker has cpu cores available. Then the amount
of threads a parallel construct uses is limited to what was claimed from the worker. Once the
parallel construct is left the task returns the claimed CPU cores to the worker which may use them
to execute other tasks. Managing memory is a lot harder. If a task is executed and the worker node
and does not have enough memory available then either the allocation fails or on Linux systems
the out-of-memory killer will search a process to kill. On a HPC cluster system the only available
processes are the application itself and some services belonging to the OS. This means that the
OOM killer will either kill the application or something else that is important. In both cases the
application dies. If the runtime node would have assigned the task to an other worker the task might
have completed there due to more available memory. To get the available memory on each node OS
dependent libraries like sysconf or sysctl could be used. Several options for different systems can
be found here: [SOmemalloc] The harder problem is to know how much memory a task will use
during execution. The memory a task needs is the sum of the memory which is copied from an
other task and everything that this task allocates on the heap or stack. The memory which is copied
from an other task is known to the runtime before task execution. The later is pretty hard because
code like

void* a = malloc(random_int())
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6 Program Execution

makes predictions impossible. Since a task might be executed multiple times the amount of memory
allocated by this task could be measured and used as a guess for future executions of tasks with the
same code id. This approach also has issues because recursive divide and conquer algorithms might
execute tasks with the same code_id multiple times with widely variing memory requierements.
Simply assigning tasks to the worker with the most free memory might also not work out as intended
because this worker might have some tasks which might use the memory later in their execution and
therefore assigning more tasks might not way to go. This problem is currently not solved. Therefore
the remainder of this section will only use the cpu cores as resources.

If the runtime node has found a worker from which it thinks it has enough free resources it assigns
a task to the worker. The worker puts this task into it’s local task queue. If the worker has free
resources it executes the task directly and reduces the available resources accordingly. The worker
might not have resources available due to a parallel construct which claimed some of the resources.
This might not have been send to the runtime node fast enought. The alternative to storing tasks in
a local queue to prevent overassignment of resources would be to synchronize workers and runtime
nodes whenever resources are reserved for tasks. But this might lead to runtime nodes which are
often waiting for workers which want to synchronize with them when a task is created, a parallel
construct is reached or a worker continues a suspended task.

Resources are reserved on the runtime node when

• a task is assigned

• a message for a parallel section arrives

Resources are freed up when

• a worker tells the runtime that resources are free now.

Resources are reserved on the worker node when

• a task is executed

• a task is continued

• a parallel section claimed some resources

Resources are freed up on the worker node when no other tasks are in the queue and

• a task finishes

• a task is suspended

• a parallel section ends
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7 Memory Transfers

7.1 OpenMP Memory Model

The OpenMP memory model is a relaxed consistency model. This means that each thread has a his
own view on the memory which might differ from the global memory. This might be the case due
to caches in the cpus. The specification says that write/write and read/write race conditions have
undefined behavior. Concurrent reads behave as expected. Therefore if a race condition occurs in
an OpenMP programm the cluster implementation is also allowed to have undefined behavior. If a
program needs to write to the memory it has to prevent other threads from those locations with
synchronization constructs. There are some explicit synchronization constructs like flushwhich are
not as usefull as the implicit synchronization in the parallel, taskwait and other synchronization
constructs. It is also the programmers responsibility to ensure that all memory which might be
accessed really (still) exists.

7.2 different ways to access memory in the cluster

OpenMP does not know about a cluster and other nodes in that cluster. It only knows something
about a shared memory. To work around this the memory a task needs is copied from an other node
to the local memory.

OpenMP does not allow the concurrent access to the same memory location but accessing different
parts of the same array like in the following code example is allowed.

#pragma omp task

{

for(int i = 0; i < a_size; i = i + 2){

a[i] = a[i]*2;

}

}

#pragma omp task

{

for(int i = 1; i < a_size; i = i + 2){

a[i] = a[i]*2;

}

}
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7 Memory Transfers

The a array is first copied to the tasks and then modified by them. Once the tasks have finished
the arrays have to be written back to where they came from. If the whole array is simple written
back then there is a race condition. The final array would be in the state of the task which has
written back last. This would be an incorrect behavior. To prevent this only the changes made to
the memory have to be written back. To calculate what changed in the memory everything that is
copied in and has to be written back (depending on the memory sharing clauses of the task) needs
be copied localy. When the data has to be written back the copy is used to calculate the changes and
only those are written back to the original memory location. In a correct OpenMP programm there
should be at most one write access to each memory location. This means that if we only write back
what changed in the final location everything should be written at most once and therefore no race
condition occurs.

7.3 Limitations

This approach has several limitatons. First of all the way the memory is used is very inefficient.
Every time a task has a child this child creates a copy of the memory. This means that the same data
is on the cluster several times. Whenever memory needs to be written back the copy to calculate the
changes uses as much storage as the original. For some applications that mainly work with data that
has to be written back the effectively usable amount of memory per node is halfed.

Many pointer structures do not work with this approach.

7.4 Implementation Problems with HPC Libraries

For the (not completed) implementation a way to communicate between the nodes was required.
Each node has to send some messages to handle the execution of tasks to other nodes. The worker
nodes also need to transfer the memory to other nodes and other nodes have to write those changes
back. One big problem is that that the application may send or receive data at any given time.

Two APIs have been tested. The first was GASPI [GASPI17], an global partitioned address space
approach because it offers primarily one-sided communication which at the time seemed to be the
way to go with the memory read and writeback operations required. It also tries to offer a better
scalability than MPI. The second API was MPI [MPI15].

GASPI seemed not to work because to create a memory window which is accessible by other
requires a collective call which is a blocking call and needs to be executed by all cluster nodes. This
would require all nodes to execute this call whenever a new memory location needs to be accessed.
This interrupts the programm execution on all other nodes and is not practicle.

The one-sided memory access im MPI suffers from the same limitations. Workarounds like creating
seperate communicators for each pair of nodes which need to talk with each other would require n2

2
calls to create all those communicators für n nodes. This is also not very handy because it leads to a
very long setup time.

An working solution would be to run an additional thread which sends and receives the memory
locations as requested. This could also use MPIs non-blocking communication methods.
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8 Scalability

Many of the preexisting task based systems that exist have issues with scaling beyond one or two
dozen nodes with somewhere around a dozen CPU cores each. ompSS for example needs to be
able to store all it’s memory on one master node. Therefore the amount of memory a programm
can use is limited by the amount of memory this master node has. This means that ompSS is from
the memory perspective more or less stuck with the same problem that shared memory systems
have, that building bigger machines is very complex and expensive. The system described in this
thesis stores all application data on the worker nodes. This shifts the amount of usable memory
from the amount the master ompSS master node has towards the amount of memory a task needs
on his worker and is not used by other tasks on the same worker. With the right application this
could mean that the available memory is the amount of memory all worker nodes have together.
The overhead would be a small amount for the task system which is linear to the amount of tasks on
a worker and some overhead for the operating system.

An other problem is that a single runtime node can only manage a limited amount of worker nodes.
How many those are exactly required is hardware and application dependant. An application that
uses more shorter tasks, more different memory locations or many synchronization constructs puts
more load on the runtime node.
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9 Outlook

9.1 Optimizations for the Scheduler.

There are a multitude of things which could improve the performance of the system. First of all
using memory locality on the worker nodes could help to avoid memory transfers by executing
tasks which have to access the same data on the same workers. Executing every task by the runtime
environment is also not very good performance wise because it creates a lot of overhead. This
includes the communication between the worker and runtime node, the creation of a new thread
on the worker and the transfer of memory. This might have a large impact on very small tasks.
Therefore it might not be a good idea to delegate all tasks to the runtime. Many small tasks could
be executed directly by the worker node. This would remove all of the afformentioned overhead.
Some tasks might also do very little computation in comparisson to the amount of memory required.
Therefore the memory transfer might take up the majority of the execution time. Finding such tasks
e.g. by measuring the amount of time required to transfer memory and the real computation time
would enable to schedule similar tasks (e.g. with the same code_id) later when enough resources
are available on a node with the data already in memory.

9.2 Completion of the runtime environment

As mentioned in the introduction the software for the runtime environment has not been finished
yet. This work might be continued by others. So far it seems plausible to execute some demo
programs utilizing a subset of the OpenMP standard. Some limitations, primarily not being able to
work with many kinds of pointers still need to be addressed properly. Also some OpenMP constucts
like atomic for atomic access to variables are needed for many programs. Features like this don’t
scale well generally and should be used with care. Applications which heavily rely on such features
might not work well with this system.
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