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Abstract

Compute mass of large-scale graph problems is an important part of modern data
processing. Each social network or even Open Street Map with its huge road map
handle problems based on graph structured data. The amount of data will increase
every day. Something is needed to handle this amount of data. Adding new Hardware
to increase the computational power isn’t the only option to encounter this problem.
Optimization approaches will help to make existing algorithms more efficient. In some
cases, the optimizations will not lead to a satisfying result. The reasons are often hard
to find. Therefore, in this thesis there is a practical evaluation of different shortest
path implementations on GraphX. The main goal is to show three different approaches
and evaluate their influence on the computation time and the hardware usage. The
evaluation is done in several graph environment so different real-world problems are
reflected. Furthermore, this thesis provides an analysis of the evaluation results in direct
comparison.
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1 Introduction

This is the introduction to this thesis. The motivation describes the problem context
and the problem section describes the main problems which will be encountered in this
thesis.

1.1 Motivation

In a world of social media platforms and blogs which produce a huge amount of data
every day, a way to compute this information is needed. In many cases, it’s the easiest
and fastest way to compute the data on a single machine.

But in more and more cases the information is too big for a single machine. Even on
high-end hardware with large memory and a strong computation power, this data cannot
be handled. A way is needed to compute such large datasets. Therefore, the data has to
be distributed. Usually, the data is split into several parts and distributed in a cluster of
several computation nodes.

For example, in open street map, there are 4, 485, 164, 810 nodes in the current roadmap
and the number increases every day. This is a huge amount of data that is hard to handle
while computation. Hence, different approaches were developed to execute algorithms
on graph-structured data. The first improvement is to split the data and compute the
data in parallel as described before. An additional and often used approach is to design
localized algorithms which try to skip the computation on the unnecessary parts of the
graph.

Many different frameworks and supporting software appeared in the last years. These
frameworks can be used to execute distributed graph algorithms. Some of them have
totally different approaches and support a different kind of executions.
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1 Introduction

1.2 Problem

Many approaches make a trade-off between performance and other attributes. To
increase the performance in some way it is necessary to grant more memory or CPU
usage. In this context, the following problems will be described and evaluated.

Problem 1: What optimization approaches are possible in a distributed environment?

Problem 2: Is localization in graph algorithms a suitable optimization approach to
guarantee an improved performance?

This directly depends on the framework which is used to perform these algorithms.
The optimization approaches that are possible are restricted to the features from the
framework. Therefore, in this thesis, the problems will be evaluated on a chosen
framework to provide an overview of the features and optimization opportunities. For
this thesis, the GraphX framework form Apache Spark [ASF; GXD+14] is used. This is a
framework which will be used widely and have is an Open Source product. So its free
for everyone.

Problem 1 will be evaluated by defining and describing different optimization approaches.
This approaches will be used for the second Problem. A practical Evaluation will be
done with this different approaches to take a look how these algorithms will perform
under realistic conditions. This will show how localization can impact the performance
of a graph algorithm.

The hypothesis is that the localization will have in positive influence to the performance
and the computation time. The additional localization overhead should be less than the
saved computation due to the optimization approach.
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1.2 Problem

Thesis structure

The thesis is structured in the following chapters:

Chapter 2 — Background: This chapter describes all related projects and background
information about technology which is used in this thesis.

Chapter 3 — Design of localized vertex-centric algorithms Describes the grounded
theories and the optimization approaches. This is used to design the different
shortest path implementations.

Chapter 4 - Implementation of graph algorithms: Here all shortest path approaches
will be described and explained. This approaches will be evaluated.

Chapter 5 — Evaluation: Contains the evaluation of the results with explanations about
relations and reasons.

Chapter 6 — Conclusion and future work: This is a overall conclusion of the thesis
will all relevant findings and statements.
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2 Background

Computation of big data is not a problem which came up in the last years. But its more
and more important. Therefore, there are already technologies which are available on
the market. This chapter describes technologies which are important in this context and
many of them are used to evaluate different shortest path approaches in this thesis.

2.1 Pregel

Pregel [MAB+10] is a framework invented by Google for computing graph algorithms
in large scaled and distributed environments. Furthermore, Pregel has a abstract layer.
This prevents the user from details about distribution and implementation. In the
most graph computing systems Pregel is supported as a state-of-the-art technique for
executing graph algorithms [SY14]. To compute graph algorithms Pregel tries a message
based approach in which each vertex is computed independently and keeps relevant
information in a local storage inside the vertex. A vertex can receive messages, compute
a function and send messages to other vertices. The program which is computed on the
graph is represented in a sequence of iterations. These iterations are called super-step.
Within a super-step S each node receives the messages which were sent to this node in
super-step S — 1. This messages can be used to compute results and save the results as
local value of the vertex. After the computation, the vertex can send messages to other
vertices. This messages will arrive the other vertices in super step S + 1. After each
vertex was computed the super-step ends and the next will start.

To detect termination of the algorithm each vertex can vote for halt. A vertex votes for
halt if there is no further work to do. This sets it to an inactive state. A vertex can be
reactivated by receiving a message. This allows the vertex to compute again and react to
the new message. After reactivating, the vertex has to actively vote to halt again. Each
vertex starts as active. After each vertex is inactive the program terminates. The results
are the values stored in each vertex. The principle of voting to detect the termination
allows an easy state machine for each vertex which is shown in figure 2.1

Pregel allows efficient computation through parallelism. This is provided by the fact that
within a super-step there is no order in which the vertices have to be computed. So the
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2 Background

vate for halt

reveive message

Figure 2.1: State machine of vertices while execution

vertices can be computed in a distributed system. The only synchronization is to detect
the end of a super-step. By executing the vertex functions in a distributed environment
it’s important to remember that each vertex can send any amount of messages. This
can lead to a huge overhead if two vertices are executed on different machines and the
messages between them have to be transferred to the other machine.

2.2 PowerGraph

PowerGraph [GLG+12] is a abstraction layer for distributed parallel graph processing.
The message-based approach as described in section 2.1 made assumptions to each
vertex that a single vertex has only a few incoming and outgoing edges. This allows
a efficient execution of the vertex functions. In real-world environments, the vertices
have a power-law degree. This means that there is a small subset of vertices which
are connected to a huge amount of other vertices. This is difficult to deal with in the
normal approach [GLG+12]. PowerGraph tries to solve these obstacles by using the
advantages from the vertex-programs. Instead of executing the user-defined functions
in the vertex PowerGraph executes the functions on the edges. This should help to
reduce the network communication and increase the parallelism of the independent
tasks during a super-step.

2.3 GraphX

In this section, I'd like to introduce GraphX a distributed graph processing system built
on top of Apache Spark [ASF; ZXW+16]. In preparation to section 4 in which this tool
is used for an evaluation of different graph algorithms the explanation is a bit more
comprehensive.

18



2.3 GraphX

Apache Spark is a general propose data-flow cluster computing system. The main goal is
to provide a platform to compute data in a distributed environment. This tool allows to
set up an execution environment on a cluster with more than 8,000 nodes. To execute
a program the main program is sliced in small execution pieces called task. These
tasks are grouped with other tasks which can be performed simultaneously. This set
of tasks is called a stage. In figure 2.2 you can see the internal structure in a spark
cluster. The Cluster Manager is the main component which handles all connections
between the nodes. If there are new nodes connecting to the cluster the management
component adds them to the list of executors. This adds them as a possible execution
target. Furthermore, the cluster manager handles errors and disconnects of nodes during
the execution. To enhance fault tolerance it is possible to remove a node while execution
and all tasks which are executed on this node were sent again to another node.

Worker Node

Executor | cache

ﬁb
Driver Program Task
/ ‘/'

Cluster Manager

Task

!
h

v

SparkContext

- Worker Node

¥4 Executor | cache
>

Task Task

/
B
Gf

Figure 2.2: Execution topology of Apache Spark cluster.
Source: https://spark.apache.org/docs/latest/img/cluster-overview.png

The Driver Program keeps the overall information during the execution such as global
information across single tasks. Additionally, the driver makes sure that all tasks get
the set of needed information such as global knowledge or already calculated results.
This set of information is called the Spark Context. The driver program and the cluster
manager are running on the same node. This node is called the master which delegates
the work and takes place as the leader in this cluster. The Worker Node is the part in
which the real computation happens. This worker requests a task if they have capacity
left and executes them with the given context information. After the execution they
response the result back to the driver program. For executing a program within the spark
cluster the programmer has to write a program in one of the supported languages of
spark. Currently, scala, java, python, and R are supported but scala is the most used and
best-documented programming language. By using the Spark application programming
interface (API) to define the computation steps of the data spark is able to transfer the
computation to single tasks and stages which are the base for the distributed execution.
The Scala API provides an abstract layer between the computation function and the
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2 Background

context of the distributed environment. This allows the programmer to not worry about
parallelism and distribution. After the programming (and compiling in case of using
java or scala) you have to submit the code to the driver program running on the master
node. Based on the submitted code the driver program creates a context which holds
all global information for the task execution and their results. If the context creation is
finished tasks will be extracted and scheduled to the connected workers. After all tasks
were finished, the submitted program terminates and presents the result as specified in
the program.

MLlIib
(machine j§ (graph)

learning)

Apache Spark

Figure 2.3: Structure of Apache Spark.
Source: https://spark.apache.org/images/spark-stack.png

To add computation functionalities there are libraries like M Lib for machine learning
or GraphX for graph processing which extends the base API of Apache Spark. In case
of GraphX spark adds support for graph processing and expands the API with needed
functionalities. This adds as in case of pure apache spark an abstraction layer with the
most important and fundamental features. The first and the most important function is
to define and manage a Property Graph [GXD]. The Property Graph from GraphX is a
directed multi-graph with user-defined properties attached to each vertex and edge. this
allows to store information within vertices and along edges. This values can be used
during the execution to calculate the result. Each vertex has a unique id which identifies
the vertex in the graph.

The figure 2.4 shows an example from Apache Spark for a Property Graph. All informa-
tion of the graph is stored in a table format which also contains all stored information.
The upper table shows all vertices with their id and the stored value inside the vertex.
In the lower table are the edges defined by the source and the destination vertex and
the information is attached to this edge. GraphX allows multiple ways to construct a
Property Graph. An easy and often used method is to generate the graph from an edge
list. Alternatively, its possible to construct a graph in a programmatic way or use a graph
builder in which you are able to define relationships and attributes and the builder
constructs a graph from this information.

The second important addition of GraphX are the graph operators that provide basic
operations on the graph object. One main operation is to define and execute Pregel
statements which are described in section 2.1. Other operations are for example mapping
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2.3 GraphX

Property Graph Vertex Table

Id Property (V)
(rdn, student)
(jgonzal, postdoc)
(franklin, professor)
(istoica, professor)

Edge Table
Srcld Dstld Property (E)
3 7 Collaborator
5 3 Advisor
2 5 Colleague
5 7 Pl

Figure 2.4: Example of a Property Graph.
Source: https://spark.apache.org/docs/latest/img/property graph.png

or filter actions to manipulate the graph. To define a Pregel operation the user has
to define three functions. The vertex-program which handles incoming messages on
a vertex and defines how the stored data on this vertex is manipulated. The second
function is the send message. This defines when and what a message is sent from the
active vertex. Of course, the destination, so which vertex id, is also defined. Spark
makes a difference from the standard implementation of Pregel and allows only sending
messages to direct neighboring vertices. The third function is the merge function. This
function handles multiple messages arriving at the same vertex. Therefore, the merge
function defines how to combine two or more messages to a single one.
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Figure 2.5: Partitioning of the graph.
Source: https://spark.apache.org/docs/latest/img/vertex routing edge
tables.png
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2 Background

To perform a graph algorithm on a huge graph which is normally too big for a single
machine GraphX can perform it with its distributed infrastructure. Therefore, the graph
will be partitioned into several parts before each graph execution. The concept of
partitioning will be described in figure 2.5. There are partitions as many as computation
nodes in the cluster. Several tables are used to represent the graph. These tables are
the vertices-table, the routing table, and the edge-table. In the vertices-table are all
vertices split into the different partitions. The partitions will be found with a graph cut
algorithm. GraphX provides different cutting-algorithm. The Routing table shows which
vertex belongs to which partition. This is relevant if a message crosses the border of a
partition. An entry in the routing-table indicates to which partition the message has to
be sent. The last table is the edge-table and shows all connections between the vertices
and it’s weight.

The entries of the tables are stored in a Resilient Distributed Dataset (RDD). An RDD is
a distributed dataset which contains a list of data. The special thing is that an RDD is
not localized on a single place in the memory. The RDD is split into several parts and
is distributed over the computation nodes of the cluster. The RDDs are managed over
its id. Each RDD has a unique id and each part of the RDD knows to which RDD they
belong. So it’s easy to collect the parts and distribute it again if the partitions changes.
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3 Design of localized vertex-centric
algorithms

The standard approach of a Single Source Shortest Path (SSSP) implementation is often
non-message based. In general, most approaches iterates over all vertices and computes
the new value of a vertex even if the value has converged. The big disadvantage of
the standard approach is that every single vertex is computed. There is no selection of
vertices which are necessary to compute. Therefore the vertex-centric view and its use is
introduced in the next sections.

3.1 Vertex centric graph computation

In an environment in which the data is just too huge to keep it in the memory of a single
computer, the logical deduction is to distribute it on several computers. Furthermore,
this allows not only the distributing of data but also the distributing of computation.
Therefore, a way is needed to compute the algorithm on the graph in parallel. The
actual way to do is the vertex-centric thinking [EMH+16; MAB+10].

In this thinking, the view is changing from the whole graph and a global view to the
view of a single vertex. Pregel uses this principle by defining vertex functions. The user
defines a function which will be executed in the context of each vertex. This allows the

%
o

Incoming messages Outgoing messages

EOs¢

Figure 3.1: Schema of the vertex centric approach
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3 Design of localized vertex-centric algorithms

computation of the whole graph. An important change is that there will be no global
state. The needed information for the execution will be saved in the vertex. Figure 3.1
shows this schematic design for a single vertex on a directed graph. The vertex V' in the
middle is the currently selected vertex which will be considered. On the left-hand side,
there are connected vertices to this vertex. These are channels which allow the vertex
to receive new information. The vertices on the left-hand side are connected from this
vertex. These are vertices for sending new information.

This vertex-centric view allows the designing of message-based algorithms as it is done
here. The user has not to care about the distribution of the graph and how to compute
them. Each vertex can be considered individually.

3.2 General approaches of SSSP algorithms

The general approach of a Single Source Shortest Path algorithm is based on the Dijkstra-
algorithm. It solves the problem of the shortest path calculation. Furthermore, it
calculates not the shortest path from a source to a target, it calculates the path from a
source to each other vertex in the graph. Therefore, each vertex has to be computed.
The normal Dijkstra is not message based. This means the knowledge is not distributed
through the graph by means of messages. Normally, the algorithm will be executed
on a single computer which has a global state and keeps global knowledge during the
execution.

In this case, the SSSP algorithm is not executed on a single computer. Therefore, the
Dijkstra-algorithm was adapted with the message-based approach. So each execution
uses Pregel as described in section 2.1 with the vertex-centric view as described in
section 3.1. Each vertex is computed individually and can be executed on any computer.
As in the Dijkstra-algorithm, there are no additional information used to calculate the
shortest path.

3.3 Localized SSSP approaches

The localization of the shortest path execution is an optimization. The main goal is to
reduce the search depth and concentrate the execution to vertices which are relevant
for the shortest path execution. Only neighboring vertices with fitting attributes will be
considered for the execution. This reduces the number of executed vertices and thus the
computation time of the whole algorithm.
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3.3 Localized SSSP approaches

Therefore, additional information are necessary to decide which vertex is a potential
part of the shortest path and which vertex will never be interesting. In a single computer
environment, global knowledge is used for that. This information will be updated from
a vertex which archives new information and other vertices use this information to
decide if they are relevant for the current execution. But keeping global knowledge in a
distributed environment is difficult because the shared knowledge of one vertex has to
be synchronized with all the other computers which perform the algorithm. To avoid
these persistence problems the global knowledge can only be used between different
Pregel operations. Then the information of the vertices can be collected and distributed
to other vertices. Especially GraphX shows problems in collecting information for global
knowledge. During a Pregel operation, it’s nearly impossible to get information from a
vertex. All relevant data have to collect outside the operation. Therefore, optimization
approaches have to built around these restrictions. One optimization approach could be
to collect data after a Pregel operation and use this knowledge in the next operation.
Another approach could be to use the message system to distribute the knowledge to
each vertex.
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4 Implementation of graph algorithms

For the Comparison of different shortest path implementations in this chapter three
versions of shortest path algorithms were described and executed in a cluster to evaluate
the differences.

4.1 Cluster setup

Apache Spark was deployed and executed on a computation cluster from the University
of Stuttgart, Institute for Parallel and Distributed Systems. The Cluster is called "Curium"
and has 7 execution nodes. Each node has 32 GB of RAM. The node has also 8 CPU
cores with 3.0GHz.

Spark was installed in a shared folder which was mounted on each node. There are
different deployment options available for Spark. One option, for example, is to use an
existing Hadoop YARN cluster. The easiest option is the standalone cluster configuration.
In this configuration, Spark provides an own cluster manager which manages the
connection to the other cluster nodes. In this setup the standalone mode is used.

The Spark cluster works with the master-slave principle. The master application runs
on a dedicated node and performs all management tasks such as keep connections to
the slaves and add or remove new slaves at runtime. The other big task is the slicing of
tasks and stages as already described. Slaves are the computation nodes and request
tasks by the master. The master sends the prepared task from an execution queue to the
slave and waits for the result and the next request.

In the setup, the master and the slaves have to be configured. These configurations
contain available memory or the working directory for outsourcing currently not required
data to the hard drive. Some special configurations have to be done for the master. In
addition to the other configuration, the master has to know the addresses of the slaves.
This allows the cluster to run an automated startup in which the master starts all known
slaves via ssh. As an alternative, each salve can be started manually with the address
and port of the master.
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4 Implementation of graph algorithms

The master provides a web view of the current status. This view shows all relevant data
during a execution. It shows each slave with all relevant data and the assigned task
to this slave. The master shows an overall progress of tasks and states of the current
execution. Additionally, the web-view provides information about the already finished
tasks. So it is possible to see the task history with their execution time required.

4.2 Algorithms

Here all executed algorithms are shown and described. Each implementation is based
on the Pregel API as described in section 2.1. This allows a distributed and message
based approach and is suitable for each size of graph data.

4.2.1 Single Source Shortest Path

Algorithm 4.1 is a classical massage-based SSSP approach. In the first step, in line
2-8 the graph will be initialized. Only the source vertex gets the value 0 and all other
vertices get an initial distance of positiveln finity. Each vertex executes the three steps
of a super-step iteratively until all vertices have voted for halt. Therefore, first of
all, incoming messages will be merged in line 10-16 to select the message from the
neighboring vertices. The message with the minimal distance will be chosen as the
best message. In the vertex function in line 17-19 the value stored in the vertex will be
updated regarding the incoming message. If the new minimal distance from the source
is smaller as the currently stored distance, the stored value will be updated with the new
value from the message. After changing the vertex value, all outgoing neighbors have
to be informed via a message to propagate the new value. For each outgoing edge, a
message can be sent. This mechanism is can be seen in line 20-26. A message will only
be sent if the value of the connected vertex is higher as the own value plus the weight
of the edge. If no message will be sent the vertex votes for halt because the vertex
has no further knowledge to share. After each vertex has propagated his knowledge to
neighbors and has consumed the knowledge from the incoming messages the execution
stops.

Each value of each vertex contains the distance to the source vertex which was defined
in the preparation in line 2-8. During the execution, there is no global knowledge. Only
the messages are used the share information across vertices. Unfortunately, since there
is no global information existing each vertex has to decide on its own if it votes for halt.
This disallows the option of an earlier termination in case no further computation is
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4.2 Algorithms

needed or if the vertex is not relevant for the shortest path determination. Following
from this, in each execution, the full graph will be evaluated.

(a) Initial search radius (b) Search radius first in- (c) Search radius second in-
crease crease

Figure 4.1: Iterative increasing search radius

4.2.2 Delta Stepping

Algorithm 4.2 tries to decrease needed work to find the shortest path. Therefore, the
algorithm uses additional global knowledge which is used to improve the default Pregel
execution and decrease the number of executed vertices. Line 2-4 define variables which
are used to store global information. Their functionality will be described below. As
algorithm 4.1 this algorithm works also according to the Pregel principle. The most
significant difference to the first approach is a search radius which is iteratively increased
until the target is found. Only vertices inside the search radius will be executed. After
all, vertices have finished their computation and no target was found the search radius
will be increased and the computation within the new radius will be started again. This
also includes the newly added vertices due to the previously made increment. This leads
to a slowly increasing number of vertices which will be executed. Figure 4.1 shows in a
visualization how the search radius works. In figure 4.1a there is an initial search radius
which only contains the start vertex. The target was not found so the search radius will
be increased by a predefined delta value. After the increase, the search starts again
within the new search radius as shown in figure 4.1b. This will be iteratively continued
until the target vertex is found or the graph is completely evaluated. In case the target is
found only a few vertices from the source vertex almost the whole graph execution can
be skipped. A closer look how this exactly works follows below.

To have a better overview and to prevent a page break within the algorithm the send
function is provided in the sub-algorithm 4.3. Here we take a look on the main algo-
rithm 4.2.
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4 Implementation of graph algorithms

Algorithmus 4.1 SSSP - Classical approach of message based shortest path calculation
1: graph « (E, V)
2: forallve Vdo
if v.isSource then
v.value < O
else

4
5

6: v.value «+ positivinfinity
7: end if
8

9

w

: end for
: while graph.allVoted == false do
10: forallve V do // merge messages
11: bestMessage < emptyMessage
12: for all m € v.iinputMessages do
13: if bestMessage == emptyMessage | bestMessage > m then
14: bestMessage < m
15: end if
16: end for // vertex function
17: if v.value > bestMessage.value then
18: v.value < bestMessage.value
19: end if // send message
20: for all e € v.outputEdges do
21: if v.value + e.weight < e.connectedVertex.value then
22: e.sendMessage(v.value)
23: else
24: v.voteForHalt
25: end if
26: end for

27: end for
28: end while

In line 5-11 the graph will be prepared with the initial vertex values. This works exactly
as in algorithm 4.1. Unlike the first algorithm, this one has two interacting main loops
in line 12 and 14. The inner while loop controls the duration of the execution within a
search algorithm. The outer while loop controls the overall computation and determines
the termination of the algorithm. Like any Pregel-based implementation, this also has
the three main functions which are executed within a super-step. In line 15-21 the merge
function combines all incoming messages by selecting the message with the lowest value.
This is necessary get information from the neighbor with the lowest distance. After the
merge function, the vertex value will be updated in the vertex function in line 22-24.
This happens if the new message value is lower than the currently stored vertex value.
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4.2 Algorithms

To propagate the new value to neighboring vertices messages will be sent in the send
function in algorithm 4.3 called in line 25.

Until here this version of shortest path computation is nearly the same as in the first
algorithm. In the decision, if a message will be sent or not the search radius is taken
into account. Only if the current vertex value plus the edge weight is lower than the
search radius a message will be sent. Of course, the value has to be lower than the
current value of the connected vertex as well. If no message will be sent the vertex
votes for halt. In a normal execution, the search radius includes only a small part of
the graph which leads to an early termination because all vertices outside the radius
will send no message and directly vote for halt. After the computation within a search
radius, the computation terminates if each vertex voted for halt or if 30 super-steps were
executed. The limit of super-steps is just a speedup for iterations which takes to long in
computation.

In line 28-32 there is a lookup for the target. If the target vertex has already a value
which is unequal to positive infinity (the initial value) there is already a path calculated
between the source and the target. This path has not to be the shortest but can be used
to reduce the search space. In fact that the real shortest path has to be less or equal than
any already found paths, this value can be used as an upper bound for the search radius.
Therefore, in line 36 the current lowest target distance is saved globally. After the search
for an already found target distance, there is a decision in which either the search radius
will be increased for the next iteration if no path is calculated yet or the search radius
will be fixed to the current minimal target distance. So if any path is found the search
radius cannot be greater than the current minimal path. For termination detection, there
is a message counter which counts all messages which will be sent while an execution
step. Due, at the beginning of a Pregel execution each vertex receives an initial message
there are automatically sent messages as much as the number of vertices in the graph.
If and only if there is a knowledge that has to be propagated in the graph, at least one
additional message has to be sent. So if only messages as much as the number of vertices
will be sent the algorithm terminates.

Thanks to the additional global knowledge there is a possibility to skip huge parts of the
graph. But there is additional messaging due to the different search iterations.

4.2.3 Delta Stepping - Master-Vertex

The third algorithm is named the delta stepping master vertex algorithm. Its an improve-
ment to the second algorithm and tries to eliminate the main disadvantage. Due to
the iterations in which the search radius was increased step by step, each time the
whole graph was traversed. This aims to find already found paths and limit the search
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4 Implementation of graph algorithms

Algorithmus 4.2 Delta Stepping - Slowly increase search radius to localize search

=

W e Ny s

graph + (E, V)

searchRadius < 10; deltaStep + 10

aggregatedMessages < 0; targetDistance <« positivinfinity
nextStep <« true

for allve Vdo

if v.isSource then

v.value < O
else

v.value < positivinfinity
end if

: end for

: while nextStep do
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:
35:
36:
37:
38:
39:
40:
41:

aggregatedMessages.reset
while graph.allVoted == false | numberOfSuperstepps > 30 do
forallv e |V| do // merge message
bestMessage + emptyMessage
for all m € v.iinputMessages do
if bestMessage == emptyMessage | bestMessage > m then
bestMessage < m
end if
end for // vertex function
if v.value > bestMessage.value then
v.value < bestMessage.value

end if // send message
sendMessage (V)
end for
end while // find target and look of target already found

for allve Vdo
if visTarget & v.value != positivelnfinity then
targetDistacne «+ v.value

end if
end for // increase search radius or set radius to already found target distance
if targetDistance == positivelnfinity then
radius + = deltaStep
else
radius « targetDistance
end if // stop execution if no further messages were sent

if aggregatedMessages == |V/| then
nextStep « false
end if

end while
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4.2 Algorithms

Algorithmus 4.3 SendMessage(v: Vertex) function of Delta Stepping Algorithm

Input: v: Vertex
1: for all e € v.outputEdges do
2: if vvalue+e.weight < e.connectedVertex.value & v.value+e.weight < radius
then
e.sendMessage(v.value)
aggregatedMessages + = 1
else
v.voteForHalt
end if
end for

N> RWw

radius. The reason to traverse the graph after each search step is that GraphX does not
offer the possibility to share global knowledge during a Pregel execution. Therefore, in
this algorithm, there is an improved approach to share this knowledge. To store and
distribute the relevant information in the graph a new vertex will be added to the graph.
The new vertex is artificially added to the graph and is connected to each vertex in the
graph. This allows to send and receive relevant information to a global place. Due to
the global place and the special position of this vertex, it is called the master-vertex. Of
course, the master-vertex and all connected edges cannot be used for the shortest path
algorithm.

As in the algorithm before the delta stepping master-vertex algorithm is split up in
three parts to allow a better overview and prevent a page break within the algorithm.
The send message function is outsourced in sub-algorithm 4.5 and the merge message
function is outsourced in sub-algorithm 4.6. In the following, we take a look in the main
algorithm 4.4.

The defined variables in line 2-5 are for global knowledge. What they are for will be
described later. First of all, in line 6-8 the graph will be manipulated and the master-
vertex will be inserted in the graph with incoming and outgoing edges to each vertex of
the graph. Edges to and from the master-vertex have not to be weighted because they
are not used for the shortest path calculation. They are only used as message channel
to send and receive information. In line 9-17 the graph will be initially preprepared
to set the initial values of the vertices. In contrast to algorithm 4.1 and algorithm 4.2
the vertices store a tuple of information. The first parameter is the own distance to the
source vertex. The second parameter is the value of the target vertex. So each vertex
has the information about a found path. How this information is used to calculate the
shortest path is described below. The main loops in line 18 and 19 are the same as in
algorithm 4.2. The inner loop handles all iterations within a search radius step and the
outer loop handles the overall termination of the algorithm. In each search iteration,
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4 Implementation of graph algorithms

a Pregel execution will be performed. Algorithm 4.6 defines the merge function of a
vertex in which the best message will be selected from all incoming messages except
from the master-vertex. It is called in line 21. The message with the lowest value is
taken in order to change the own value. In addition, if there is a message received from
the master-vertex it’s stored as the target message defined in line 2 within the merge
message.

After the messages were selected the values inside the vertex are adopted in the vertex
function. The vertex function in line 22-30 takes the best message to update the own
distance to the source. The master-vertex message is used to set the second stored
value. If a vertex receives a message from the master-vertex that means that there
is a path to the target already found. This target distance is propagated through the
master-vertex.

This accessory information is useful in the send function in algorithm 4.5 that is called in
line 31. As a normal shortest path implementation the messages are used to propagate
new minimal values through the graph. In the algorithm 4.2 after each search iteration
there was a lookup for the target vertex and a possible path which was calculated during
the current step. This information was used in the next step to limit the search radius. In
contrast to that, in this algorithm, the information is propagated and used in the same
step in which a path is calculated.

Lines 2-3 in algorithm 4.5 handle the normal vertex to vertex interaction if none of both
interaction vertices is the master-vertex. The own distance will be sent and applied at
the destination in the next super-step. The messages will only be sent if the connected
vertex is within the search radius. In addition, the message is only be sent if the own
value plus the edge weight is smaller than an already found path. This is based on the
principle described in section 4.2.2.

In lines 4-5 in algorithm 4.5 handle the case that the currently executed vertex is the
master-vertex. This case allows distributing the stored knowledge to another node. The
master-vertex sends a message with an already found path distance if the connected
vertex has no information about a path or if a new path is found which is shorter as
the previous one. In the second case the targetDistance value of the vertex will be
updated.

In addition, in lines 6-7 within the send message function handle the case if the connected
vertex is the master-vertex. Path distance information will be sent if the vertex v has
new information to share. This happens if v is the shortest path target and a path is
calculated. Therefore, the new path is propagated to the master-vertex and from there it
will be distributed to each vertex in the graph.

This approach is only slightly different from the version before. It allows detecting much
faster if a new path was calculated. In this case, the information will be directly shared
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4.2 Algorithms

across the graph. On one hand, this decreases the amount of overall sent messages a lot.
On the other hand, this approach adds a lot of new edges to the graph which increases
the graph information to handle. A Graph will get 2 % |V/| additional edges. That will
increase the computation, especially in the send function.

After the whole search depth was discovered the algorithms terminates. This can happen
in two cases. The first is a path was found and the search radius is limited. If no better
path can be found within this radius the current path is the best and the shortest path is
found. The other case is that the target is not in the graph or no routable path exist. So
the whole graph will be discovered and the algorithm terminates.
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Algorithmus 4.4 Delta Stepping Master-Vertex - append master vertex to each vertex to
share global knowledge
1: graph « (|E|, |V])
2: nextStep < true
3: masterVertex
4: searchRadius < 10
5: deltaStep « 10 // connect each vertex with master vertex
6: for allve Vdo
7
8
9

E + = (v, masterVertex); E + = (masterVertex, v)

: end for
: forallveVdo
10: if viisSource then
11: v.value < 0
12: v.targetDistance < positivinfinity
13: else
14: v.value < positivinfinity
15: v.targetDistance <« positivInfinity
16: end if
17: end for

18: while nextStep do
19: while graph.allVoted == false do

20: for all v € V do // merge message

21: mergeMessage (V) // vertex function

22: if vivalue > bestMessage.value then

23: v.value <+ bestMessage.value

24: if visTarget then

25: v.targetDistance <« v.value

26: end if

27: end if

28: if targetMessage +# emptyMessage & targetMessage.value <
v.targetDistance then

29: v.targetDistance < targetMessage.value

30: end if // send message

31: sendMessages(v)

32: end for

33: end while

34: if searchRadius < masterVertex.targetDistance then

35: searchRadius + = deltaStep

36: else

37: nextStep < false

38: end if

39: end while
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Algorithmus 4.5 sendMessage(v: Vertex) function of Delta Stepping Master-Vertex

Input: v: Vertex

1: for all e € v.outputEdges do

2: if wvvaluete.weight < e.connectedVertex.value & Vv #* masterVertex
& e.connectedVertex # mastervertex v.value+e.weight < searchRadius &
v.targetDistance+e.weight < v.targetDistance then

3: e.sendMessage(v.value)
4: else if v == masterVertex & v.targetDistance < e.connectedVertex.targetDistance
then
5: e.sendMessage (v.targetDistance)
6: else if e.connectedVertex == masterVertex & vtargetDistance <
e.connectedVertex.targetDistance then
7: e.sendMessage (v.targetDistance)
8: else
9: send no message
10: end if
11: end for

Algorithmus 4.6 mergeMessage(v: Vertex) function of Delta Stepping Master-Vertex

Input: v: Vertex
1: bestMessage < emptyMessage
2: targetMessage < emptyMessage
3: for all m € v.iinputMessages do
4 if (bestMessage == emptyMessage | bestMessage > m) & m.source # master-
Vertex then

5: bestMessage < m
6: end if
7 if v.sourceld == masterVertex then
8: targetMessage <— m
9: end if
10: end for
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5 Evaluation

In this chapter the different algorithms which was described above will be evaluated
in order to find out how they perform under certain conditions. All of the previous
described algorithms are legit approaches to calculate a shortest path in a distributed
graph environment. For each algorithm different directed weighted graph was executed
to see the behavior of different graph sizes as shown in figure 5.1.

The first and smallest graph has only 18 vertices and 46 edges. This size shows the
impact of a potential overhead in the time of execution. The middle graph is the road
map of Berlin, Germany. The graph has 139,545 vertices and 370,326 edges. Because
Berlin is a big and strongly interconnected city there are many edges with only a small
weight. The third and biggest Graph has 11,972,477 vertices and 31,166,956 edges.

Graph sizes
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a
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Z 10000000

18 139545

0
small middle big

Figure 5.1: Different graph sizes
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Especially the biggest graph shows how the graph algorithm performs on large data and
how many messages will be sent during a execution.

If GraphX starts the execution the graph will be lazy loaded. This means that the graph
was not loaded completely at the point of declaration. Instead the graph will be loaded
bit by bit as it is needed. Once the graph is loaded completely the data is stored in the
memory for further use. To prevent that each computation is distort with this additional
time many shortest path computations were executed in a row. So the input overhead is
shared over many different executions.

Each algorithm was executed 128 times to gather the results for the following evaluation.
The executions were bundled in different groups each group contains 32 executions.
A bundle was executed at once. This means the algorithms starts and calculates 32
shortest paths sequentially. Due to the lazy loading of all data in GraphX the beginning
delay does not have a big impact on the measurement within a bundle. Therefore, to
collect the 128 measurements for each algorithm on each graph size 4 bundles were
executed and measurements were collected.

5.1 SSSP

SSSP computation time
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time in seconds

1000

small middle big

Figure 5.2: Computation time of classical SSSP algorithm
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The figure 5.2 above shows the computation time of the classical SSSP algorithm on
each of the graph sizes. The bar chart shows the average computation time of multiple
executions with the related standard deviation.

Messages in SSSP execution
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Figure 5.3: Sent messages during the SSSP execution

The figure 5.3 shows the number of messages which was sent during the execution in
average. The values are related to the execution times of figure 5.2.

The first unexpected fact is that the shortest path calculation on the smallest graph
with only 18 vertices takes about 2.7 seconds. This is compared with comparable tools
like Q-Graph[MMG + 18] extremely long. There were only 147 messages sent during
the complete execution. By taking a look to the next graph size the computation time
increases to about 187 seconds for a shortest path calculation. The middle graph is the
road map of Berlin for which this time is a lot. If we take a look to the graph in figure 5.3
we can see that the number of messages has increased to 14,851,002 messages. In the
small graph each vertex sent on average % = %7 ~ 8.2 messages. In the middle
graph the average per vertex is about 106.4 messages. The biggest graph shows an
computation time of 4287.049 seconds per shortest path. 31,210,122 messages were

sent during this execution.

In figure 5.4 we can see a hardware snapshot during a shortest path execution of
the SSSP algorithm of each graph size. Figure 5.4a shows the cpu usage in percent.
The master which handles the execution queues and sends packages of work to the
workers, is not that much busy. This doesn’t change over the different graph sizes so
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CPU usage of SSSP RAM usage of SSSP
100 W small 50 B small
B middle B middle

big a0 big

CPU usage in percent
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Master W W2 W3 W4 W5 W6 Master w1 W2 W3 W4 W5 Wé
(a) CPU usage (b) RAM usage

Figure 5.4: Cluster hardware snapshot during SSSP execution

the preparation and distribution of the work packages generates not much workload.
The maximal CPU usage is on the big graph with only 15%. Workers have on average
the same workload in on all graph sizes. With loads from 45% to 95% the CPU usage
is good. No Worker is idle or only loaded with really small work. Figure 5.4b shows
the RAM usage of the workers. All workers only needs less than 31% of RAM on each
graph size. The master needs more RAM during the execution of larger graphs. The
larges graph needs about 47% of RAM. This is caused by the execution queues of the
master which are much larger on larger graphs. By slicing the defined pregel executions
in work packages for merge function, vertex function and send function the number of
resulting tasks are relative to the graph size. Therefore the sliced work packages have to
queued until the worker request tasks for execution. This leads to an increased RAM
usage of the master while executing algorithms on larger graphs.

In fact that the SSSP is the standard approach for message based shortest path calculation
we can see that GraphX has a rather slow execution of message based algorithms.
Therefore, its interesting to see the different optimization approaches below.

5.2 Delta Stepping

In this section the delta stepping algorithm will be evaluated. In addition there will be a
comparison to the already evaluated SSSP algorithm above.

Figure 5.5 shows the computation time of the delta stepping algorithm. This values
show the average of multiple executions with the standard deviation.
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Delta Stepping computation time
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Figure 5.5: Computation time of delta stepping algorithm

The figure 5.6 shows the messages which were sent during the execution in average. In
addition, the values show the standard deviation.

The figures 5.5 and 5.6 shows only the values for the small and the middle graph sizes.
Only this two executions were terminated. The delta stepping algorithm on the largest
graph did not terminate in under eight hours. Therefore there is no value presented
here.

The execution time on the small graph is about 5.48 seconds and is more than the
doubled amount of time than the normal SSSP algorithm took. This may depends on
the iterative approach in which the whole graph have to be searched through. The first
assumption is that this overhead has less impact on larger graphs. But the measured
time on the middle graph with about 1978 seconds shows that the difference to the
SSSP algorithm is even worse. If we take a look on figure 5.6 we can see that on the
small much more message were sent during the execution. The middle sent relative
to a single vertex on average 91 messages during the execution which is less than a
vertex in the SSSP algorithm. So the number of messages could not be responsible for
this additional time needed. As we can see in the delta stepping algorithm 4.2 and
the related parts each vertex computes a more complex send function. Additionally,
after each iteration the pregel execution is stopped and the whole graph is searched
through to find the target node and to limit the search depth. This seems to blow up the
computation time.
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Messages in Delta Stepping execution
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Figure 5.6: Sent messages during the delta stepping execution
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Figure 5.7: Cluster hardware snapshot during Delta Stepping execution

If we look to the figure 5.7 which shows an hardware snapshot of the delta stepping
algorithm execution there is no significant difference to the measurements of the SSSP
execution. The CPU usage in figure 5.7a seems slightly increased in comparison to the
SSSP. Even the RAM in figure 5.7b is more or less the same as is the SSSP execution.
Only the RAM usage of the master is significantly more than before. The RAM usage
goes up to 79% in the biggest graph size. The delta stepping algorithm did not terminate
in a acceptable time and the RAM usage is high, however it is not to hight to prevent the
under laying master application from working correctly. The higher RAM usage leads
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back to the additional global knowledge which has to placed in each working package
in the execution queue.

The Delta Stepping should be an optimization of the classical SSSP approach. But as we
can see it increases the computation time and the hardware usage a lot more. Due to
the more complex work which is necessary on each vertex there is no time improvement.
The additional time which is needed to compute all the extra information takes a lot
longer than the information will save. Therefore, an optimization approach is not always
useful. Of course, this is an specific problem to GraphX and the way it computes the
distributed graph information and how they store the information. But this behavior can
appear on each distributed graph computing system. To try an additional approach the
section below evaluates the improved version of the Delta Stepping algorithm. Maybe
this approach removes complexity which leads to the huge computation times.

5.3 Delta Stepping - Master-Vertex

In this section the improved Delta Stepping algorithm will be evaluated. This approach
is described in section 4.2.3. The goal is to skip additional work which have led to the
increase of time in the execution.

Delta Stepping Master-Vertex computation time
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200

time in seconds

small middle

Figure 5.8: Computation time of Delta Stepping Master-Vertex algorithm
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Figure 5.8 shows the computation time of the Delta Stepping Master-Vertex algorithm.
As the Delta Stepping algorithm this approach did not terminate in under eight hours so
the graph shows only two entries. The values are the average of multiple executions
and shows additionally the standard deviation.

Messages in Delta Stepping Master-Vertex execution
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Figure 5.9: Sent messages during the Delta Stepping Master-Vertex execution

Figure 5.9 shows the number of sent messages on average during the execution of the
Delta Stepping Master-Vertex algorithm.

The computation of a shortest path on the small graph takes about 3.79. This is faster
than the original Delta Stepping algorithm but still slower than the classical SSSP
approach. This shows that the improvements work but the overhead is still to much
for an overall increase of the computation time. The results from the middle graph
sizes show the same behavior. This approach with 661, 55 seconds is still much faster
than the normal Delta Stepping approach which takes about 1978.14 seconds. A possible
explanation is that due to the master-vertex the global knowledge will be distributed
almost immediately. This prevent execution of unnecessary vertices. Additionally, the
extra time to distribute the knowledge from the master-vertex to all the other vertices
takes time. This may the reason for the longer execution time as the classical approach.

Messages which was sent are also decreased in comparison with the classical Delta
Stepping algorithm. That’s because a vertex is taken out of the computation range as
fast as possible so messages will only sent to vertices which are potentially part of the
shortest path. This decreases the amount of messages a lot.
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Figure 5.10: Cluster hardware snapshot during Delta Stepping Master-Vertex execution

In figure 5.10 there is a hardware snapshot during the execution. It shows in figure 5.10a
the CPU usage of all worker and the master and also in figure 5.10b the memory usage.
As we can see there is no significant difference to the Delta Stepping algorithm. Only
the CPU usage of the master is slightly increased. This could just be the variance of the
CPU usage during the execution. Even the RAM usage is more or less the same.

5.4 Overall discussion

In the following there will be a direct comparison of the three different approaches.
Figure 5.11a shows the computation times of all approaches on the small graph. Fur-
thermore, figure 5.11b shows the needed time on a middle graph. This shows the huge
time impact of the different optimization approaches. On larger graphs this impact is
even more dramatic. The relative time between the algorithms increases with the graph
size.

Figure 5.12 shows the messages sent during the algorithm execution in direct comparison.
On the small graph we can see that the messages sent on the classical approach is the
one with the fewest number of messages. But on the middle graph the both optimization
approaches have less sent messages. So the optimization works in some way for the
number of messages.

As distributed graph processing system GraphX seems to be an quite difficult choice.
The computation of a shortest path even on a classical SSSP algorithm takes a long time.
In contrast, the execution times of the optimization approaches are massively higher
than the classical SSSP algorithm. Even in figure 5.12b in which the Delta Stepping
Master-Vertex algorithm has significantly less messages the computation time is much
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Figure 5.11: Overview of the computation time on different graph sizes
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Figure 5.12: Overview of sent messages on different graph sizes

higher as the SSSP algorithm. As a result, sending messages are not the time consuming
operation. Even, as this also includes the transportation of the messages to other cluster
nodes. We saw that the memory usage on the master is higher in the execution of the
Delta Stepping and Delta Stepping Master-Vertex algorithms. This shows, the number
of prepared vertex functions in the execution queue is much higher as in the classical
approach. Of course even if no message will be sent many vertices have to be executed.
The optimization approach was to decrease number of messages in the execution. So
indirectly this leads to a less number of vertices which will work in the next super-step
of a pregel execution. But to archive this the vertex function got more complex and
the number of iterations was increased. As we can see the number of messages was
successfully decreased but the time needed for an execution had increased. This shows
that the complexity of the vertex function is a important factor for the computation time
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5.4 Overall discussion

of a distributed massage-based graph algorithm. This behavior of GraphX may be a
specific problem of this technology. Especially because GraphX is a on top extension for
the already existing Apache Spark platform. Maybe there were made some concessions
the the performance to support the graph operations on this platform.
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6 Conclusion and future work

This chapter contains the conclusion and describes possible future work based on this
thesis. The conclusion will give you a short summary of all findings and results of this
work. Furthermore, the future work section shows some setbacks which happen during
the practical evaluation and discuss some improvements which can be made in the next
work. In addition, it shows some additional work that can be made with the findings of
this work.

6.1 Conclusion

In this thesis several problems were encountered. The first was to find optimization
approaches for a shortest path algorithms in a distributed environment. Therefore, three
different algorithms were described in chapter 4. The first algorithm is the classical
SSSP message-based approach. Algorithm two and three are optimizations of the first
approach. The second problem is to find out if localization in graph algorithms brings a
performance or more precisely a execution time improvement. Hence, in this thesis there
is a practical evaluation to test the previously defined algorithms. The evaluation tested
the different algorithms in a direct comparison under different conditions. Expectations
were that the made improvements to the classical algorithm will have a positive influence
on the execution time.

Against this expectations, the results show in summary a negative influence of the
optimization approaches. The main idea was to decrease the search depth by excluding
vertices from execution context. So, vertices that will never belongs to the shortest
path will excluded from the further execution. This will lead to a reduced amount of
messages which will be sent and thus to a reduced amount of executed vertices. The
optimization was successful in reducing the number of messages but the computation
time was raised anyway. To archive the optimized amount of messages the functions
executed in the vertices got more complex. It seems like the more complex vertex
functions costs more time than the reduced number of the executions saved. Even worse,
the complex functions lead to a increased usage of CPU and memory in the master of the
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Spark cluster. The workers of the cluster didn’t show a significant difference between
the different approaches.

The evaluation shows an interesting result. An optimization through localization ensures
not always an improvement in execution time. It did optimize the number of messages
and so the number of active vertices during the execution. The execution time and
hardware resources were increased anyway. This contradicts the initial expectations of
this thesis.
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6.2 Future work

The evaluation done in this thesis is only one step which is possible in a general
evaluation of distributed graph processing systems. GraphX supports a wide APIAPI
which allows graph operations in addition to Pregel. So graph implementations could be
made with another part of the GraphX API. This may prevent some performance issues
that GraphX has in some cases. Another option with using Pregel is to try completely
different approaches as the two optimized that were provided here.

Shortest path algorithms are one of the most popular algorithms in context of graphs.
But there are many more, like a Pagerank algorithm to rank vertices based on their
neighborhood. This Pagerank algorithm gives also the possibility of many different
optimization approaches which can be tested.

Furthermore, there are many other tools and frameworks for graph processing. To
get a general overview it is necessary to evaluate the same algorithms on other graph
processing systems. So a direct comparison between GraphX and other systems is
possible.
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