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Prüfer: Prof. Dr. Kurt Rothermel

Betreuer: Dipl.-Inf. Martin Bauer

begonnen am: 13. Januar 2003

beendet am: 11. August 2003

CR-Klassifikation: H.3.4, C.2.4, C.4, C.2.2, H.3.3

Diplomarbeit Nr. 2064

Verteilte Beobachtung von

Ereignissen im

Nexus-Lokationsdienst

Christoph Csallner

Universität Stuttgart
Institut für Parallele und Verteilte Systeme (IPVS)
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Abstract

The goal of the Nexus Event Service is to detect state change in services including the distributed
Nexus Location Service. So far only state change on an isolated location service node can be
detected. This work presents a model for distributed observation of events tailored to Nexus.
With this model state change in a distributed set of location service nodes can be detected.
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Chapter 1

Introduction

This chapter gives an overview of the problem domain of this work.
This work builds on several other contributions from the Nexus community at the University

of Stuttgart. So first, we give a brief overview of those parts of Nexus relating to this work.
Second, we motivate the problem investigated by this work. Third, we review other work related
to our problem. Finally, we give an overview of the remaining chapters.

Table 1.1 lists the main variables used in this and the following chapters.

1.1 Nexus

This section gives a brief introduction into the work of the Nexus research group. We focus on
the location service and especially on the event service contributed by Bauer [1].

1.1.1 Architecture

Hohl, Kubach, Leonhardi, Rothermel, and Schwehm have introduced the universal Nexus infras-
tructure for location-aware applications [12]. According to Bauer, the goal of Nexus today is to
provide a scalable open platform for mobile context-aware applications—focussing on location
[2].

World Models

Nexus keeps models of the real world—people, buildings, and other mobile or dynamic objects.
Therefore Nexus implements several services. The location servers provide a model of mobile
objects. This model includes the mobile objects’ dynamically changing location information.

Name Type
m Mobile object.
t Point in time.
m(t) Location, short for location(m, t)

An approximation of m’s physical location at t.
e Event.
n Notification.
LLS Leaf location server.

Table 1.1: Variables used for observing spatial events.
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othersevent 
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Figure 1.1: High-level overview of the Nexus platform. Nexus has a three layer architecture.
Each arrow indicates a communication path between two Nexus components. In this work the
event service concentrates on communication with the location service. The location service
consists of location servers, some of them are extended by an event component. Future work
includes the communication between the event service and spatial model servers.

The spatial model servers provide a model of static objects. Note that this work concentrates
on the model of mobile objects.

Augmented World Model

Nexus also integrates the above world models. So Nexus can answer the question whether
a mobile object is inside or outside a static object. This integrated world model is called
Augmented World Model because the above models can be augmented by additional information
like web pages.

Client Interface

Figure 1.1 gives a high-level overview of the Nexus architecture. The figure illustrates that
the Nexus federation hides the other Nexus services from the clients. The federation takes a
client request and communicates with the different Nexus services in order to answer the client
request.

The following paragraphs introduce the components of the Nexus architecture related to this
work. Figure 1.2 illustrates these components and their interaction.

1.1.2 Location Service

The Nexus Location Service presented by Leonhardi and Rothermel provides an approximation
of the physical location of each mobile object [15]. The location service consists of a hierarchy
of location servers. A leaf location server stores and delivers the approximation of the location
information of each mobile object currently registered at this server.

Hand-Over

Assume mobile object m is registered at time tj at leaf location server LLS1, its location being
m(tj). Later a location update with m’s new location m(tj+1) outside LLS1’s service area
reaches LLS1 so it initiates a hand-over.
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Figure 1.2: Components of the Nexus platform related to this work. This work contributes
observation modules and modifies event components.

Dudkowski notes that such a hand-over from leaf location server LLS1 to another one LLS2

includes m’s new location m(tj+1) inside LLS2’s service area as well as its previous location
m(tj) inside LLS1’s service area [7, p 21].

1.1.3 Event Service

Bauer has presented the Nexus Event Service [1]. Figure 1.1 illustrates that the Nexus Event
Service communicates with the location service. The goal of the event service is to detect state
change, i.e. spatial events, in the Nexus Location Service.

For example the event service could send a notification to interested clients when a mobile
object has entered a given area. Figure 1.2 illustrates the Nexus components involved in such
an observation and notification task. Note that for event registration, which is a precondition
of observation, additional Nexus components are necessary. These components are outside the
scope of this work. Some of them, like predicate management, are still in an early design phase.

The following paragraphs highlight some major components of the event service depicted in
figure 1.2. We concentrate on how a location server’s event component observes state change
and how state change is propagated to a client, which is the goal of our proposed mechanism
for distributed observation.

Event Component

Dudkowski has shown how to observe spatial events in a single local leaf location server [7]. He
has designed, implemented, and evaluated a mechanism to observe simple spatial events within
a single Nexus location sever. This observation mechanism is a local extension to a leaf location
server called the event component.
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The event component observes object movement inside a leaf location server’s service area.
This service area is a part of a 2D model of the world, e.g. an office floor or a mall.

We use the above example of an object entering an area to describe how an event component
works. Whenever the location server becomes aware of an updated location for some object it
sends the object’s new and previous location to the event component. The event component
keeps a set of event predicates that have been previously registered at the event component. An
event predicate describing an object entering an area would define the mobile object of interest
and an observation area. Now the event component can evaluate those predicates relevant to
the location update. For each predicate evaluated to true the event component creates and
sends a corresponding notification.

Notification Framework

When the event component has found that one of its event predicates is met, the event compo-
nent creates an event notification and sends it via the Nexus notification framework provided
by Till [33] to interested clients. Section 2.6 provides a more detailed model of the notification
framework.

Observation Framework

Our mechanism for distributed event observation, an observation module, is one potential client
of event notifications. It is built on top of the framework for distributed event observation
provided by Boronas [4].

1.1.4 Summary

Today, the Nexus infrastructure for context-aware applications consists of several interacting
components. The location service consisting of location servers provides location information
of mobile objects. The event service monitors the location service to detect state change of
interest. The event component detects state change in a single leaf location server, sends a
corresponding notification via the notification service, and the observation framework hands
the notification to our observation module for distributed event observation.

1.2 Motivation

There are several examples where the local observation implemented by Dudkowski is sufficient,
but also others where this is not sufficient.

What differs is that we want to achieve world-wide scalability. So the participating mobile
objects are handled by more than one location server. So we need to detect spatial events
occurring on local and remote leaf location servers.

This work extends local observation of events occurring in the Nexus Location Service to
distributed observation.

1.3 Related Work on Spatial Event Observation

This section discusses related contributions from other research groups on spatial event obser-
vation. We structure the discussion according to the sensor model of these approaches.
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First, we review work using the same sensor model as the current Nexus implementation—
sensors with little computational power. These contributions do not cover scalable distributed
observation.

So second, we review work using sensor models where a sensor has more computational
power than required in Nexus. Those approaches use sensors that may store and filter their
readings and communicate with other sensors. Note that future Nexus implementations might
cover similar sensor models.

1.3.1 Systems Built on the Same Sensor Model

This section reviews approaches built on the same sensor model as the current Nexus implemen-
tation. Those systems support sensors with just enough computational power to transmit their
reading to a server—they cannot store and aggregate their readings or communicate among
each other.

We review the following platforms, all from Cambridge: the Active Bat system, Active
Badges, CALAIS, QoSDream/FLAME, and Hermes. Yet none of these frameworks covers scal-
able distributed spatial event observation.

The Active Bat System

Harter, Hopper, Steggles, Ward, and Webster present the Active Bat indoor location system
[11]. Their described installation covers two rooms and a corridor and supports 100 mobile
objects. Information on static objects is kept in a central database.

Like in Nexus, information on mobile objects is assumed to be updated frequently. So this
information is stored in a separate spatial index, like the Nexus location server, using a quadtree.

Both information on static and on mobile objects can be accessed with CORBA. Applications
can register callbacks for spatial events. Each time a location is updated the spatial monitor
evaluates registered callback predicates and sends appropriate event notifications. Dudkowski’s
event component is similar as it observers a location server, evaluates registered event predicates
and creates event notifications.

Distributed observation of spatial events is currently not supported by the Active Bat system.

Active Badges

The Active Badge distributed location service is a similar predecessor of the Active Bat system
by Harter and Hopper [10]. The system is decomposed into several servers communicating via
remote procedure calls. A centralized location server keeps the latest location information of
each badge in the system.

An exchange server may export information from the local network of servers and badges. It
remains unclear if distributed observation can be supported via these exchange servers or not.

CALAIS

Nelson presents in his dissertation the CALAIS context and location aware information service
[26]. He proposes a location service using an in-memory object location database. Sensors
transmit their location readings to this location service. The location service provides this
information in a uniform format to other components. The location service supports 2000
objects and 500 location updates per second [26, p 57]. Compared to Nexus Nelson’s location
service resembles a single Nexus leaf location server. To support more mobile objects Nelson
identifies a hierarchy of his location services as future work [26, p 125].
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An application can register a spatial query at Nelson’s location service, i.e. to monitor
a given region [26, p 72]. This resembles a Nexus component registering an onEnterArea or
onLeaveArea event at the leaf location server’s event component. In case a registered event
occurs Nelson’s location service notifies the application via a CORBA callback. Yet no multi-
object events, like two objects meeting, can be observed.

Nelson’s event services are independent of his location service. Each event service wraps
another kind of location sensor system, e.g. Active Badges. An event service allows a client to
register event filters, called templates. Distributed event observation is provided by a Composite
Event (CE) system that is either local or remote to the client [26, p 114]. The Composite Event
system receives sub-events from event services. So it is similar to a Nexus observation node.
Yet it remains unclear if Nelson’s event service can scale to a global installation, e.g. involving
thousands of sites using Active Badges. Also, the Nexus Event Service is built on top of the
Nexus Location Service. Therefore in Nexus the event definition language is independent of the
underlying sensor technology.

QoSDream/FLAME

The goal of Cambridge’s QoSDream/FLAME project is to provide a middleware for distributed
multimedia applications [25]. QoSDream, like Nexus, builds on the following two assumptions.
First, a huge portion of sensor measurements are of little interest to a particular application.
Second, the different formats of measurements from different sensor systems should be hidden
from applications. Both assumptions are met by the QoSDream location service. It aggregates
sensor measurements and provides them in a uniform format.

Applications can subscribe to spatial events like ”Dr. Smith enters Room A22”. Each static
or moving object is modelled as a set of regions. The spatial relation manager observes the
overlap of regions. For example when a person enters a room, the person’s region will overlap
with the room’s region. After observing such an overlap the spatial relation manager produces
a raw region overlap event. An event adapter listens to all produced events, filters them and
forwards them to interested applications.

Little information is given on how the QoSDream/FLAME middleware could scale to dis-
tributed event observation.

Hermes

Pietzuch and Bacon present Cambridge’s Hermes scalable event-based middleware [29]. In
Hermes events are strongly typed and can be checked at runtime.

Based on Hermes, Pietzuch and Shand build Cambridge’s framework for object-based event
composition [28]. Note that their work is on general-purpose events instead of location-based
events. Yet we include it in our discussion as an example of a scalable architecture for distributed
event observation.

Their idea is to represent composite events also as typed objects. Each operator of the event
predicate language is mapped to a container class. Their event predicate language is based on
regular expressions over events, extended by operators expressing temporal relations between
events. The advantage of choosing this restricted expressiveness is that efficient detection is
possible with finite automata.

Mobile detection objects are installed throughout the event broker network to detect com-
posite events. A mobile detection object is the equivalent of a Nexus observation module. The
functionality of an event broker is provided by a Nexus notification node together with a Nexus
observation node.
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1.3.2 Systems Built on Other Sensor Models

This section reviews work on platforms for observation of distributed spatial events built on
other sensor models. These approaches assume that the sensors have more computational power
than required by Nexus. These approaches can therefore use the sensor systems for tasks of
Nexus services like location servers, event components, observation nodes, notification nodes,
or predicate management.

Distributed Sensor Networks

Distributed Sensor Networks are ad-hoc networks of small, wireless sensors [13]. The main
assumption is that sensors have enough processing power to be application-aware and able to
process queries themselves. A root sensor pushes the user query down to a subset of the sensor
network. Results are pushed back and aggregated by the sensor hierarchy managing the query.
So there is no need for a stationary server to collect and aggregate sensor data like a Nexus
location server does.

The current Nexus implementation builds on a different system model. The main difference
is that we allow for simpler sensors. The Nexus Event Service therefore cannot build directly
on sensors. The Nexus Location Service abstracts from the sensors. Our sensors might not be
powerful enough to communicate among each other. They talk only to their location server.
The stationary database-like location servers then provide the Nexus distributed observation
with event notifications.

Moving Objects Databases

Sistla, Wolfson, Chamberlain, and Dao introduce a data model and a query language for moving
objects databases (MOD) [31]. A moving objects database is a database system that represents
the location of an object by a function of time. So instead of storing a location at a certain
point of time the database keeps a movement vector. Like any attribute the vector can be
updated. But the idea is that the vector changes less frequently than the location. Therefore
not all location updates need to be transmitted to the database.

In the current Nexus implementation, location sensors are not expected to provide their
movement vector. So it remains unclear how Nexus would benefit from the idea of representing
an object’s location by a function of time. Yet a future Nexus implementation might support
such sensors. The savings of network bandwidth and possibly battery power for transmission
would be substantial as most location updates in Nexus require remote communication.

The authors suggest that in a distributed setting each tracked object carries a computer.
The moving objects database is distributed among the tracked objects. So each update of the
movement vector is local as the sensor is expected to be local to its tracked object. This sensor
model is closer related to distributed sensor networks than to Nexus as in those approaches
more computational power is available local to the sensor.

In Nexus, objects’ locations are more centralized as they are kept in the location server
hierarchy. This makes queries involving n objects cheaper as it requires only one remote com-
munication instead of n.

Location Based Services for Mobile Phones

Chen, Chen, and Rao from IBM’s China Research Laboratory present their spatial publish
and subscribe system [6]. They support two event predicate templates, which resemble the
onEnterArea, onLeaveArea, and onMeeting event predicate templates. A tracked mobile object’s
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system is expected to include a location sensor and to have enough computational power to
evaluate a spatial predicate.

Their idea is first, to forward subscriptions of area-bound single-object events to the object’s
system. The object’s sensor system updates the object’s location only locally. The object’s
system evaluates the event and sends a notification in case the predicate is evaluated to true. The
advantage of this approach is that location updates do no longer require remote communication.

In case of an onMeeting event predicate has been registered on a mobile object, the location
agent controller, which resembles a Nexus leaf location server, asks the object’s system to peri-
odically send its location. Then the location agent controller passes this location update to the
spatial matching engine, which resembles a Nexus event component. So remote communication
occurs only when location updates are needed for onMeeting event predicate evaluation. The
current Nexus implementation could benefit from this approach as currently the event service
does not influence a sensor system’s location update frequency.

1.3.3 Summary

In this section we have discussed prior contributions to spatial event observation. First, we have
reviewed work based on the same sensor model as the current Nexus implementation—sensors
with little computational power. These contributions do not cover scalable distributed spatial
event observation. So second, we have reviewed work using sensor models where a sensor
has more computational power than required in the current Nexus implementation. Those
approaches use sensors that may store and filter their readings and communicate with other
sensors.

1.4 Overview

The reminder of this work is structured in three parts as follows.
In the first part we state the requirements. Throughout these chapters we discuss the

differences to Dudkowski’s local observation [7]. Chapter 2 presents our system model. There
we give a detailed model of those parts of Nexus our work is required to interact with. Chapter
3 introduces the temporal requirements of distributed event observation. Chapter 4 presents
the spatial requirements.

In the second part we introduce our solutions to distributed observation of spatial events. We
structure the discussion according to our event classification introduced in chapter 4. Chapter 5
discusses our solution to distributed observation of object-bound single-object events. Chapter
6 presents our solutions to distributed observation of area-bound single-object events. Finally,
chapter 7 introduces our solutions to distributed observation of our only multi-object event—
onMeeting.

In the third part we present our evaluation of the above solution. Chapter 8 provides the
setup of our experiments. Chapter 9 discusses the results of our evaluation. Finally, chapter 10
presents our conclusion and future work.



Chapter 2

System Model

This chapter provides an overview of those parts of Nexus related to our work.
Dudkowski has presented a system model for local observation of spatial events in a single

leaf location server [7, pp 11–13, 63–64, and 76–78]. This chapter generalizes Dudkowski’s
model to event observation in distributed event sources. Note that in general our model is not
restricted to spatial events. Nevertheless this work concentrates on distributed spatial events.

Our work is also required to interact with other work by the Nexus community. We there-
fore describe those properties of this work on which our work depends. This is especially the
framework for distributed event observation provided by Boronas [4] and the event notification
service presented by Till [33].

We structure the discussion according to the taxonomy of “Internet-scale event observation
and notification” provided by Rosenblum and Wolf [30]. Thus we decompose our system model
into object model, event model, naming model, observation model, time model, notification
model, and resource model.

2.1 Object Model

This section gives an overview of the participating objects, concentrating on the source of loca-
tion information. We give an overview of the relations between mobile objects, location sensors,
leaf location servers, and the observation mechanism. Section 2.6 introduces the components of
the notification service.

2.1.1 Source of Location Information

The objects of interest are mobile, e.g. cars, trains, or humans carrying location sensors. A
location sensor communicates exclusively with the leaf location server whose service area covers
its current location. So the leaf location server at which a mobile object is currently registered
is the only source of location information on the mobile object available to the observation
mechanism. This assumption implies the following:

1. The location information provided by the leaf location server is the best approximation of
the physical location of a mobile object available to the observation mechanism [7, sections
1.3, 4.2.1, and 5.1.1]. This means that the observation mechanism cannot improve the
approximations provided by a location server.

2. The observation mechanism needs to communicate with the leaf location server at which
a mobile object of interest is registered. Section 2.6 provides a more detailed model of this
communication.
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service area of
leaf location server

leaf location server

mobile object m

sensor1 privacy requirements r

locationi(m) in
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locationi(m) =
measure(xi)

observation mechanism

sensorn…

xi

location(m) in
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location(m) =
f(location1,…, locationn, r)

Figure 2.1: From sensor-inputs and additional knowledge, i.e. privacy requirements, a leaf
location server computes the best available approximation of a mobile object’s physical loca-
tion. The location server provides this approximation in a uniform format to the observation
mechanism. Note that the observation mechanism may be on a remote machine.

Leaf Location Server Hides Location Provision Details

Figure 2.1 illustrates how a leaf location server provides location information to the observa-
tion mechanism in a uniform way. This section describes how a location server hides location
provision details from its clients [15], i.e. from the observation mechanism.

First, different mobile objects may use different location sensor systems. So the location
server translates these into a uniform format.

Second, to compensate for a sensor system’s inaccuracy, for example inaccurate measure-
ments of an outdoor sensor system while the tracked mobile object is inside a building, the
location server could draw from additional sensors or a model of the tracked mobile object’s
surroundings. So the location server may use multiple sources of location on a mobile object.

Finally, the location server may also deliberately blur its approximation of a mobile object’s
physical location, i.e. to satisfy privacy requirements.

2.2 Event Model

This section introduces the Nexus event model.
First, we review Rosenblum’s and Wolf’s event definition. Then we discuss the main event

classes of our event model in turn. So second, we discuss world events and sensing events.
Third, we present our system events. Fourth, from these system events we derive the states and
transitions of a mobile object’s location availability. Fifth, we summarize user events, which
provide an abstraction of the system events.

Figure 2.2 gives an overview over our event model.

2.2.1 Definition

According to Rosenblum and Wolf, “an event is the instantaneous effect of the (normal or
abnormal) termination of an invocation of an operation on an object, and it occurs at that
objects location.” [30, p 348]



2.2 Event Model 11

t
world
event

sensing
event

system
event

local
user event

mobile object

location sensor

leaf location server

event component

chain of
physical events
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distributed
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Figure 2.2: Event model. Each observer—location sensor, leaf location server, event compo-
nent, or observation node—observes change in its own state. From this change it derives the
occurrence of lower level events and ultimately the occurrence of the corresponding world event.
The client can also be seen as an observer of user event notification arrival events.

2.2.2 World Events

Context-aware applications are interested in the occurrence of spatial world events. An example
of a spatial world event is Dr. Smith entering his office. Section 2.2.3 discusses the detection of
such a spatial world event.

2.2.3 Sensing Events

A sensor or observer does not detect world events themselves. A sensor detects changes of its
own state, in particular the change of a monitored physical variable. From such a local event
the sensor or observer infers the occurrence of the remote world event.

World Event and Triggered Events

So any location sensor or Nexus observer detects events occurring at the location of the sensor
or observer. In particular the system and user events, which are discussed in the following
sections, occur at the respective observers and not at the mobile object of interest. Section 3.5
discusses the delay between the occurrence time of a world event like Dr. Smith entering his
office and the detection time of a corresponding user event onEnterArea(Dr. Smith, his office).

2.2.4 System Events

A mobile object may send its new location, which it has received from a location sensing event,
to a leaf location server. At the leaf location server this new location causes a system event.
The following lists the system events that may occur in the current Nexus implementation.

• Registration. A registration system event occurs when a mobile object is registered at a
leaf location server. The registration message includes the object’s current location [15, p
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R
m

M

D

Figure 2.3: States of a mobile object m. Left: object m is unregistered. Right: object m
is registered. Transitions between object states occur on object m’s registration (R), location
update or movement (M), or deregistration (D) system events.

10], which has been retrieved by a location sensor.

• Location Update. A location update system event occurs when a new location of a tracked
mobile object has reached the leaf location server currently tracking the object. A location
sensor tracking the mobile object is the source of this location.

• Deregistration. A deregistration system event occurs when a mobile object is deregistered
at the leaf location server.

• Time-Out. A time-out system event occurs at a leaf location server’s event component
after some event time duration has elapsed.

Nexus is a platform for context-aware applications. Locations are the most important context
in the current Nexus implementation. So location changes are an important system event. Yet
beyond the supported system events one could think of the following potential spatial system
events of a mobile object: touch other object, orientation, speed, or acceleration [1, pp 32–33].

2.2.5 Object States and Transitions

This section derives the states and transitions of a mobile object’s location availability from the
system events introduced in section 2.2.4.

Figure 2.3 illustrates the two states of an object—unregistered and registered. The following
paragraphs define the implications on the availability of location information. In short, the
location m(t) is available if and only if mobile object m is registered.

Object Unregistered

An object m unregistered at time t has an undefined location at t. So at time t no approximation
of object m’s physical location is available.

¬registeredt(m) ⇔ {m(t) = undefined} (2.1)

Object Registered

When registering, a mobile object submits its current, initial location to the location service.
So after registration its location is available at a leaf location server LLS. Then the object may
submit a subsequent location, which replaces the previously submitted one.

registeredt(m) ⇔ ∃LLS : LLS.knows(m(t)) (2.2)
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event component
of LLS1

observation module

n(e2(m2), t2)

client

event component
of LLS2

n(e1(m1), t1)

n(e3(e1(m1), e2(m2)), t3)

registered(e1)

registered(m2)

registered(e2)

[m2(t)]

registered(m1)

[m1(t)]

registered(e3)

Figure 2.4: A distributed event consists of a set of events occurring on distributed nodes.
Here two event component observers detect sub-events e1(m1) and e2(m2). These events are for
example mobile object m1 registering and m2 transmitting its position. Each observer associates
its event with a timestamp, encoding the local time of detection. An observer then packages
event and timestamp into an event notification n and sends it. From these sub-event notifications
the observation module can detect a distributed event e3(e1(m1), e2(m2)) like onMeeting(m1,
m2) and send a corresponding notification containing timestamp t3.

2.2.6 User Events

This section discusses local and distributed user events.

Local User Events

The leaf location server’s event component receives each system event and checks if any predicate
of the registered user events holds. If this is the case we say that a user event has occurred in
the event component. The event component then sends an appropriate notification containing
the event component’s local detection time.

Benefit of Mapping System Events to User Events

Mapping each system event to a user event allows to introduce additional parameters or policies.
For example one could think of parameters limiting the number of generated user events per
time interval. This way the leaf location server provides an abstraction layer on top of system
events and does not plainly forward every system event.

Distributed User Events

Bauer defines an event as “an observable change in the state of the model” [1, definition 2-1].
We define a distributed event as a composite event consisting of events occurring on different
nodes. Note that event stands in this context for user event.

This work shows how a Nexus observation module observes such distributed spatial user
events. Figure 2.4 provides an example.

Classification

Chapter 4 classifies the user events and reviews their predicates.
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2.3 Naming Model

This section introduces the naming model of the Nexus Event Service. We concentrate on
predicates and notifications.

2.3.1 Motivation

Bauer has identified the need to uniquely identify each event predicate template, event pred-
icate, and event notification throughout the Nexus platform [1, p 52]. For example a client
requires unique event predicate identifiers to route an incoming event notification to those of
its applications being interested in notifications on the specified event predicate. Bauer also
requires that the event service naming model be consistent with other Nexus naming models.

2.3.2 Design

This section introduces the identifiers used for event predicate templates, event predicates, and
event notifications.

Event Predicate Template

An event predicate template defines the elements of a valid event predicate. Each event predicate
template has a unique identifier called TemplateId.

Event Predicate

When a Nexus component registers an event predicate at an event source, like a leaf location
server’s event component, the event source associates the event predicate with an event predi-
cate identifier. The event predicate identifier, called PredicateId, is unique within the Nexus
platform.

Note that the event source also creates an EventId, which identifies the concrete observation
of the given event predicate. Therefore the event identifier contains the event predicate identifier.
The event source returns the event identifier to the registering Nexus component.

Event Notification

Recall that an event notification is a notification of an event predicate becoming true. Each
event notification contains the identifier of the corresponding event predicate that has became
true—encapsulated in the respective event identifier.

2.4 Observation Model

The observation model describes how events or pattern of events are observed.

2.4.1 Filter Policy—User Event Predicate Elements

Filters can be used to filter event notifications based on their content. If filters are supported,
a language over the content of a notification needs to be defined. Note the difference to the
pattern language, which expresses relations between events.

In Nexus, a user event predicate resembles a set of filters for a certain event.
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Consumer-Side vs. Producer-Side Filtering

Gruber, Krishnamurthy, and Panagos discuss where to evaluate a filter—which they call “event
matching”—in their READY event notification service [9]. Matching at the consumer is good
if consumers are interested in the majority of event notifications. Because then, little resources
have been wasted on producing and transporting notifications no consumer is interested in. So
if consumers are interested in a tiny fraction of events then it may be advantageous to move
filtering towards the producer. The READY event notification service supports moving parts
of the filtering from consumer to producers using heuristics.

Filtering in the Nexus Event Service

One can argue that in the Nexus Event Service notification filtering takes place even before
notifications are produced. As only those notifications are created that are known to match
some filter. This may be more efficient than producer-side filtering in case consumers are
interested in a tiny fraction of possible event notifications.

In the Nexus Event Service a user event registration defines a filter. For example Dudkowski
uses an objectSelector as a filter for his onEnterArea event [7, p 11]. These filters are handed
to the producer, which is also called an observer. For example Dudkowski’s event component
produces only notifications that match some previously installed filter predicate. This saves
transport, storage, and subsequent filtering of uninteresting notifications.

2.4.2 Information Policy—User Event Notification Elements

The information policy defines the information on an event that a receiver can obtain from an
observer. In Nexus, this information is transmitted as a user event notification.

For both the raw event distPosUpdate and the timer-based events contPosUpdate and
contAreaUpdates Dudkowski’s observer transmits the updated location of a mobile object, but
not the previous location. We propose to include the previous location, too.

For the area-bound single-object events onEnterArea and onLeaveArea the observer provides
the identity of the moving object and the coordinates of the area. For onMeeting the identities
of the meeting mobile objects is transmitted. For the remaining spatial event onCrossingLine
the identity of the mobile object, the line and the crossing direction is given.

Finally, for the registration based events onRegisterObject and onDeregisterObject the iden-
tity of the object and for onRegisterArea, and onDeregisterArea additionally the area is trans-
mitted.

Table 2.1 summarizes the observation model’s filter policy and information policy.

2.4.3 Observation Policy

Rosenblum and Wolf divide observation methods into synchronous observation and polling. In
synchronous observation “the fact of an event occurrence is communicated explicitly to and in
synchronization with the observer” [30, p 351]. In polling “the observer periodically checks for
the occurrence of an event” [30, p 351].

The events signalled by Dudkowski are all synchronous. One could argue though that
contPosUpdate and contAreaUpdates efficiently simulate polling as the observer periodically
checks for an event occurrence. Yet each time the periodic timeout sub-event occurs the ob-
server sends an appropriate observation—synchronous and explicitly.
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2.4.4 Partitioning Policy

The partitioning policy defines the relation between events, observers, and recipients. This par-
titioning should be dynamically adapted to notification frequency as well as number and distance
of recipients. In Nexus the predicate management could dynamically change the partitioning in
the future by relocating observation modules.

2.4.5 Pattern Abstraction Policy

The pattern abstraction policy provides a language to define patterns of events or composite
events. For example Pietzuch and Shand support regular expressions extended by operators
expressing temporal relations between events [28, pp 1–2]. Abstraction is a naming mechanism
for patterns. Abstraction allows to use a simple event or a name instead of the pattern. Pietzuch
and Shand use programming language objects to represent simple and composite events. The
Nexus predicate management will support patterns in the future.

2.5 Time Model

The time model discusses the general temporal requirements of distributed observation. Chapter
3 provides this model.

2.6 Notification Model

The object model of section 2.1.1 implies that the observation mechanism needs to communicate
with a leaf location server. This section gives a model of this communication, focussing on
communication delay.

First, we discuss what kind of communication system local and distributed observation
requires. Then, we analyze the communication systems used for local and distributed user
event observation.

2.6.1 Communication System Requirements

This section discusses what kind of communication system local and distributed observation
requires.

Local Observation

Dudkowski has shown how to observe spatial events in a local leaf location server [7, p 83].
He executes leaf location server and his event component observation mechanism in the same
address space of a single node. He therefore needed only local communication. He uses one
local method call each.

Distributed Observation

We are interested in spatial events from local and remote leaf location servers. Therefore dis-
tributed observation requires both local and remote communication. Unlike in local observation,
a method call is generally not sufficient.

Instead, we use the event notification service presented by Till [33]. Generally, we derive
that our model results in a higher lower bound for communication delay.
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Till measures throughput and latency of his event notification service implementation. Sec-
tion 2.6.3 discusses his evaluation.

Reliability

We assume reliable communication for every event notification. The prototypes provided by
Boronas, Dudkowski, and Till use TCP/IP, which guarantees reliable transfer.

2.6.2 Delay in Local Observation

This section discusses communication delay of local communication, that is within a non-
distributed system.

First, we provide a general model of communication delay over a shared communication
system. Second, we derive that remote communication generally has a greater delay and should
be therefore avoided as much as possible.

Delay within a Non-Distributed System

A non-distributed system consists of a single node or multiple nodes that have common shared
memory. Dudkowski’s local observation is contained in a non-distributed system.

Communication in a non-distributed system is usually cheap. It can be as cheap as a single
method call. For the vast majority of cases a relatively small upper bound for communication
delay can be derived from the characteristics of the non-distributed system.

All parties contending for the communication mechanism are local. But even if no other
user processes are contending for the communication system it may be impossible to assume an
upper bound for each message exchange. A management process of the communication system
itself could delay communication. Especially the runtime of a language with automatic memory
management like the Java virtual machine may execute the garbage collector at any point. The
execution of the garbage collector delays execution of all other processes and therefore message
reception for a nondeterministic duration.

2.6.3 Delay in Distributed Observation

This section discusses the delay of Till’s event notification service, which is used for distributed
observation.

Delay in a Local- or Wide-Area Network

Distributed observation depends on communication over a shared communication system like the
Internet. Such communication implies that communication delay is greater and varies stronger.

In general, there is a greater lower bound and no upper bound for communication delay
in a distributed system. The first is explained by greater distance, the second stems from
nondeterministic routing and queuing between sender and receiver.

The Event Notification Service

Figure 2.5 illustrates our communication model. A leaf location server holds approximations
m(t) of the physical location of each mobile object registered at the location server. The location
server hands these locations to the event component developed by Dudkowski. If some event
predicate holds, the event component generates an event notification n(m(t)) containing the
location. The event component communicates to a single notification node. In general this
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Figure 2.5: The communication of a leaf location server with a remote observation mechanism
is based on Till’s work [33, figures 4.3, 7.2, and 7.3]. The leaf location server passes location
approximation m(t) to the event component. The event component assembles event notification
n(m(t)). The event notification service delivers n(m(t)). Note that a mix of communication
protocols may be used instead of pure TCP.

notification node is local (executed on the same non-distributed system) to the location server
and its event component.

The event notification service–a network of notification nodes–delivers the notification to the
observation mechanism. In figure 2.5 the observation mechanism resides on a remote machine
and all communication is done with TCP/IP. The observation mechanism and the location
server may also run on the same non-distributed system. Then they would be connected by
only one notification node. Also, the event notification service may use a mix of communication
protocols. For his evaluation, Till has measured three distribution scenarios, each in turn based
exclusively on TCP/IP communication and exclusively on SOAP communication [33, section
10]. Note that SOAP is usually based on HTTP, which in turn is usually based on TCP/IP.

Latency and Throughput

Till defines latency, which we call transmission delay in this work, as the duration from
NotifcationSource.send(n(m(t))) to NotifcationReceiver.receive(n(m(t))). The event com-
ponent of figure 2.5 is a NotifcationSource. The minimal latency measured is ca. 100 ms: the
source and receiver are running on the same single-cpu machine, the only notification node is
running on another single-cpu machine. No test is run on a single non-distributed system like
a multi-processor machine.

Till defines throughput as the number of notifications a notification node can forward per
second. The maximal measured throughput is ca. 600 notifications per second using TCP
and 35 notifications per second using SOAP. Recall that the location server’s event component
hands all its notifications to a single notification node. Therefore we can derive an upper
bound of 600 notifications a location server can be expected to produce per second. Note that
multiple observation modules may subscribe to events at a single location server. Therefore each
observation module may only get a fraction of these 600 notifications assuming fair resource
sharing.
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2.7 Resource Model

The resource model specifies, according to Rosenblum and Wolf, how the necessary computa-
tional resources are allocated in the distributed event observation system [30, p 354].

2.7.1 Computational Independence

Rosenblum and Wolf ask whether observers and notifiers are computational independent from
event sources, objects of interest, and notification receivers or if they are part of one or more of
these computations.

Event Component

The event component is part of its leaf location server computation. The leaf location server
is the source of system events and the event component is the observer of system events. Thus
the event component depends on its event source. Note that the event component is in turn the
source of local user events.

The event component is independent from the object of interest, which is usually mobile,
whereas the event component is usually stationary. The event component is also independent
from the notification service and notification receivers.

Observation Node

An observation node is not part of the computation of any of its event sources, i.e. event
components providing user event notifications. As an event component, an observation node is
also independent of notifiers and notification receivers.

Note that the question where the observation node computation takes place is outside the
scope of this work.

2.7.2 Initiation and Termination of Observers

Rosenblum and Wolf ask how observer computations are initiated and terminated.

Event Component

As discussed in section 2.7.1, an event component is part of its leaf location server computation.
So it is easy for the location server to initiate the event component at startup and to terminate
it at shutdown.

Observation Node

Currently, observation nodes are started and terminated manually. It is unclear yet, how obser-
vation nodes are managed in a scalable Nexus installation. This problem is outside the scope
of this work.

2.8 Summary

To enable distributed observation, in this chapter, we have extended the system model used
by Dudkowski. We have structured the discussion according to the taxonomy provided by
Rosenblum and Wolf consisting of object model, event model, naming model, observation model,
time model, notification model, and resource model.



Chapter 3

Time Model

This chapter discusses the general temporal requirements of distributed observation. We also
make the differences to local observation explicit.

First, we summarize relevant models from the literature that are used in the subsequent
discussion. Most of these models are taken from Lamport [14] and Mills [22]. Second, we sum-
marize Dudkowski’s time model for local observation [7]. Third, we show that our distributed
observers, event component and observation node, require their clocks to be synchronized with
a standard timescale.

Fourth, we describe the relevant properties of the Network Time Protocol (NTP) synchro-
nization mechanism [22]. Therefore we review the two most recent NTP studies we are aware
of. We assume that NTP is used for synchronization. So we derive our model of clock synchro-
nization from NTP’s properties. Finally, we discuss the semantics of a user event’s timestamp.

Till has presented a communication system [33] that is required to handle our communication
with remote components. Section 2.6.3 summarizes those parts of his design and evaluation
relevant to our work.

3.1 General Models

This section discusses the following general concepts of time.
First, we discuss that our time concept is derived from event occurrence ordering. Second,

we describe the advantage of measuring with a perfect copy of a standard timescale.
Third, we define clocks. Fourth we discuss how an isolated computer process uses its com-

puter’s clock to measure the occurrence time of its events.
Fifth, we describe the problems incurred by different processes, where each one is measuring

with an individual timescale. Finally, we discuss how to synchronize different clocks with a
standard timescale.

3.1.1 Event Occurrence Time

This section motivates that we derive event occurrence time from event occurrence order.
Lamport has shown that our “concept of time” depends on “the order in which events occur”

[14]. He has given the following motivating example, which is illustrated by figure 3.1: “We say
that something has happened at 3:15 if it occurred after our clock read 3:15 and before it read
3:16.”

The three events e1, e2, and e3 of figure 3.1 occur in the observer’s process. A process
is defined as a totally ordered set of events. So e1, e2, and e3 are implicitly totally ordered.
Assume for example the observer to be a simple sensor that detects one event after the other.
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occurrencereal world observer

e1: clock
reads 3:15

e2: “happens at 3:15”

e3: clock
reads 3:16

Figure 3.1: Example adopted from Lamport [14]. A real world observer like a single sensor
detects that event e2 has occurred after e1 but before e3. The observer thereby derives e2’s
occurrence time from the order in which e1, e2, and e3 have occurred.

tprocess1

t1

e1

t

t2

e2

t3

e3
process2

Figure 3.2: Event ei occurs at time ti. Comparing event occurrence times from different sites
depends on the timescales used for measurements.

So the observer knows that clock reading event e1 has happened before e2 and e2 before clock
reading event e3. Lamport [14] denotes this by e1 → e2, e2 → e3, and transitively e1 → e3.

From the order between event e2 and the two clock reading events e1 and e3 the observer
derives e2’s occurrence time according to its clock. Note that in figure 3.1 the observer’s clock
is the only timescale available to the observer.

3.1.2 Standard Timescales

This section discusses the concept of standard time, the advantage of using perfect copies of the
same timescale, and currently popular standard timescales.

Measuring with Exact Copies of One Scale

Ideally we would like to measure the occurrence time of each event with a perfect copy of one
standard timescale. This would enable us to compare the occurrence times of events on different
sites by comparing the measured values.

Figure 3.2 illustrates the argument. Two different processes have measured event occurrence
times t1, t2, and t3 using their individual timescales. Here both processes have used a perfect
copy of a standard timescale t. Therefore the occurrence time values can be compared without
previous conversion.

Note that the comparison of the measured values is only meaningful if all values have been
measured with or converted to the same timescale. To minimize conversion costs we would like
to measure with perfect copies of the same standard timescale. Yet perfect copies cannot be
achieved in practice.
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Measuring with Different Scales

The following analogy illustrates the problems incurred by measuring with different scales.
Assume an American and a European want to compare the length of their cars. The Amer-

ican measures with his inch scale whereas the European measures with his metric scale.
Comparing solely the resulting values would not answer their initial question. They would

need to convert at least one of their two readings to another scale.

Popular Standard Timescales

The currently most popular timescale is Coordinated Universal Time (UTC). Coordinated Uni-
versal Time is the successor of the previous standard timescale Greenwich Mean Time (GMT).

Different services provide UTC standard time. For example Global Positioning System
(GPS) is a popular one.

3.1.3 Clocks

This section defines a clock, correct clock, perfect clock, and time offset between clocks.

A Clock Is a Timescale

A clock function C(t) maps standard time t to clock time.
A clock function therefore implements a timescale. Recall Lamport’s example discussed in

section 3.1.1, where a real world observer uses its clock timescale to measure 3:15 as event e2’s
occurrence time.

To continue the analogy of measuring space, an observer’s clock is the analogue of an ob-
server’s inch scale. The observer uses his inch scale to observe that for example his car is a little
longer than 202 inches and a little shorter than 203 inches. So he would use the total spatial
ordering of reading 202 inches, the end of his car, and reading 203 inches to measure the length
of his car as 202 inches.

Correct Clock

Clock time is said to be correct at standard time t if clock time equals standard time at standard
time t:

C(t) = t (3.1)

Perfect Clock

A clock is said to be perfect if it is always correct. A perfect clock is therefore a perfect copy of
a standard timescale.

∀t : C(t) = t (3.2)

Computer Clock

Unfortunately, a computer’s clock is not a perfect clock. So a computer clock is not a perfect
copy of a standard timescale. Instead, a computer clock may be incorrect most of the time.

Reusing our space measurement analogy from above, a computer clock is the analogue of an
arbitrarily contorted inch scale.
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Synchronized Clocks

Two clocks C1 and C2 are said to be synchronized at t, if their readings are equal at t:

C1(t) = C2(t) (3.3)

Note that it is not implied that either of them is a perfect clock. So two clocks synchronized
at time t might not be correct at time t. Recall that a clock is said to be correct at standard
time t only if the clock time equals standard time at standard time t.

Clock Offset

The clock offset θ of clock C2 relative to clock C1 at time t is the difference between them:

θ(t) = C2(t)− C1(t) (3.4)

Dispersion

Mills defines the dispersion ε as a conservative estimate of a clock’s offset to another clock [22].
So for the vast majority of points in time t the following holds.

ε ≥ |C2(t)− C1(t)| (3.5)

3.1.4 Timescale in an Isolated Process

This section discusses how occurrence times of events in an isolated process can be derived.
Section 3.3 discusses time in a distributed setting.

Assumptions

1. A process is defined as a totally ordered set of events.

2. An isolated process is not interested in comparing its event occurrences with events in
other processes or comparing event occurrences in different other processes among each
other.

3. The computer that executes the process has its own internal clock.

4. The process can read from its computer’s internal clock.

Deriving Time

The following discusses that a process can derive an explicit notion of time like the observer of
section 3.1.1.

A computer process can read its computer’s clock. This occurs as a special event of the
process. We call it a clock reading event. A clock reading event is similar to the observer shown
in figure 3.1 reading its clock.

All event occurrences in a single process are already implicitly totally ordered. So we can
compare the event occurrences among each other in terms of which happened before which.

For this comparison we do not need an explicit notion of time. We need an explicit notion
of time only if the process is required to determine the delay between event occurrences.
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Conclusion

A computer process can totally order clock reading events and its other events. A single com-
puter process can therefore state the occurrence time of its events according to its computer’s
clock. So in general a computer measures its events’ occurrence time using a non-perfect copy
of a standard timescale.

3.2 Local Observation

This section discusses why Dudkowski’s work [7] requires time in an isolated process but not
time in a distributed setting.

Dudkowski executes all components in the same process on the same non-distributed system
[7, p 83]. Dudkowski’s event component supports two major classes of events that we discuss in
turn. The first class is based on a timer and the second class is not.

We discuss that timer-based events require an explicit notion of time in Dudkowski’s isolated
process. Yet we also discuss why he is not required to compare his event occurrence times with
the occurrence times of external events, e.g. in other processes or external, or with clock readings
of a well-synchronized clocks.

3.2.1 Timer-Based Events

Two events are based on a timer: contPosUpdate and contAreaUpdates. These events occur in
a certain frequency. The client specifies a report interval in seconds. Timer-based events are
part of the single process [7, p 72]. The event component detects such an event after a time
interval has elapsed, i.e. a certain local clock reading event has been detected. Timer-based
events are therefore independent of external events.

We could argue that timer-based events should depend on an external clock. The frequency
of the computer’s clock might differ from the standard timescale. On the other hand we are only
interested in the frequency. We therefore only need to adjust the frequency of the computer’s
clock to some standard. The clock’s offset may be arbitrary.

We could also argue that we are not interested in a standard frequency as the client has
deliberately specified a timer-based event relative to the clock of the system executing the event
component.

3.2.2 Non-Timer-Based Events

The event component detects a non-timer-based event after the location server has delivered
new information on a mobile object. The location server and its event component are executed
in the same process. Therefore non-timer-based events are also independent of external events.

3.2.3 No Temporal Predicates

Currently our event predicates do not support temporal predicates, like for example in an
onMeeting(professor, student, between 8 am and 5 pm) event predicate. So the event component
observation mechanism does not need to compare its own clock readings with an external, well-
synchronized clock.

3.2.4 Conclusion

We have seen that all events occur in a single process. Therefore all events in Dudkowski’s
work are implicitly already totally ordered. The event component is not required to compare
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local event occurrences to events in other processes or readings of an external, well-synchronized
clock.

3.3 Distributed Observation

This section discusses what distributed observation requires from the executing computers’
clocks.

We discuss that, unlike local observation, distributed observation requires all clocks to be
tightly synchronized to a standard timescale. We also argue that distributed observation would
benefit from using a standard synchronization mechanism as synchronization costs would be
shared with other applications.

3.3.1 Unclear Event Occurrence Time

Events in a single process are implicitly totally ordered. Yet in different processes events are not
implicitly totally ordered. As events are not implicitly totally ordered, their order with respect
to a clock is initially also unclear.

Thus unlike in a single process, we need additional efforts to order events and derive an
explicit notion of time. One such additional effort could be to use Lamport’s logical clocks to
order events occurring in different processes [14]. The following sections discuss why logical
clocks do not satisfy our requirements.

3.3.2 Timer-Based Predicate Constructors

This section examines the impact of Bauer’s and Rothermel’s temporal predicates [3] on our
requirements. Note that the corresponding implementation is outside the scope of this work.

Temporal Predicates

Bauer and Rothermel have presented an event specification language that includes timer-based
predicate constructors. They give the following example of a timer-based predicate constructor:
not(pred, interval). Specifying this event constructor a client requests to be notified if and only
if the spatial predicate pred has been false during time interval interval.

The observer should interpret a time interval as a temporal predicate relative to a well-
synchronized clock C(t):

interval = startT ime ≤ C(t) ≤ endT ime (3.6)

This means that we can specify an event consisting of a spatial predicate pred and a temporal
predicate interval.

User Assumes Perfect Clocks

We assume that the user wants to specify time relative to a standard timescale. This means
that the user does not want to worry about the current offset of each computer clock involved
in answering his request.

Conclusion

We have seen that a future client should be able to relate spatial predicates to standard time.
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3.3.3 Need for Distributed Standard Timescales

Nexus components are executed as processes by different non-distributed systems, which can
be arbitrarily distributed over the Internet. Each process uses its own computer’s clock to
timestamp its operations. Timestamps totally order local operations on any single system.
Different local clocks implement different timescales.

We have seen in the previous section 3.3.2 that users may specify temporal predicates relative
to a standard timescale. So distributed event observation requires to derive the occurrence times
of events in these processes based on a standard timescale.

Scope of Synchronized Systems

We require at least each source of user events, i.e. event components and observation nodes, to
synchronize to a standard timescale.

Ideally, each sensor system would also be synchronized this way. For example a GPS location
sensor has a very well-synchronized clock. Yet not all sensor systems have tightly synchronized
clocks.

Logical Clocks are not Enough

Ordering event occurrence times in different processes alone, e.g. by logical clocks, does not
satisfy our requirements for the following reasons.

First, we additionally need to order our distributed events to clock reading events of a perfect
clock, i.e. the UTC standard timescale. Second, we do not know the number of processes or
the processes themselves ahead of time.

Therefore we need to synchronize all clocks tightly to UTC.

Analogue in Space

Fortunately, today’s real world inch scales are bought as almost perfect copies of the standard
inch scale. Most computer clock timescales on the other hand are far off a standard timescale
when they are bought.

Most of the inch scales remain almost perfect copies of the standard inch scale for their entire
lifetime. Throughout their lifetime computer clocks require additional efforts to keep them close
to a standard timescale.

3.3.4 Shared Benefit of Synchronization

Systems executing Nexus components may also execute other software than Nexus components.
These other software may also require the system’s clock to be synchronized to a standard
timescale. It is therefore mutually beneficial to share the costs for clock synchronization. Costs
include execution of a local time server and processing of synchronization messages.

So ideally, distributed observation would be yet another client of the system clock being
synchronized with a wide-spread synchronization mechanism.

3.4 Synchronization by NTP

This section summarizes Mills’s discussion of those parts of the Network Time Protocol (NTP),
a standard Internet protocol, relevant to our work [19, 22]. We show that NTP provides the
mechanism specified in the previous section 3.3.
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3.4.1 Architecture

Use of Standard Internet Protocols

NTP normally uses the connection-less UDP/IP but could also be adapted to other protocols.

Primary reference sources

Primary reference sources are clocks assumed to be almost perfect. Examples of primary refer-
ence sources include atomic clocks and GPS receivers.

The entire NTP synchronization mechanism relies on a few primary reference sources.

Synchronization Hierarchy

The NTP network consists of primary reference sources and systems executing an NTP server.
These components are organized in a hierarchy. The components are denoted by the shortest
hop count to a primary reference source.

Primary reference sources are at the root level of the hierarchy. They are also called level
zero servers. Each server at level one directly synchronizes its computer’s local clock with a
primary reference source. A level two server does not directly synchronize with a reference
source but synchronizes with a level one server. All servers are connected by generally shared
local or wide area network links.

Treating Badly Synchronized Time Servers

There are no guarantees that a time server behaves as expected. In particular, a server may
report timestamps far off UTC standard timescale. Bad synchronization may for example be
caused by bad connection to the server’s parent server or by deliberate attacks on the clock of
a potential parent server.

Note that a primary reference source can also be badly synchronized, i.e. when it is not
properly configured. Level one servers synchronize with primary timescales. So level one servers
are not guaranteed to be very tightly synchronized with UTC.

NTP compensates for badly synchronized time servers. Generally there are more than one
potential parent servers. NTP determines the quality of each potential parent server. Thus bad
time servers can be isolated and their damage on potential child servers is limited.

3.4.2 Current Estimate of Clock’s Offset

This section discusses the clock offset estimate provided by an NTP server.

NTP Interface

For the third version of NTP, Mills has introduced a new programming interface [21, pp 16–
23]. On this interface a Nexus component may especially call an ntp gettime() function. This
function returns the current time and two values, discussed in the following paragraph, for the
server’s offset from its primary synchronization source.

Root Distance and Root Dispersion

The root distance gives the server’s maximum offset from its primary synchronization source.
Recall that a primary synchronization source is assumed to be a very well synchronized clock
like a GPS receiver. Mills calls this value also the synchronization distance [19].
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The root dispersion gives the server’s estimated offset from its primary synchronization
source, which Mills also calls synchronization dispersion.

3.4.3 Minar’s 1999 Survey of NTP Synchronized Clocks

This section discusses the most recent survey of the NTP synchronization system we are aware
of [24]. Minar has conducted this survey in November 1999. We summarize the clock offsets
reported by Minar.

Clock Offset to Direct Parent Node

Minar presents the offsets of 175,000 systems to their direct parent node in the synchronization
hierarchy. He finds that only ten percent have an offset of more than 20 milliseconds, three
percent of more than 128 milliseconds, one percent of more than one second, and one out of
thousand of more than 100 seconds.

If we eliminate the systems with an offset of more than 128 milliseconds, the remaining
systems have a median offset of 1.8 milliseconds, the mean offset is 8.2 milliseconds, and the
standard deviation is 18 milliseconds.

Topology of Synchronization Hierarchy

Following are the rounded numbers of systems on each level of the synchronization hierarchy.
Minar reports 1000 servers on level one, 27,000 on level two, 85,000 on level three, 38,000 on
level four, 7,000 on level five, 12,000 on the remaining levels six until sixteen, and 5,000 on an
unknown level.

Root Dispersion

As only the few level one servers directly synchronize with a UTC source, the majority of time
servers does not directly synchronize with a UTC source. So generally, the offset of a server to
its direct parent node given above is not a good estimate of the offset between a computer’s
clock and the UTC standard timescale.

Minar presents the time servers’ root dispersion. Minar found that the worst three percent
of clocks have a root dispersion of up to one year. When eliminating these three percent,
the median root dispersion is 39 milliseconds, the mean dispersion is 88 milliseconds, and the
standard deviation is 175 milliseconds.

From Minar’s figure 3 [24, p 6] we derive that 90 percent of the servers have a root dispersion
of 300 milliseconds or less.

3.4.4 Mills’s 1995 Survey of NTP Synchronized Clocks

This section reviews the second recent NTP survey we are aware of [23]. Mills has conducted
this survey in late 1995—four years before Minar’s survey discussed in the previous section 3.4.3.
We discuss the offsets uncovered by Mills’s survey.

Clock Offset to Direct Parent Node

Mills surveys 38,722 systems and finds the following offsets from a system to its direct parent
node in the synchronization tree. Ten percent of the systems have an offset of more than 128
milliseconds. If these are eliminated, the median offset is 20.1 milliseconds and the mean offset
is 28.7 milliseconds.
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Topology of Synchronization Hierarchy

Mills gives the number of servers on each level of the synchronization hierarchy. The following
gives rounded values of 13,900 servers. 200 are on level one, 4,400 on level two, 6,600 on level
three, 2,300 on level four, 300 on level five, and 100 on the remaining levels six to fourteen.

Root Dispersion

Mills has not presented the root dispersions of the surveyed servers. Yet we have seen the
median and mean clock offset of a server from its direct parent node were higher.

3.4.5 Conclusions Drawn from NTP Surveys

This section presents the conclusions we draw from the NTP surveys reviewed in sections 3.4.3
and 3.4.4.

Server Benefit from Decreasing Median Offset to Direct Parent

Today, the two most recent surveys of the NTP network are four and eight years old. Between
these two surveys, the number of surveyed hosts has increased whereas the median offset of a
server’s clock to its direct parent server’s clock has dropped by an order of magnitude to less
than two milliseconds. We speculate that today this offset is equal or even smaller as of higher
median interconnection speeds and shorter median delays in the Internet.

Note that this assumptions holds only for Nexus server components, which are expected to
be stationary and well connected to the Internet.

Mobile devices generally suffer from adverse properties of wireless connections like unex-
pected disconnection. This implies that a mobile object may associate a sensor reading with a
timestamp from a badly synchronized clock.

Clock Errors Theoretically Unbounded

Like all network services NTP depends on the quality of the network’s connections. Synchro-
nization becomes impossible when no time server is reachable. So there can be no upper limit
on a clock’s offset to UTC.

It is also unclear if we can detect bad clocks in advance to exclude their systems from
executing Nexus components. Even if we can exclude the set of bad clocks in advance it is
unclear if this set is fixed. A well synchronized clock could turn into a bad clock.

So there is always a small probability—yet greater than zero—that a clock reading is off by
orders of magnitude.

Need to exclude small fraction of systems

Both surveys indicate that a small fraction of outliers are far off the majority of clocks. From the
most recent study, which Minar has conducted in November 1999, we derive that ten percent of
clocks have a root dispersion of more than 300 milliseconds. Some outliers are off up to several
months.

We would like to exclude this minority of bad clocks from executing Nexus components. We
would like to select the remaining majority of clocks, which has a relative small root dispersion
of 300 milliseconds or less.
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Figure 3.3: Left: The majority of NTP synchronized clocks has a small root dispersion ε(t).
So most of the time t, the majority of clocks is within the interval [t − ε(t); t + ε(t)]. Right:
Clock readings Ci(tj) at physical time tj may have different offsets from tj .

Most NTP Clock Readings Blur UTC a Little

At physical time t an NTP synchronized clock produces a clock reading C(t) and root dispersion
ε(t). Figure 3.3 illustrates the following argument.

First, we use the assumption that root dispersion ε(t) gives the clock’s conservative estimate
of C(t)’s offset from UTC t.

for most t : ε(t) ≥ |C(t)− t| (3.7)

Second, we derive the following interval, which is very likely to contain t.

for most t : t ∈ [C(t)− ε(t);C(t) + ε(t)] (3.8)

Liebig, Cilia, and Buchmann have presented a similar argument [16, p 73]. Instead of the
root dispersion they use an NTP clock’s calculation of C(t)’s maximum error, the root synchro-
nization distance. The following paragraph argues why we choose to use the root dispersion as
our offset estimate of a NTP synchronized clock.

Use of Root Dispersion as an Offset Estimate

For the common case, the root dispersion is a conservative estimate, also called “maximum
error relative to the primary reference source” in Mills’s request for comment (RFC) [20, p 11].
For the non-common case, the root dispersion may be a too optimistic estimate. Yet the root
synchronization distance is not a (guaranteed) upper bound either. The third version of NTP
declares a clock as unsynchronized if any of the two variables are determined to be 16 seconds
or greater [21, p 18]. Then also both values are set to 16 seconds.

Offset of NTP-Synchronized Clocks

The right part of figure 3.3 illustrates the following extreme case of two clock readings C1(t) and
C2(t). Any two clock readings from any two different systems may have an estimated difference
of up to the sum ε1 + ε2 of both systems’ root dispersions and still represent the same physical
time.

Any two clock readings C(t0) and C(t1) from the same system are implicitly totally ordered.
Yet the represented physical times t0 and t1 may have been up to ε(t0) + ε(t1) closer together
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Figure 3.4: Delay between world event occurrence time and user event detection time. The
time span from a world event occurrence to the corresponding user event detection is also called
detection delay ∆det. The observer may retrieve its local clock reading C(tdet) after it has
detected the user event occurrence. Then the physical occurrence time tocc may be derived with
∆det and the offset of the observer’s clock from standard time.

than C(t0) and C(t1). This could be the case if the NTP synchronized clock has been set forth
between t0 and t1.

3.5 User Event Timestamps

This section discusses the semantics of a user event timestamp.
First, we examine the requirement of associating a user event with its occurrence time.

Second, we discuss the semantics of a user event timestamp provided by a leaf location server’s
event component. Third, we discuss the implications of transmission delay and clock offset on
distributed user event detection.

3.5.1 Requirements

This section summarizes and analyzes the requirement of associating a user event with its
occurrence time.

Bauer has introduced the Nexus model of event observation and notification [1, p 7]. In this
model a notification contains the type of event, the “entity in which it occurred, and the time
of occurrence”. So according to this specification a user event notification should contain the
user event’s occurrence time.

The remainder of this section analyzes Bauer’s requirement. First, we argue that there is
a delay between the respective world event occurrence time and the user event detection time.
Second, we discuss that an observer associating a user event with its detection time provides a
rough estimate of the respective world event’s occurrence time. Third, we point out how the
observer could improve this estimate.

Delay from World Event Occurrence to User Event Detection

This section argues that there needs to be some time span greater than zero from world event
occurrence to user event detection.

First, an event occurs. Second, information on this event takes time to spread. Third, an
observer can pick up the information, interpret it, and finally infer the world event occurrence.

The following example motivates these steps. Somebody behind your back turns the light on.
The light needs some time to travel from the light source to your eyes. After some information
processing your brain infers the event occurrence. Figure 3.4 illustrates the case.



3.5 User Event Timestamps 33

Note that the communication system and processing strategy determines the detection delay.
A range of scenarios is possible. In a deterministic case the detection delay may be derivable
from other information, e.g. given a constant speed of message transport and processing. On
the other hand there may also be no upper bound of the detection delay. This would be the
case if the communication system can delay messages for an indefinite time span.

Associating a User Event with its Detection Time

Only after detecting the event occurrence an observer can associate it with a time. So an observer
could associate an event occurrence with the time C(tdet) of its local clock after detection.

Yet ideally, a user event notification would also contain the time of the corresponding world
event occurrence time. The observer’s detection time C(tdet) can be taken as a rough approxi-
mation of the world event’s occurrence time tocc.

From User Event Detection Time to World Event Occurrence Time

Depending on the nature of the detection delay as discussed above it might be possible to give
a better estimate of the physical occurrence time tocc. For example, an observer could improve
its approximation by subtracting a good estimate of ∆det from C(tdet).

3.5.2 Local User Event Observation

This section discusses the semantics of a user event timestamp provided by a leaf location
server’s event component.

A user event notification contains at least the user event detection time. The user event de-
tection timestamp is a rough approximation of the corresponding world event’s occurrence time.
A future event component implementation may additionally include the occurrence interval of
the corresponding world event.

Detection Time of a System Event

A location sensor transmits both its location reading and its local time in a location update
message. This message causes a location update system event at the leaf location server.

The location server may associate the system event notification with its local time of detec-
tion. The leaf location server passes the system event to its event component.

Figure 3.5 illustrates that a location sensor may make several measurements before submit-
ting its latest measurement to the location server. This means that it may associate a location
with the time when it transmits the location instead of the time of measurement.

Detection Time of a User Event

If an event component evaluates a user event predicate to true a user event occurs in the event
component. Dudkowski’s event component associates the current time C(tdet) of the event
component’s local clock with the user event and includes it in the respective event notification
[7, p 139].

Detection Delay

Figure 3.5 illustrates the different maximum detection delays in the current Nexus configuration.
After each interval ∆S a location sensor measures the current location of a mobile object. This
takes some delay ∆TS

for transport and processing.
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Figure 3.5: Maximum delay from world event occurrence to user event detection. A user event
notification contains the user event detection time. The distance from world event occurrence
time to user event detection time is ∆det(EC) and from world event occurrence time to system
event detection time ∆det(LLS). The distance from world event occurrence time to the sensor-
provided timestamp is ∆det(S).

At this point a GPS sensor may attach its current time as a timestamp to the just measured
location. After each location update interval ∆LU a leaf location server processes a new location
update. Note that the location sensor sends its latest measurement to its leaf location server.
Therefore ∆LU determines its maximum detection delay ∆det(S).

The location server takes some delay ∆TLU
for transport and processing. If the location

sensor did not attach its timestamp to the system event, the location server can do this now.
Then the location server hands the location update to its event component.

The event component processes it during some delay ∆TEC
and then attaches its current

time as a timestamp to the user event. Note that ∆TEC
may be long—a timer-based event may

extend it deliberately.
The following summarizes the maximum detection delay of the potential Nexus observers.

max(∆det(S)) = ∆S + ∆TS
+ ∆LU (3.9)

max(∆det(LLS)) = max(∆det(S)) + ∆TLU
(3.10)

max(∆det(EC)) = max(∆det(LLS)) + ∆TEC
(3.11)

Deriving World Event Occurrence Time

From its local user event detection time the event component could derive an interval, in which
the world event has probably occurred. The event component could include this interval in its
user event notifications, too. Note that the corresponding implementation is outside the scope
of this work.

We expect that a location server can provide an upper bound for ∆S and ∆TS
from the

location sensor’s specification. The value of ∆LU is available as the location server has negotiated
it with the location sensor [15, p 4]. But it remains unclear if the location server can provide a
current estimate of ∆TLU

, e.g. in case of a wireless communication system and the use of the
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Figure 3.6: Example distributed onMeeting event observation. ri denotes a sub event regis-
tration on mobile object mi; ni a respective notification; hi object mi’s hand-over.

Java garbage collection inside the location server.
With some effort the event component could provide an estimate of its deliberate delays

contributing to ∆TEC
. Additionally it would need to provide an estimate of other internal

delays like those introduced by a Java garbage collection.

Conclusion

The location and timestamp included in the event component’s user event are the best available
at the time the event component sends a notification. A remote observer should not try to
“improve” any information it receives.

3.5.3 Distributed User Event Detection

This section discusses the implication of transmission delay and clock offset on distributed user
event detection.

Transmission Delay

Transmission delay on any communication path may vary considerably as discussed in sec-
tion 2.6.3. Figure 3.6 illustrates the following two implications for concurrent notifications on
different objects and subsequent notifications on the same object.

Notifications sent at the same time can be delayed differently. For example in figure 3.6 two
sub-event notification n0 and n1 are sent simultaneously at time tj . Yet they arrive at different
times at the observation module as transmission delay ∆1(tj) is greater than transmission delay
∆0(tj).

Subsequent sub-event notifications on the same object can be delayed differently. For exam-
ple in figure 3.6 ∆0(tk) > ∆0(tj) so the n0 sub-event notifications are delayed differently—despite
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originating from the same observer.

Clock Offset

In previous section 3.4.5 we have discussed that different clocks vary differently from UTC
standard time. The offset of a single clock also differs over time. Analog to transmission delay
we have the following two implications for concurrent notifications on different objects and
subsequent notifications on the same object.

Two systems may at the same time have different clock readings therefore generating dif-
ferent timestamps. For example in figure 3.6 the two sub-event notification n0 and n1 sent
simultaneously at time tj may contain different timestamps tj−x and tj+y.

Subsequent notifications on the same object can have differently offset timestamps.

Semantics of Distributed Event Detection Timestamp

If an observation node evaluates an event predicate to true a distributed user event has occurred.
The observation module includes its current local detection time in the respective notification.
Note that this timestamp might be needed by another observation node, which receives this
notification.

Additionally, the observation module could include another timestamp in the respective
notification. This timestamp would represent the observation node’s estimate of the occurrence
time of the last world event that lead to the event detection.

In the previous sections we have discussed the additional delays introduced by remote obser-
vation. So the detection delay between real world event occurrence and distributed user event
detection is larger than in local user event observation.

Like a local observer, an observation module may derive the interval of real world event
occurrence from its local detection time and an estimate of the detection delay. Yet this is
outside the scope of this work.

3.6 Summary

In this chapter we have discussed the temporal requirements of distributed observation.
First, we have summarized relevant models from the literature that are used in the sub-

sequent discussion. Second, we have summarized the time model in local observation. Third,
we have showed that our distributed observers, event component and observation node, require
their clocks to be synchronized with a standard timescale.

Fourth, we have described the relevant properties of the Network Time Protocol (NTP).
Therefore we have reviewed the two most recent NTP studies we are aware of. We assume that
NTP is used for synchronization. So we have derived our model of clock synchronization from
NTP’s properties. Finally, we have discussed the semantics of a user event’s timestamp.



Chapter 4

Event Model

Chapter 2 has presented the system model that our distributed observation mechanism is re-
quired to use. Chapter 3 has introduced the temporal requirements. This chapter discusses
the spatial requirements of the distributed user events we want to detect. Chapters 5, 6, and 7
present how we observe these events.

Dudkowski has discussed the cases when all mobile objects are managed by a single leaf
location server [7]. The main difference between local and distributed observation is that in
distributed observation each predicate also implies a set of location servers the observation
mechanism needs to communicate with. And this set may even change during the observation
of a single event.

First, we describe and classify the supported events. Therefore we review previous classifi-
cations and adapt them according to our distributed implementation requirements. Second, we
introduce our two spatial models of a mobile object’s location—the point location model and
the location area model.

According to our classification and using our location models we specify our supported
events. So third, we present our models of the location update events distPosUpdate and
contPosUpdate. Fourth, we present our models of our only multi-object event—onMeeting. Here
we discuss the additional requirements of multi-object events, i.e. sub-event ordering. Fifth,
we present our models of the area-bound events contAreaUpdates, onEnterArea, onLeaveArea,
and onCrossingLine. Finally, we specify our registration- and deregistration-based events
onRegisterObject, onDeregisterObject, onRegisterArea, and onDeregisterArea.

4.1 Classification

Section 2.2 has introduced that user events are based on system events. This section classifies
the supported user events.

We review the two existing classifications, the “hierarchical event classification” and the
“event classification according to objects and areas”, which have been introduced by Bauer
[1] and Dudkowski [7]. We also argue why our distributed implementation would benefit from
modifications made to these classifications. We conclude by presenting and analyzing a third
classification, which builds on both existing approaches and modifies them according to the
requirements of our distributed implementation.

4.1.1 System Event Approach

This section summarizes the “hierarchical event classification” given by Dudkowski [7, pp 9–10],
which is an aggregated view of Bauer’s work [1, pp 73–77]. We concentrate on the supported
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Figure 4.1: User event classification according to underlying system event.

user events.
The idea of this approach is to classify the supported and (yet) unsupported user events

according to the system events used for the specification of the respective user event. Figure 4.1
illustrates the classification. The following paragraphs summarize the supported user event
classes.

Timer-Based, Registration-Based, and Spatial Events

First, Dudkowski classifies the contPosUpdate and contAreaUpdates events as timer-based
as they are caused by a time-out system event. Second, he classifies the onRegisterObject,
onRegisterArea, onDeregisterObject, and onDeregisterArea events as registration-based as they
are caused by a registration or deregistration system event. The remaining events he classifies
as spatial events as they are caused by a location update system event.

Spatial Raw, Spatial Simple, and Spatial Complex Events

Dudkowski further divides spatial events as follows. First, he classifies the distPosUpdate event
as raw—probably because it creates in the extreme configuration of a zero report distance (see
section 4.4.5) exactly one user event notification for each location update system event. Second,
he classifies onEnterArea, onLeaveArea, onCrossingLine, and onMeeting as simple.

Dudkowski does not classify any supported event as complex, which he defines as an event
composed from spatial raw, spatial simple, and registration-based sub user events. Dudkowski
motivates this separation of raw, simple, and complex spatial events by claiming that the com-
plexity of observing complex events is greater than observing simple events, which in turn is
greater than the complexity of observing raw events [7, p 9].

4.1.2 Discussion of System Event Approach

This section discusses Dudkowski’s classification by system event summarized in section 4.1.1
from the viewpoint of distributed observation. We also propose how to improve the classification
to better reflect the requirements of distributed observation.
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Registration-Based vs. Deregistration-Based Events

From a distributed implementation standpoint an object registration is far more difficult to
observe than its deregistration. Basically, a registration can occur at any leaf location server
whereas a deregistration can happen only at the leaf location server currently tracking the object.
So we propose to further sub-divide the category of registration-based events into registration-
based and deregistration-based.

Inconsistent Classification of the onMeeting Event

The onMeeting event is classified as spatial simple. Yet the onMeeting event’s specification given
in section 4.5 and by Dudkowski [7, p 12] shows that the event is composed of both registration
and spatial sub-events. Therefore the onMeeting event should be classified as spatial complex.

4.1.3 User Event Constraints Approach

This section summarizes Dudkowski’s “event classification according to objects and areas” of
the supported user events [7, p 13].

Implementation Focus

The idea is to classify the supported events according to implementation categories. The cate-
gories reflect the constraints given for event registration. These constraints are used to store the
events in appropriate index structures inside a leaf location server’s event component. Object
events are kept in a hash table mapping an objectId to the object’s events. Area events are
kept in a more complex spatial index structure.

Object and Area Events

Dudkowski introduces two categories—object events and area events. The onMeeting event is
classified as both object event and area event. The following events are classified as exclusively
object events: onRegisterObject, onDeregisterObject, distPosUpdate, and contPosUpdate. The
remaining events contAreaUpdates, onRegisterArea, onEnterArea, onLeaveArea, onCrossingLine,
and onDeregisterArea are classified as exclusively area events.

4.1.4 Multi-Object versus Single-Object Events

This and the following section discuss the classification by user event constraints summarized
in section 4.1.3 from the viewpoint of distributed observation.

Multi-Object Events

From a distributed implementation standpoint the onMeeting event is different from the other
events as its predicate uses multiple objects. So the onMeeting event can only be detected if the
relation between multiple objects is known. In distributed observation this implies remote com-
munication as different objects may be registered at different leaf location servers. So a remote
observer—an observation module—is needed to evaluate a multi-object event. To evaluate an
event predicate the observation module depends on system event input, which ultimately comes
wrapped in single-object user event notifications from event components. Figure 4.2 illustrates
the case.
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Figure 4.2: Relation between system events, single-object user events, and multi-object user
events.

Single-Object Events

Single-object events on the other hand are defined over sub-events of a single object. This
means that the observation of a single-object event does not require the aggregation of sub-
event notifications from different objects and therefore no remote communication.

Note that the exclusively area-bound events include an object selector in their definition. Yet
these events are single-object events as their predicates do not check for any relations between
two or more objects as for example onMeeting does.

4.1.5 Object-Bound versus Area-Bound onMeeting Event

Dudkowski classifies the onMeeting event as an object event and an area event. We assume that
this double classification reflects the following implementation decision of local observation. The
event component keeps the onMeeting event registration in both the object index structure and
the spatial index structure. This might be efficient for local observation. Yet the following
paragraphs argue why this approach might be problematic for distributed observation.

Object-Bound Approach

In section 4.5 we specify that the onMeeting predicate turns true if the distance between two
objects’ locations falls below a given “meeting distance” value. Chapter 7 presents the strategy
of detecting an onMeeting event by receiving the objects’ locations and computing the distance
between them. The following paragraph discusses another approach introduced by Dudkowski.

Area-Bound Approach

Generally, the location service can map every objectId constraint to the object’s location. To-
gether with a distance, this location can then be taken as an implicit constraint of a circular
area. So the distance between two locations falling below a given value is—in theory—equivalent
to an object entering a circular area centered at the other object. Note that this area moves as
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area objectId
Single-object Single-object Multi-object

System
event

Timer contAreaUpdates contPosUpdate none
Registration onRegisterArea onRegisterObject onMeeting

onEnterArea
Location Update onLeaveArea distPosUpdate onMeeting

onCrossingLine
Deregistration onDeregisterArea onDeregisterObject none

Table 4.1: Event classification. Ordinate gives the system events used in a user event’s pred-
icate. Abscissa gives a user event’s constraint and the number of objects referred to in the
event’s predicate.

the object moves. If we use an onEnterArea event we need to deregister it at the object’s old
location and re-register it at the object’s new location.

Area-Bound Approach in Local and Distributed Observation

In local observation frequent event registration and deregistration is cheap. So in Dudkowski’s
work an onEnterArea event may be almost equivalent to computing the distance between two
locations, e.g. delivered by distPosUpdate events.

Yet in distributed observation such an area approach is potentially more expensive due to
higher transmission delay when registering or deregistering an event. So in a classification
focused on distributed implementation it would be misleading to classify each object event also
as an area event.

Inconsistent Classification of onMeeting and distPosUpdate

Dudkowski argues that in an onMeeting event the primary object’s location can be seen as the
center of a circle with a radius of the meeting distance. Yet we could apply the same argument
also to the distPosUpdate event. Here the tracked object’s location could also be taken as the
center of a circle with the event’s report distance radius. As a consequence we could use an
onLeaveArea sub-event to detect a distPosUpdate event. So solely classifying onMeeting as
both an object event and an area event is inconsistent.

Conclusion

The above discussion makes us feel that, for distributed observation, we should not classify
object events as area events.

4.1.6 Classification by System Event and User Event Constraint

This section presents our synthesized classification, which aims at combining the advantages for
distributed observation of both existing classifications discussed in the previous sections 4.1.1
and 4.1.3.

Table 4.1 presents our classification of the supported events. The idea is to group the events
by underlying system event on the ordinate and by constraint on the abscissa.
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System Events: Timer, Registration, Location Update, and Deregistration

On the ordinate events are grouped by the system events of which the user event’s predicate is
composed of. This classification is a modified version of the system event-focused classification
discussed in the previous section 4.1.1.

First, the timer-based events are composed of timer system events. Second, as motivated
in section 4.1.2, we have split the class of registration-based system events into the classes of
events composed of registration and deregistration system events. Finally, the spatial events are
composed of location update system events.

Constraints: area and objectId

On the abscissa events are grouped by the constraints given for user event registration. This
classification draws from the implementation-focused classification discussed in the previous
section 4.1.3 as these constraints are available for observation without any additional mappings.

First, the registration of object events contains an objectId. Second, the registration of area
events contains an area specification. As motivated in section 4.1.2 we have separated onMeeting
from the area based events as the registration of the onMeeting event does not contain an area
constraint. To simplify the classification we have included the onCrossingLine event in the area
events.

Single-Object and Multi-Object Events

We have also reflected our observation that the onMeeting event is based on the relation of
multiple objects by classifying it as a multi-object event. All other supported events are not
based on the relation of different objects so they are all classified as single-object events.

4.1.7 Analysis

Analyzing our synthesized classification in table 4.1 and especially the table’s abscissa, we found
the following. Note that the respective implementation is beyond the scope of this work.

From objectSelector to areaSelector Events

Analog to objectSelector predicates one could think of areaSelector predicates. While the former
specifies some set of objects the latter would specify some set of areas. A basic areaSelector
predicate could be a list of areas.

We could include an areaSelector in every event registration, potentially replacing the given
area. Each modified event would still include its previous semantics—the argument of the
previous paragraph applies. We could still set the areaSelector to “entire world” to simulate
the previous registration without areaSelector or some fixed area value to simulate the previous
area specification.

From objectId to objectSelector Constraints

Analog to the previous argument one could also generalize the objectId user event constraint
while maintaining its semantics as an extreme case. Thereby the distPosUpdate, contPosUpdate,
onRegisterObject, and onDeregisterObject could be generalized to evaluate if the event’s pred-
icate holds for any object matching a given objectSelector.
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Name Type
dt(m1,m2) Distance between mobile objects m1 and m2 at time t.
LLSi(t) Service area of the location server

at which mobile object mi is registered at time t.
Ai(t) Location area of mobile object mi at time t.
Aqi Circular area centered at point qi.
Ae Event e’s observation area.
me Event e’s objectSelector.
lm Line segment connecting two locations of object m.
le Line segment connecting event e’s endpoints q0 and q1.
p{predicate} Probability of predicate = true.
ϑ Threshold of the following interval: ϑ ∈ (0; 1].

Table 4.2: Variables used for observing spatial events, in addition to table 1.1.

One could also think of a generalized onMeeting event, where a group of primary objects
replaces the event’s primary object (see section 4.5). The generalized predicate would hold if
any primary object meets (as specified in section 4.5) any secondary object.

Turning Single-Object into Multi-Object Events

We could turn each single-object event into a multi-object event by requiring some sort of sub-
event aggregation. This would add the relation of different objects inherent to multi-object
events.

For example a user could wish to receive a single cumulated notification if an onEnterArea
event predicate holds several times during a given time interval—as of multiple objects entering
the area in a group. Generally we would need a sub-event aggregating observation module to
observe such a multi-object event.

4.2 Point Location Model

This section introduces the basic mathematical models used for observing spatial events based
on the point location model. The point location model builds on the assumption that an object’s
physical location is given as a point.

We summarize the models introduced by Dudkowski [7, pp 21–36] and extend them by
including registering objects. We define the location of a mobile object, the distance between
two mobile objects, and the relation between a mobile object and an area.

Section 4.3 presents the respective models based on the location area model. The location
area model builds on the assumption that an object’s physical location is within a given area.

Table 4.2 lists additional variables used in this and the following chapters.

4.2.1 Location of an Object

Syntax

In the point location model the location of a mobile object m at time t is represented as a point
in a two dimensional world model as follows.

m(t) =

{
undefined if ¬registeredt(m),
(x, y) ∈ R2 else

(4.1)
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Figure 4.3: Object m crossing a line segment le based on the point location model.

Semantics

An observer knowing location m(t) implies that the observer has received an event notifica-
tion including the location’s coordinates (x, y) and the location’s timestamp t. The following
three events include objects’ locations. The distPosUpdate event is discussed in section 4.4.5,
contPosUpdate, and contAreaUpdates.

Recall that a remote observer needs to map this timestamp to an interval to compensate
the probable clock offset as discussed in section 3.4.5.

4.2.2 Distance between Two Objects

The distance between two objects m1 and m2 at time t is defined as some positive real value.
An unregistered object has an undefined location. So the distance between an object mu un-
registered at time t and any other object is undefined at t. As the distance depends solely on
the locations the reverse also holds as follows.

dt(m1,m2) =

{
undefined if {¬registeredt(m1) ∨ ¬registeredt(m2)},
c ∈ [0;+∞[ else

(4.2)

4.2.3 Relation between an Object and an Area

An area’s location is always well-defined. Assume that the boundary of an area is part of that
area.

A point location is either completely inside or completely outside an area. An object unreg-
istered at time t is at an undefined point at t, inside or outside an area A. So at any time t, the
spatial relation between m(t) and an area A is the following.

m(t) ∩A =


undefined if {¬registeredt(m)},
m(t) if {registeredt(m) ∧ {m is inside A at time t}},
∅ if {registeredt(m) ∧ {m is outside A at time t}}

(4.3)

4.2.4 Object Crossing a Line Segment

Dudkowski detects mobile object m crossing an event’s line segment le by intersecting le with the
object’s line segment lm defined by its current and last location [7, p 34]. Figure 4.3 illustrates
the idea.

4.3 Location Area Model

This section introduces the basic mathematical models used for observing spatial events based
on location areas, which Dudkowski also calls “probabilistic event observation” [7]. Building on
these basic models, the following sections present the model of each spatial event.
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The main idea is to integrate registering objects into the models presented by Dudkowski
[7, pp 37–54]. We define the location of a mobile object, the relation between a mobile object
and an area, and the distance between two mobile objects.

4.3.1 Location Area of an Object

For the point location model given in section 4.2 we have assumed that we can determine the
exact point location m(t) of a mobile object m at time t. In this section we relax this assumption.

In the location area model we now assume that, due to inaccurate measurement or privacy
requirements, a mobile object’s actual location may deviate from the given point m(t). So we
assume that we know a generally infinite set of points. And the mobile object’s location is
assumed to be one of these points. In our two dimensional world model the set of mobile object
mi’s potential locations at time t is represented as location area Ai(t).

Probability Distribution in Location Area

The following models assume a uniform probability distribution among the points of the location
area. That means that the probability of the mobile object being at a certain point is equal
for all those points. Dudkowski has motivated this choice by cheaper computation [7, p 39].
It is yet unclear how well uniform probability distribution models potential sensor systems or
privacy requirements.

Shape of Location Area

We also assume that the location area is a circle centered at point mi(t) given by some leaf
location server.

mi(t) =
(

xi(t)
yi(t)

)
∈ R2 (4.4)

Note that we use this assumption, like our uniform distribution assumption, to simplify the
subsequent computations. Circular observation areas may only be a rough approximation of the
location information provided by the location sensor. For example some location sensor could
detect whether an object is inside or outside a room, which is mostly a rectangle.

Besides point mi(t) the location server gives the maximum possible deviation of mi(t) called
accuracy. We take the accuracy at time t as the radius ri(t) of our circular location area Ai(t).

Ai(t) : (x− xi(t))2 + (y − yi(t))2 ≤ r2
i (t) (4.5)

4.3.2 Relation between an Object and an Area

An area’s location is always well-defined. Assume that the boundary of an area is part of that
area.

Registered Object

We define the probability p{m in e}(t) of mobile object m being inside area Ae at time t according
to Dudkowski [7, pp 40–41]. Uniform probability distribution keeps this calculation as simple
as the following division of area sizes.

p{m in e}(t) =
|A(t) ∩Ae|
|A(t)|

, |A(t)| > 0 (4.6)
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Figure 4.4: Probability of an object being inside an event observation area. Left: mobile
objects m3, m4, and m5 different location area sizes but the same probability of 50 percent of
being inside event observation area Ae3 . Right: maximum probability of 100 percent for object
location area A1 and event observation area Ae1 ; maximum probability of less than 100 percent
for object location area A2 and event observation area Ae2 .

The left part of figure 4.4 shows three mobile example objects m3, m4, and m5 by depicting
their respective location areas A3, A4, and A5. The size of their location areas differs. Yet each
of them has the same probability p{mi in e3} = 0.5 of being inside event observation area Ae3 .

Maximum Probability

The maximum probability max(p{m in e}) of object m being inside area Ae is of the interval
(0; 1]. The right part of figure 4.4 presents two example mobile object m1 and m2. In the
depicted configuration object m1 is guaranteed to be inside event observation area Ae1—the
respective probability is 100 percent. Yet for object m2 there exists no configuration in which
it is guaranteed to be within event observation area Ae2—the respective maximum probability
is smaller than 100 percent.

Note that for the point location model the maximum probability is 100 percent for each
combination of mobile object and area.

Unregistered Object

An object mu unregistered at time t is at an undefined location area at t, inside or outside an
area Ak, as follows.

{p{u in e}(t) = undefined} ⇔ ¬registeredt(mu) (4.7)

4.3.3 Distance between Two Objects

This section summarizes Dudkowski’s argument [7, pp 51–54]. We omit some details of his
derivation for brevity.

Distance Probability Distribution

In theory we would compute the distance d(a1, a2) between every possible pair of locations
(a1, a2) from the pair of location areas (A1, A2). From that we could derive the distance’s
probability distribution.
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Figure 4.5: Distance between location areas. Left: Approximation of the distance between
two mobile objects m1 and m2 whose location areas are given by A1 and A2. Right: distance
being smaller than or equal meeting distance d.

Probability of Two Distance-Ranges

In the following discussion we are only interested in the probability p{d(a1,a2)≤d}—the probability
of distance d(a1, a2) between any possible location pair (a1, a2) of location areas (A1, A2) being
shorter or equal than a given constant d. This simplifies the task as the infinite amount of
possible distances collapse to two classes: “d(a1, a2) ≤ d” and the rest.

The above simplification leaves us with the following task. For any point a1 of location area
A1 determine the set of points a2 with d(a1, a2) ≤ d. These points are in the intersection of A2

and a circular area Aa1 with radius d centered at point a1.

Distance Approximation

Here Dudkowski introduces the following approximation illustrated by the left part of figure 4.5.
He replaces all points of location area A1 by five points qi with 0 ≤ i ≤ 4, each representing a
“stripe” of A1. The first and last point are set on A1 and the remaining points in the center
of their respective stripes. The width of the first and last stripe are set to one fourth of A1’s
radius and the width of the remaining stripes to one half of A1’s radius. Using plane geometry,
we approximate the i-th stripe’s fraction of A1 by σi with σ0 = σ4 = 0.071, σ1 = σ3 = 0.272,
and σ2 = 0.314.

p{d(a1,a2)≤d}(t) =
∑

0≤i≤4

σi
|Aqi ∩A2|
|A2|

, |A2| > 0 (4.8)

Special Case: 100 Percent Probability

In the onMeeting event predicate defined in section 4.5.2 we only ask whether probability
p{d(m1,m2)≤d} is smaller, equal, or greater than a given threshold ϑ. The question of p = 1,
meaning every possible distance between location pairs being smaller or equal a constant, can
be answered as follows. The right part of figure 4.5 illustrates the case.

{p{d(a1,a2)≤d} = 1} ⇔ {d(m1,m2) + r1 + r2 ≤ d} (4.9)

Note that the other extreme case—zero probability—is uninteresting as we are interested in
the two classes p < ϑ and p ≥ ϑ; and p < 0 is meaningless.
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Figure 4.6: Object m crossing a line segment le based on the location area model.

R
m

M

D

Figure 4.7: Reprinted figure 2.3. Left: unregistered object state. Right: registered object
state. Each state shows four example leaf location server service areas. Transitions occur on
object m’s registration (R), location update—movement (M), or deregistration (D) system
events.

Unregistered Objects

The distance between an object mu unregistered at time t and any other object is undefined at
t. As the distance depends solely on the locations the reverse also holds as follows.

{p{d(a1,a2)≤d}(t) = undefined} ⇔ {¬registeredt(m1) ∨ ¬registeredt(m2)} (4.10)

4.3.4 Object Crossing a Line Segment

Dudkowski observes the probability p of mobile object m crossing an event’s line segment le by
determining the portion of the object’s current location area being on the other side than the
previous location area [7, pp 46–48]. Figure 4.6 illustrates the idea.

4.4 Location Update Events

This section discusses the location update user events distPosUpdate and contPosUpdate.
First, we describe how object states and transitions affect the observation of the location

update user events. Second, we in turn specify the distPosUpdate and the contPosUpdate
events. The entire discussion is independent of the underlying location model and therefore
applies to point locations and location areas.

4.4.1 Object States and Transitions

This section introduces the relation of an object’s states and system event transitions to the
observation of a location update event.
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Figure 4.7 illustrates the two registration states of a mobile object—unregistered and registered—
and their transitions. Transitions occur on location update, registration, and deregistration
system events.

Movement May Cause Object Hand-Over

An object m may leave a leaf location server LLS1’s service area and enter the service area of
another leaf location server LLS2. This causes a hand-over of m from LLS1 to LLS2. This
requires a technique to continue the observation of distPosUpdate and contPosUpdate events
in case of hand-overs.

The following sections argue to concentrate our event observation on the “registered” state,
which is depicted in the figure’s right part.

4.4.2 Object Registration

This section discusses the impact of object registration on the observation of a location update
user event.

We examine two alternative implementation approaches. We then choose to require an
object to be registered before a location update event can be registered on this object.

Object Registration as a Precondition of Event Registration

Requiring an object to be registered before event registration has the following implications.
First, event registration fails if the object is unregistered. This way the client is notified that
his object of interest is unregistered.

Second, the event service does not need to hold state information on events that cannot
occur. It is possible that the object of interest will not register for a long time. This could
waste the event service’s resources.

Third, the client needs to keep this state and wait for object registration in order to start
event observation.

Keep Event Registration Until Object Registers

If object registration is not a precondition to event registration then the event service would
accept every event registration. This would imply the following.

First, without any additional communication the user might wonder whether the object is
unregistered, not moving, or the event service fails to deliver event notifications. Note that the
user is eventually notified if an object registers after event registration but does not move. For
contPosUpdate the observer generates the first notification after the report interval has elapsed
(see section 4.4.4). For distPosUpdate the observer generates the first notification at event
registration time (see section 4.4.5).

Second, the event service needs to keep state information while waiting for the respective
object to register before starting event observation and thereby spend valuable resources.

Third, the client would be freed from the task of waiting for object registration. Note that
a separate module could provide this relaxed assumption. This module would keep such state
information. This would structure the system better than an integrated solution.

Conclusion

It remains unclear whether a client would benefit from the event service waiting for object
registration. We claim that not integrating this service is easier to implement in the event
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service, saves valuable resources, is better structured, and therefore provides a better interface
to the client.

So we choose to require an object to be registered before a location update event can be
registered on this object.

4.4.3 Object Deregistration

This section discusses the impact of object deregistration on distributed observation of a location
update user event.

We in turn discuss three alternative implementation approaches. We then choose to use
Dudkowski’s approach of ignoring object deregistration during location update event observa-
tion. This implies that a a tracked object is assumed to not deregister and re-register at another
leaf location server during event observation.

Dudkowski’s Implementation

First, the event service does nothing. Dudkowski has implemented these semantics [7]. The
advantage of this approach is that it is the easiest one to implement.

On the negative side this leaves the client unsure whether the object has deregistered, the
event service has failed, or—in case of distPosUpdate—the object has stopped moving. Yet
one could argue that a client interested in object deregistration should register an appropriate
onDeregisterObject event. And Dudkowski’s soft state approach deregisters events after a grace
period, taking care of “forgotten” events [7, pp 17–18].

Object Deregistration Terminates Event Observation

Second, an object event observation is considered complete and therefore terminates when the
tracked object deregisters.

To implement this approach the observer would need to monitor object deregistration.
Therefore the observer needs to register an object deregistration user event on the object. The
event component needs to evaluate this sub-event. On object hand-over the observation needs
to be handed over, too.

Keep Observation State Beyond Object Deregistration

Third, a future integrated service could keep the event registration state and wait for a subse-
quent object re-registration.

This approach extends the previous approach of monitoring object deregistration. Here, the
observer would also need to monitor re-registration. So the observer would need to register an
object registration user event, which is very expensive to observe in a global Nexus installation.

Conclusion

We choose the first model of a location update event observation, which ignores object dereg-
istration. This is the only approach that does not require additional resources on the observer
side. And it remains unclear whether a client benefits from an alternative implementation.

This implies that a tracked mobile object deregistering and re-registering at another leaf
location server will thereafter no longer be tracked by the event observation. We cannot include
this case as in general all leaf location servers would need to be monitored for the object’s
re-registration.
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4.4.4 The contPosUpdate Event

This section specifies and analyzes the observation of the contPosUpdate event.

Specification

We use the following model of the contPosUpdate event, which is adopted from Dudkowski
[7, p 12]. A mobile object m causes a contPosUpdate event in a user defined time frequency
∆−1

CPU. So when t0 denotes the time of the events’ registration the event’s predicate is true at
the following times ti.

ti = t0 + i ∗∆CPU; i ≥ 1 (4.11)

A client expects to receive one notification for each time ti. This notification includes the
object’s location m(ti) at time ti.

Notification Frequency

The expected number #n of notifications per time interval ∆t is the inverse of the event’s report
interval ∆CPU. Thus the notification frequency, and therefore the resource consumption induced
by notification processing, is independent of the observed object’s movement.

#n

∆t
=

1
∆CPU

(4.12)

Note that it is common to denote a time interval by t. For example speed is often defined
as v = s/t.

Additional Delay Between Event and Notification

The contPosUpdate event sends a notification containing an object m’s location m(tj) in a user-
defined frequency ∆−1

CPU. This introduces a varying, additional delay ∆T from event occurrence,
given e.g. by a location update at time tj , to awaiting the end ti of the current report interval.
Note that the location has a timestamp tj and the user event notification has a timestamp ti.

Figure 4.8 illustrates the point. The delay is 0 ≤ ∆T ≤ ∆CPU and depends on the relation
of the two frequencies ∆−1

CPU and ∆−1
LU.

4.4.5 The distPosUpdate Event

This section specifies the observation of the distPosUpdate event.
We use the following model of the distPosUpdate event, which is adopted from Dudkowski’s

work on local observation [7, p 13]. A mobile object m causes a distPosUpdate event if the
distance d(m(t), prevDPU t(m)) of its current location m(t) from the location prevDPU t(m) is
greater than the event’s report distance dDPU . A distPosUpdate event notification includes the
object’s new location m(t).

At each time t the function prevDPU t(m) returns the location where m has previously
caused the event or, in case there has not been an event yet, the location at which m has been
at the beginning of the distPosUpdate observation.

d(m(t), prevDPU t(m)) ≥ dDPU (4.13)

Figure 4.9 illustrates our definition of the distPosUpdate event. Mobile object m causes the
distPosUpdate event at times t4 and t5 as the predicate holds each time as follows:
d(m(t4), prevDPU t4(m)) = dDPU and d(m(t5), prevDPU t5(m)) = dDPU .
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Figure 4.8: Additional delay ∆T of timer-based events. After determining the appropriate
location update frequency ∆−1

LU the location sensor transmits a location update LU containing
its current location measurement. The event component sends the previously received location
inside a notification n in user-defined frequency ∆−1

CPU . Note that ti > t0 with respect to
equation 4.11.
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Figure 4.9: Tracking object movement with distPosUpdate. At time t0 the observation of
distPosUpdate on mobile object m starts, so prevDPU t0(m) = m(t0). At the following three
locations m(t1), m(t2), and m(t3) the event predicate’s condition does not hold as each distance
d(m(ti), prevDPU ti(m)) < dDPU . At time t4 the object has reached report distance from m(t0).
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Figure 4.10: Example patterns of object movement M .

Notification Patterns

This section discusses an advantage of distPosUpdate over contPosUpdate.
Generally, a mobile object generates a sequence of alternating intervals of movements and

standstill. Figure 4.10 illustrates the following two patterns discussed in this section.
Most users are expected to follow the following pattern. Each interval is relative long. For

example first, a user is sitting at his desk for half an hour to work. Then he moves to a conference
room to attend a meeting. There he will be sitting for another hour. Then he moves back to
his desk.

We assume it to be less likely that a user moves and stands still for random intervals. An
example would be a shopping woman. She would stop spontaneously to have a look at some
item coming into site. Then moves a little back and forward to have a better view. Then
standing a short while for first consideration, moving on, returning, etc.

For the first pattern the distPosUpdate event does not generate notifications during a stand-
still phase.

4.4.6 Proposed Modification of Location Update User Event Specification

We have seen that any observer of a location update user event needs to keep state. To detect
a contPosUpdate event we need to remember a previous point in time. For distPosUpdate we
need to remember a previous location.

If we include this old state in an event notification we can transmit both the old and new value
to represent the change. So we propose to include the previous state in a location update event
notification. Recall that according to the above specification only the new state is transmitted.

4.5 The onMeeting Event

This section discusses the requirements of distributed observation of the onMeeting event.
First, we specify the onMeeting event based on the point location model. Second, we specify

the onMeeting event based on the location area model. Third, we point out that we need
additional information on how to interpret these predicates in case three or more mobile objects
are involved.

Finally, we analyze the predicates by dividing the problem into four cases along two dimen-
sions. First, who acts: primary or secondary objects. Second, what is done: submitting an
initial location or moving to a new location.
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Figure 4.11: Examples for equation 4.14. At times t0 and t1 the location of primary object
m0 and secondary objects m1 and m2 are known. The distance between m0 and m1 at t0 is
greater than d. Before t1, mu’s previously undefined location becomes known. From t0 to t1
the onMeeting predicate holds for both objects m1 and mu Note that for m2 the onMeeting
predicate does not hold from t0 to t1, but has done so sometime before.

4.5.1 Point Location Model

We first introduce the onMeeting terminology and then give our specification of the onMeeting
event based on the point location model.

Primary and Secondary Objects

We use the following terminology introduced by Dudkowski [7, p 34]. The onMeeting event is
attached to a primary mobile object m0. The mobile objects for which the event’s objectSelector
holds are called secondary mobile objects.

Specification

Equation 4.14 gives our specification of the onMeeting event. The main point is that at time tj ,
if a location is known it must not be within meeting distance and at tj+1, the location must be
known and within meeting distance. So at tj , the distance dtj+1(m0,mi) between the primary
object m0 and some secondary object mi is undefined or greater than the meeting distance
d. And at tj+1, this distance between the same objects is equal or smaller than the meeting
distance.

{{dtj (m0,mi) > d} ∨ ¬registeredtj (m0) ∨ ¬registeredtj (mi)} ∧ {dtj+1(m0,mi) ≤ d} (4.14)

Figure 4.11 illustrates our specification of the onMeeting event assuming that the primary
object is registered at times t0 and t1. If the primary object registers after t0 but still before
t1 the resulting situation is similar to the right part of the figure depicting the situation at t1.
Then the onMeeting predicate would also hold for m2.

4.5.2 Location Area Model

The onMeeting event based on the location area model can be defined as follows.
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dp{d(m0,m1)≤d}(t0)
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p{d (m0,mi)≤d}(t1) 
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Figure 4.12: Examples for equation 4.15. At time t0 the location areas A0, A1, and A2 of
primary object m0 and secondary objects m1 and m2 are known. The probability of the distance
between m0 and m1 being smaller or equal d is smaller than threshold ϑ: p{d(m0,m1)≤d}(t0) < ϑ.
Before time t1, m3’s previously undefined location area A3 becomes known. At t1, the onMeeting
predicate holds for objects m1 and m3. For m2 the onMeeting predicate does not hold at t1,
but sometime before.

Specification

At time t0, the probability p of distance d(m0,mi) between the primary object m0 and some
secondary object mi being smaller than or equal the meeting distance d, is smaller than threshold
ϑ or undefined. At t1, this probability is equal or greater than ϑ:

{{p{d(m0,mi)≤d}(t0) < ϑ} ∨ ¬registeredt0(m0) ∨ ¬registeredt0(mi)}
∧ {p{d(m0,mi)≤d}(t1) ≥ ϑ} (4.15)

Figure 4.12 illustrates our definition of the onMeeting event assuming that the location area
A0 of the primary object m0 is known at times t0 and t1. If the location area of the primary is
known after t0 but still before t1 the resulting situation is similar to the right part of the figure
depicting the situation at t1.

4.5.3 Object States and Transitions

Figure 4.13 illustrates the object states and transitions in distributed onMeeting event obser-
vation. This section introduces our state precondition and invariant. The following sections
discuss in turn primary and secondary objects’ transitions causing an onMeeting event.

Assumption on Limited Number of Observers

We would like to bind a distributed observation to some small set of leaf location servers.
Otherwise the event could occur at any leaf location server, which is too expensive to observe
in a global Nexus installation.

Note that we use this assumption also for single-object object-bound events distPosUpdate
and contPosUpdate as discussed in section 4.4.1.

Precondition of Observation

We assume that at least one object whose current leaf location server can be resolved is registered
before the onMeeting event is registered. This means that in general an onMeeting event cannot
be registered in case no object of interest is registered, which is depicted by the top left state
of figure 4.13.
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Figure 4.13: First object states and transitions in an onMeeting event observation when
ordering by number of registered objects. Each state shows the location and meeting distance
area of each registered object in four example service areas. A transition occurs if an object
registers R, moves M , or deregisters D. Note that in this figure mi denotes any secondary
object and not a specific one.
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Forbidden Object States

It is also assumed that at each point in time at least one object of interest whose leaf location
server can be resolved is registered.

The objects whose current leaf location server can be resolved includes at least the primary
object as an onMeeting event registration includes its objectId. In case the secondary objects
are specified as a objectId list their current leaf location servers can also be resolved.

4.5.4 Two vs. More Objects

This and the following sections apply to the onMeeting event based on either the point location
model or the location area model.

Our onMeeting predicates given by equation 4.14 and equation 4.15 build on the distance
relation between two mobile objects. So for two objects it is clear how to use the predicates. We
expect an onMeeting event notification {m0,m1} containing the primary and secondary object
if one of them somehow enters the meeting distance area around the other.

But what if a predicate simultaneously holds for two pairs {m0,m1} and {m0,m2}? Like m0

entering meeting distance from a group of secondary objects? Or m1 and m2 simultaneously
approaching m0? From the above equations alone it is unclear if we expect a sequence of n
individual notifications containing a single secondary object or a single notification containing
the group of n > 0 secondary objects. And there is also a third interpretation. In a sequence of
sub-events we send a notification containing the currently cumulated status after each sub-event.

For example two secondary objects m1 and m2 would cause one of the following event
sequences.

1. Sequence of individual notifications.

(a) If event detected for m1 first: {m0,m1}, {m0,m2}.

(b) If event detected for m2 first: {m0,m2}, {m0,m1}.

2. Single cumulative notification: {m0,m1,m2}

3. Sequence of cumulating notifications.

(a) If event detected for m1 first: {m0,m1}, {m0,m1,m2}.

(b) If event detected for m2 first: {m0,m2}, {m0,m2,m1}.

The following sections discuss this question for the different cases of the onMeeting event.

4.5.5 Primary Object Acts

This section discusses those cases in which the onMeeting predicates given in equation 4.14 and
equation 4.15 hold because the primary object acts. These cases assume that n ≥ 1 secondary
objects mi with 1 ≤ i ≤ n are registered at some leaf location servers LLSi, do not move, and
do not deregister.

First, we show the case where the primary object registers close to some secondary objects.
Second, we assume the primary object moves to a new location close to some secondary ob-
jects. Finally we discuss these cases when a primary object simultaneously meets two or more
secondary objects.
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Figure 4.14: Left: At time t0 primary object m0 is unregistered and therefore at an unknown
location. Yet m0 could cause an onMeeting event at time t1 (not depicted) by registering at any
leaf location server LLSi or LLSu within meeting distance d from one of the secondary objects
m1 and m2. Right: Primary object m0 causes an onMeeting event at time t1 by moving within
meeting distance from secondary objects m1 and m2.

Primary Object Registers

The left part of figure 4.14 illustrates the following case. The primary object m0’s location is
not yet known at time t0. Then at time t1 the initial location is within meeting distance d of a
secondary object mi.

¬registeredtj (m0) ∧ {dtj+1(m0,mi) ≤ d} (4.16)

Dudkowski has not discussed this case for local observation. In distributed observation we
do not know at which leaf location server the primary object will eventually register.

In general we see that we may need to communicate with a lot of leaf location servers. First,
the number of secondary objects defined by the onMeeting event’s objectSelector is arbitrary.
And each secondary object may be registered at another leaf location server. Second, the
meeting distance defined by the onMeeting event is arbitrary. Therefore the meeting distance
area around a secondary object may span any number of transitively adjacent leaf location
servers.

Primary Object Moves to New Location

The right part of figure 4.14 illustrates the following case. Primary object m0 moves closer than
meeting distance d to any secondary object mi as follows.

{dtj (m0,mi) > d} ∧ {dtj+1(m0,mi) ≤ d} (4.17)

Three or More Objects

In the above cases the primary object acts and the secondary objects do not. So one sub-event
of a single object causes the onMeeting event. Yet by this single sub-event an entire group of
secondary objects may simultaneously come within meeting distance.

As a single sub-event is the cause and an onMeeting predicate turns true for all individual
pairs simultaneously, one may require a single cumulative notification containing all respective
secondary objects. Then, in each of the two examples given in figure 4.14 we would get a single
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notification {m0,m1,m2} containing the entire group of secondary objects now within meeting
distance.

For the case in which the primary object moves Dudkowski has implemented these single
notification semantics for local observation. He has not discussed the case in which the primary
object registers.

As discussed in section 4.5.4 there are the following alternative semantics. First, a sequence
of individual notifications like for example {m0,m1}, {m0,m2} and second, a sequence of cumu-
lative notifications like for example {m0,m1}, {m0,m1,m2}.

4.5.6 Secondary Objects Act

This section discusses those cases in which an onMeeting predicate given in equation 4.14 or
equation 4.15 holds because one of the secondary objects acts. These cases assume that the
primary object m0 is registered at some leaf location server LLS0, does not move, and does not
deregister.

First, we present the case where secondary objects register close to the primary object.
Second, we discuss the case when secondary objects move close to the primary object. Finally
we discuss these cases where an onMeeting predicate simultaneously holds for two or more
objects.

Secondary Objects Register

The right part of figure 4.15 illustrates the following case. Secondary object mi registers closer
than meeting distance d from primary object m0.

¬registeredtj (mi) ∧ {dtj+1(m0,mi) ≤ d} (4.18)

Secondary Objects Move to New Location

The left part of figure 4.15 illustrates the following case. Secondary object mi moves closer than
meeting distance d to primary object m0 as specified by equation 4.17.

Three or More Objects

In the above cases secondary objects act and the primary object does not. So only secondary
objects can cause a sub-event. So an onMeeting predicate turns true for one object at a time.
Unlike the primary object acting, the predicate never turns implicitly simultaneously true for
multiple objects. Yet it is possible that multiple secondary objects explicitly act simultaneously
or almost simultaneously. So again an entire group of secondary objects may simultaneously
come within meeting distance from the primary object.

For moving secondary objects Dudkowski has implemented the sequence of individual noti-
fications semantics [7, pp 34–36]. Each secondary object mi causes its own onEnterArea sub-
event. Each onEnterArea sub-event is reported as an individual onMeeting event containing
{m0,mi}. Dudkowski has not discussed the case where secondary objects register.

Consider for example two students m1 and m2 meeting their professor m0 after register-
ing the following event: onMeeting(m0, d,mi). They would cause one of the following event
sequences: {m0,m1}, {m0,m2} or {m0,m2}, {m0,m1}. If the students are simultaneously enter-
ing the meeting distance around their professor the resulting sequence is arbitrary. In general,
n individual events are reported, the entire group is never reported in a single event.
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Figure 4.15: Left: Two secondary objects m1 and m2 move closer than meeting distance d to
primary object m0. Right: Two secondary objects mu and mv register within meeting distance
d from primary object m0. In both cases the location of primary object m0 is known and
constant.
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Figure 4.16: Ordering of onMeeting sub-events. If the observation module uses j-order to
evaluate positions mi(tj) then it detects at time t1 the only onMeeting event. Two onMeeting
events are detected if the order of m0(t3) and m1(t2) is reversed.

Dudkowski’s solution is good because its implementation is simple. Yet there is the following
drawback. The semantics differ from the single cumulative notification semantics implemented
for a moving primary object.

4.5.7 Sub-Event Ordering

This section motivates the importance of sub-event ordering for the observation of the onMeeting
predicate.

First, we give an example where reversing the order of two subsequent sub-events creates an
additional onMeeting notification. Second, we claim that sub-event ordering is important for
all possible sub-event sequences.

Example: Two Moving Objects

Figure 4.16 illustrates the following example. Two students, represented by mobile objects m0

and m1, meet and walk down a hallway together.
This causes a single onMeeting event at time t1 when m0 catches up with m1. Then both

objects move alternating. As they stay within meeting distance of each other there are no more
onMeeting events.

Now assume that m1’s new location m1(t2) is delayed so it arrives later than m0(t3) at the
observation module. If the observation module evaluates the onMeeting predicate as sub-event
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Figure 4.17: Ordering of onMeeting sub-events. The sub-event notifications are delivered in
reverse occurrence order.

notifications arrive then it would detect a second onMeeting event when m1(t2) finally arrives
as {d(m0(t3),m1(t0)) > d} ∧ {d(m0(t3),m1(t2)) ≤ d}.

Example: Deregistering Object and Moving Object

Figure 4.17 illustrates another example. Mobile object m0 deregisters at time t1. Shortly after
that mobile object m1 enters meeting distance from m0.

If the observation module evaluates sub-events in arrival order it detects an onMeeting event.
Yet this event has not occurred if the mobile object m0 has deregistered (D0) before m1 moved
(M1) within meeting distance d from m0. In our example the sub-event occurrence intervals
overlap. So the observation module can derive the sub-event ordering only if LLS0 = LLS1.

General Model

We claim that for observing the onMeeting predicate, sub-event ordering is relevant to all
possible sub-event sequences.

This implies there are no sub-events which can be used immediately on reception. There is
always the chance to miss an onMeeting event or report an onMeeting event where none has
occurred.

Exception

If we consider registration events then we have the following exception to the above. The first
registration may be evaluated immediately as it is generally without effect.

4.6 Area-Bound Events

This section specifies our area-bound events contAreaUpdates, onEnterArea, onLeaveArea, and
onCrossingLine.

The remaining area-bound events, onRegisterArea and onDeregisterArea, are specified in
section 4.7—together with the object-bound onRegisterObject and onDeregisterObject events.

4.6.1 Event Observation Area

This section describes our model of the event observation areas used by area-bound events.
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Shape

In general, an event observation area could be a circle or any polygon. The current implemen-
tation of the location service supports only rectangles though.

Size

In general, an event observation area can be of any size. In a global Nexus installation huge
areas may incur high costs of communication, storage, and computation. Therefore we expect
that predicate management uses some policy to allow registration of area-bound events only up
to a maximum observation area size.

4.6.2 The contAreaUpdates Event

We use the following models of the contAreaUpdates event, which we have adopted from our
contPosUpdate model (see section 4.4.4). Both models share the same temporal predicate as
follows.

A contAreaUpdates event occurs in a user defined time frequency ∆−1
CAU. A client expects

a notification at event registration time t0 and each time tj>0 = t0 + j ∗∆CAU. A notification
includes the location mi(tj) of each object for which the event predicate holds.

Point Location Model

Building on the point location model, the predicate holds for each object mi being at time tj
inside the event’s observation area Ae.

{t = t0 + j ∗∆CAU; j ≥ 1} ∧ {mi(t) ∩Ae 6= ∅} (4.19)

Location Area Model

Building on the location area model we use the following predicate.

{t = t0 + j ∗∆CAU; j ≥ 1} ∧ {p{m in e}(t) ≥ ϑ} (4.20)

4.6.3 The onEnterArea Event

This section specifies the onEnterArea event—first, based on the point location model and
second, based on the location area model. Finally, we discuss the problem of arbitrary location
area sizes, which is unique to the location area model.

Point Location Model

Figure 4.18 illustrates the following definition of the onEnterArea event based on exact locations,
which has been presented by Dudkowski [7, p 25]. At time t0, object m is outside the event’s
observation area Ae. And at time t1, m is inside this area.

{m(t0) ∩Ae = ∅} ∧ {m(t1) ∩Ae 6= ∅} (4.21)
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m1(t0) m1(t1)

m2(t0) m2(t1)Ae

LLS1(t0) LLS1(t1)

LLS2(t0) LLS2(t1)

mu(t1)

LLSu(t1)

Figure 4.18: Example onEnterArea event. Mobile objects m1, m2, and mu match the event’s
objectSelector. At time t0, the locations of m1 and m2 are already known; m1 is outside and
m2 is inside the event’s observation area Ae. After t0 but before t1 the previously undefined
location of mu becomes known. At t1, objects m1, m2, and mu are inside Ae. At time t1,
solely m1 meets the onEnterArea predicate. Object mu registering inside Ae does not meet the
predicate. Instead it may meet an onRegisterArea predicate.

Location Area Model

Figure 4.19 illustrates the following definition of the onEnterArea event, which has also been
presented by Dudkowski [7, p 41]. At time t0 the probability p of mobile object mi being inside
the event’s observation area Ae is smaller than threshold ϑ. And at time t1 this probability is
equal or greater than ϑ.

{p{m in e}(t0) < ϑ} ∧ {p{m in e}(t1) ≥ ϑ} (4.22)

The onEnterArea predicate does not hold for an object registering inside Ae. Instead an
onRegisterArea predicate might hold.

4.6.4 The onLeaveArea Event

This section specifies the onLeaveArea event—first, based on the point location model and
second, based on the location area model.

Point Location Model

Figure 4.20 illustrates the following definition of the onLeaveArea event based on the point
location model, which has been presented by Dudkowski [7, p 29]. At time t0, object m is inside
the event’s observation area. And at time t1, m is outside this area.

{m(t0) ∩Ae 6= ∅} ∧ {m(t1) ∩Ae = ∅} (4.23)

Location Area Model

The following equation defines the onLeaveArea event based on the location area model.

{p{m in e}(t0) ≥ ϑ} ∧ {p{m in e}(t1) < ϑ} (4.24)
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Ae
A2(t0)

p{1 in e}(t0) 
≤ ϑ

p{i in e}(t1) 
> ϑ

p{2 in e}(t0) 
> ϑ

A1(t0) A1(t1)

A2(t1)

A3(t1)

Figure 4.19: Example onEnterArea event based on the location area model. Mobile objects
m1, m2, and m3 match the event’s objectSelector. At time t0, the location areas A1 and A2

of m1 and m2 are known. The probability of m1 being inside the event’s observation area Ae

is smaller than threshold ϑ, for m2 it is greater than ϑ. After t0 but before t1 the previously
undefined location area of m3 becomes known. At t1, objects m1, m2, and m3 have a probability
equal or greater than ϑ. At t1, the onEnterArea predicate holds solely for m1.

m2(t0) m2(t1)

Ae

m3(t0) m3(t1)

LLS2(t0) LLS2(t1)

LLS3(t0) LLS3(t1)

LLS1(t1)

m1(t1)

m4(t0)

LLS4(t0)

Figure 4.20: Example onLeaveArea event. Mobile objects m1 to m4 match the event’s object-
Selector. At time t0, the locations of m2, m3, and m2 are known—m2 and m4 are inside and
m3 is outside the event’s observation area Ae. After t0 but before t1 the previously undefined
location of m1 becomes known. At t1, objects m1, m2, and m3 are outside Ae, m4 has deregis-
tered and its location is unknown. At t1, solely m1 meets the onLeaveArea predicate. An object
registering outside or deregistering inside Ae does not meet the predicate.
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Figure 4.21: An object can cause an area-bound event whose observation area does not overlap
with the service area of the object’s current leaf location server.

4.6.5 Object Causing Events on Remote Leaf Location Servers

This section presents the problem of an object causing area-bound events whose observation
areas do not overlap with the service area of the object’s current leaf location server.

The problem is common to distributed observation of area-bound events onEnterArea,
onLeaveArea, and contAreaUpdates based on the location area model. Section 6.1.2 presents
our solution.

Figure 4.21 illustrates the following motivating example. Mobile object m2 is registered at
leaf location server LLS2. Its location area A2 overlaps with event observation areas Ae3 and
Ae4 of events e3 and e4, which may for example be onEnterArea events. The observation areas
are completely contained by the service areas of leaf location servers LLS3 and LLS4. At the
depicted point in time both event predicates may hold for object m2. So m2 may cause two
area-bound events whose observation areas do not overlap with the service area of the object’s
current leaf location server LLS2.

With increasing location area size an object may cause events on leaf location servers farer
away from its current leaf location server. For example in figure 4.21 object m1 could cause
events e3 and e4 when being registered at LLS1.

Note that the the maximum probability max(p{m in e}) of mobile object mi being inside an
event observation area decreases from m2 to m1. Therefore m1 requires a smaller event threshold
ϑ than m2 to cause the event.

4.6.6 The onCrossingLine Event

This section specifies the onCrossingLine event—first, based on the point location model and
second, based on the location area model. For brevity we omit reproduction of the details given
by Dudkowski [7].

Point Location Model

Figure 4.22 illustrates the model of the onCrossingLine event based on the point location model,
which has been presented by Dudkowski [7, p 34].
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m2(t0) m2(t1)

m1(t0) m1(t1)
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m3(t1)

LLS3(t1)

le

Figure 4.22: Example onCrossingLine events based on the point location model. Mobile
objects m1, m2, and m3 match the event’s objectSelector. At time t0, the locations of m1 and
m2 are known; m1 is left of and m2 is on the event’s line segment le. After t0 but before t1 the
previously undefined location of m3 becomes known. At t1, objects m1, m2, and m3 are right
of le. At t1, objects m1 and m2 each meet the onCrossingLine predicate.

q1

q0

le

A(tj) A(tj+1)Ab

Figure 4.23: Example onCrossingLine events based on the location area model.
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Ae

m(t1)

LLS (t1)

Figure 4.24: Example onRegisterArea event. At time t0 mobile object m is not registered. At
time t1 it registers within the event’s observation area Ae. Then the object’s location is known
at leaf location server LLS.

Location Area Model

Figure 4.23 illustrates part of Dudkowski’s model of the onCrossingLine event based on the
location area model [7, pp 46–49]. The idea is to intersect the event’s line segment le with the
smallest bounding area Ab containing all possible paths from a location within location area
A(tj) to a location within A(tj+1). From this we derive the probabilities of the mobile object
being on a particular side (left or right) of le at a particular time (tj and tj+1).

4.7 Registration- and Deregistration-Based Events

This section specifies our registration-based and deregistration-based events, both the object-
bound and the area-bound ones.

4.7.1 Object-Bound Events

This section presents our models of the object-bound onRegisterObject and onDeregisterObject
events.

Note that our definitions are location model independent and therefore apply to both our
point location model and our location area model.

The onRegisterObject Event

The following equation defines our model of the object-bound onRegisterObject event.

¬registeredt0(m) ∧ registeredt1(m) (4.25)

The onDeregisterObject Event

The following equation defines our model of the onDeregisterObject event.

registeredt0(m) ∧ ¬registeredt1(m) (4.26)

4.7.2 The onRegisterArea Event

This section presents our models of the area-bound onRegisterArea event, in turn for the point
location model and the location area model.

Figure 4.24 illustrates the following model of the onRegisterArea event based on the point
location model.

¬registeredt0(mi) ∧ {mi(t1) ∩Ae = mi(t1)} (4.27)
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The following equation defines our model of the onDeregisterArea event based on the point
location model.

¬registeredt0(mi) ∧ {p{m in e}(t1) ≥ ϑ} (4.28)

4.7.3 The onDeregisterArea Event

This section presents our models of the area-bound onDeregisterArea event, in turn for the point
location model and the location area model.

The following equation defines our model of the onDeregisterArea event based on the point
location model.

{mi(t0) ∩Ae = mi(t0)} ∧ ¬registeredt1(mi) (4.29)

The following equation defines our model of the onDeregisterArea event based on the location
area model.

{p{m in e}(t0) ≥ ϑ} ∧ ¬registeredt1(mi) (4.30)

4.8 Summary

In this chapter we have discussed the spatial requirements of the user events we want to detect.
First, we have described and classified the supported events. Therefore we have reviewed

previous classifications and adapted them according to our distributed implementation require-
ments. Second, we have introduced our two spatial models of a mobile object’s location—the
point location model and the location area model.

According to our classification and using our location models we have specified our supported
events. So third, we have presented our models of the location update events distPosUpdate
and contPosUpdate. Fourth, we have presented our models of our only multi-object event—
onMeeting. Here we have discussed the additional requirements of multi-object events, i.e. sub-
event ordering. Fifth, we have presented our models of the area-bound events contAreaUpdates,
onEnterArea, onLeaveArea, and onCrossingLine. Finally, we have specified our registration-
and deregistration-based events onRegisterObject, onDeregisterObject, onRegisterArea, and
onDeregisterArea.



Chapter 5

Object-Bound Single-Object Events

This chapter discusses our solutions to distributed observation of object-bound single-object
events—distPosUpdate, contPosUpdate, onRegisterObject, and onDeregisterObject.

In chapter 4 we have specified a set of spatial events by defining their predicates. This
chapter, chapter 6, and chapter 7 discuss how to evaluate each predicate. Chapter 6 discusses
the remaining single-object events—those bound to an area. Chapter 7 presents solutions to
onMeeting event observations—our only multi-object event.

First—for single-object events in general—we compare a local observation approach, using
Dudkowski’s implementation [7], with a remote approach. We find that local observation is
better than remote observation if we can transfer observation state at object hand-over between
local observers. So second, we present two hand-over techniques—a local and a remote one—
to transfer event observation state from one local observer to another. We compare those
approaches and find that local hand-over is in general better suited for our requirements.

Finally, we present details on the individual object-bound single-object events’ implementa-
tion.

5.1 Local versus Remote Observation

Recall from our event classification in section 4.1 that single-object event observation tracks a
single object, thus can be local to the object and can be achieved without a remote observation
module.

First, we describe how to locally observe single-object events in a distributed configuration.
Second, we describe a remote approach. Finally, we discuss why the local approach is better
than the remote approach.

5.1.1 Local Observation

The goal of the local observation approach is to keep distributed event observation as local as
possible. In this approach a leaf location server’s event component evaluates the user event
predicate. Figure 5.1 illustrates the approach.

User Event Registration

Predicate management forwards the client’s event registration to the leaf location server cur-
rently managing the object of interest as follows.

1. On reception of an event registration from a client, predicate management does the fol-
lowing.
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predicate mgmt
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root LS
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Figure 5.1: Local observation of a single-object event. A user event registration is depicted as
ruser, its hand-over as huser, and its notification as nuser.

(a) Determine the leaf location server currently managing the object of interest.

(b) Register the user event at this leaf location server.

Local Observation Loop

As long as the object of interest stays registered at its leaf location server LLS1 the leaf location
server’s event component evaluates the event predicate as implemented by Dudkowski.

1. On each reception of a timer, location update, object registration, or deregistration system
event.

(a) If the object’s location is now inside LLS1’s service area.

i. Send a notification to the client if the event’s predicate holds.

(b) Else initiate a hand-over as discussed below.

Object Hand-Over

In a distributed configuration an object can leave the service area of its current leaf location
server to enter another service area. If this is the case the location service initiates a hand-over.

Event observation should continue after a hand-over—ideally without changing the event’s
semantics. Therefore we need to transfer the state associated with the user event observation
between local observers. Section 5.2 discusses our solution.

5.1.2 Remote Observation

This section presents an alternative approach to the local implementation discussed in section
5.1.1. In the remote observation approach a remote observation module evaluates the user-
registered event predicate based on sub-event notifications. Figure 5.2 illustrates the approach.

User Event Registration

Predicate management first determines the leaf location server currently managing the mobile
object. Second, it forwards the client’s event registration to an observation module. Ideally, this
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Figure 5.2: Remote observation of a single-object event. A user event registration is depicted
as ruser and its notification as nuser. A sub-event registration is depicted as rsub, its hand-over
as hsub, and its notification as nsub.

observation module is placed in such a way that the communication delay between leaf location
server and observation module is short most of the time. Yet the placement of the observation
module is beyond the scope of this work.

Sub-Event Registration

As an observation module takes only event notifications as input it needs to build on sub-event
notifications. The goal is to forward each system event as a user event to the observation
module. Note that this approach contradicts the concept of user events providing a policy-
defined abstraction of system events (see section 2.2.6). For example a sensor system providing
location updates at a high frequency could cause more user event notifications than the event
component can generate, the notification framework can transport, or the remote observer can
interpret.

For the registration system event the observation module registers an onRegisterObject
sub-event, for deregistration an onDeregisterObject sub-event, and a distPosUpdate with a zero
report distance for location update. Note that there is no observation state associated with these
sub-events. Evaluating such a sub-event means to plainly forward the underlying system-event
without evaluating it against state information.

So the observation module registers an appropriate sub-event at the leaf location server
currently managing the object of interest as follows.

1. On reception of a user event registration from predicate management the observation
module does the following.

(a) Determine the leaf location server currently managing the object of interest. Note
that this step is somewhat redundant to the initial step of the predicate management.
Yet the mobile object of interest could have been handed over after the predicate
management’s procedure and before the observation module registering its sub-event.
Thus the observation module needs its own procedure to track down the leaf location
server currently managing the mobile object.
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(b) Register an appropriate sub-event at this leaf location server.

Local Observation Loop

The leaf location server evaluates the sub-event predicate as follows.

1. On each reception of a system event.

(a) If the object’s location is now inside LLS1’s service area.

i. Send a notification to the observation module if the event predicate holds.

(b) Else initiate a hand-over.

Object Hand-Over

After object hand-over to leaf location server LLS2 the registered sub-event should be evaluated
by LLS2. But there is no need to transfer observation state as there is no state associated with
such a sub-event.

So we could either use one of the hand-over techniques introduced in section 5.2 or—with a
modified event component—have the sub-event registered in advance at a greater set of leaf loca-
tion servers’ event components including the one currently managing the object of interest. Note
that the latter requires to register object events at leaf location servers currently not managing
the object. This is not (yet) supported by the current leaf location server implementation.

Note also that the observation module might be handed over from one observation node to
another. Yet this is beyond the scope of our work.

Remote Observation Loop

An observation module evaluates the user event predicate as follows.

1. On each reception of a sub-event notification

(a) Evaluate the user event predicate.

(b) Send a notification to the client if the user event predicate holds.

5.1.3 Discussion

This section compares the local and remote observation approaches presented in sections 5.1.1
and 5.1.2. We conclude that local observation is better suited for our requirements.

Single-Object Events

At the core, observing a single-object event means tracking the state transitions of a single
object m. Object m is registered at at-most-one leaf location server, which at any time is the
only source of m’s system events. So m’s observer may be remote or local to the object as by
definition the observer is independent from other object’s system events potentially originating
from other leaf location servers.
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Number of Notifications

The remote observation approach generates at least twice as many notifications as the local
observation approach as each event needs to be processed by the additional observation module
level of indirection. In the more realistic example given in figure 5.2 the remote approach
generates four times as many notifications as the local approach depicted in figure 5.1. Generally
the remote observation generates more non user notifications with fewer system sub-events
causing their associated user event.

Transfer of Observation State

The main difference between the local observation approach of section 5.1.1 and the remote
observation approach of section 5.1.2 is the location at which the user event is evaluated and
its associated state information is kept. In the local approach this state information needs to
be transferred from local observer to another local observer in case of object hand-over. This is
not necessary in the remote approach.

Conclusion

If we can transfer a local observer’s state on an object hand-over, local observation is cheaper and
therefore better for single-object events. Then remote observation only generates notification
overhead. Section 5.2 presents our technique to transfer observation state. Thus we can take
advantage of local observation and implement it for object-bound single-object events.

5.2 Local versus Remote Observation Hand-Over

This section presents our approaches of dealing with object hand-over during distributed obser-
vation of object-events.

First, we describe why we need observation hand-over. Second, we present our local imple-
mentation model. Third, we analyze its cost and impact on observation semantics. Fourth, we
present an alternative remote approach and discuss why it is less suitable for our requirements.
Fifth, we discuss that any observation hand-over can be used for event registration and state
transfer or state transfer only. We find that registration and state transfer is advantageous for
object-bound events.

5.2.1 Motivation

In distributed observation a tracked object can move and leave the service area of the leaf
location server currently tracking it. The object thereby enters the service area of another leaf
location server.

Our event model in chapter 4 has shown that the observer of at least the contPosUpdate event
needs to keep state information on the tracked object—for contPosUpdate the precalculated time
when to generate the next notification. To preserve the semantics of event observation after a
hand-over we therefore need a technique to transfer this observation state from one leaf location
server to another.

5.2.2 Local Implementation

This section presents our local observation hand-over technique.
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The idea of local hand-over is to transfer event observation state on a tracked object—
synchronously with the hand-over of the object—from one leaf location server to another. We
therefore also call the technique fat hand-over as it modifies the hand-over introduced by Leon-
hardi and Rothermel [15] only by transferring more data.

First, we show how a leaf location server may transmit observations when receiving an
appropriate location update. Second, we present what a location server needs to do when
receiving a hand-over request, which now may include observations.

Leaf Location Server Receives a Location Update

A location server uses Leonhardi’s and Rothermel’s algorithm 6-2 [15] to process location up-
dates. Below we quote those parts of algorithm 6-2 that are relevant to our discussion. We
modify the algorithm by including observation information—event registration and current event
observation state—of events registered for mobile object m into the message m’s leaf location
server LLS sends to its parent server. This is highlighted by using italic type.

// on receiving a location update LU containing
// tracked object m’s location m(t) at time t
LLS.receive(LU(m(t))) {

if (m(t) outside LLS.serviceArea) { //initiate handover
send(handoverReq(m(t), observations(m) )) to LLS.parentServer;
receive(handoverRes(newLLS)) from LLS.parentServer;
send(handoverRes(newLLS)) to m;
database.remove(m);

}
else database.update(m(t))

}

Location Server Receives a Hand-Over Request

To process a hand-over request, any location server LS on the way up and down the location
server hierarchy executes Leonhardi’s and Rothermel’s algorithm 6-3 [15]. Again, we quote the
relevant parts of the algorithm below, omitting details, and highlight our modifications by using
italic type. We have one modification. We add a command to locally register the transmitted
event observation passed from the source leaf location server.

// on receiving a handoverReq from location server sourceLS
LS.receive(handoverReq(m(t), observations(m) )) {

if (m(t) inside LS.serviceArea) {
if (LS is a LLS) { //register object and its event observations

synchronized {
database.insert(m);
events.register(observations(m));

}
send(handoverRes(LS)) to sourceLS;

}
else //forward handover downwards

}
else //forward handover upwards

}
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Note that we need to make sure that at the new leaf location server the object and its
event observations are registered in a single and indivisible step. Otherwise the object would
be registered and then the executing process could get switched out—interrupted by another
process providing a system event of the object. This second process would not find the event
observations and therefore the event predicates could not be evaluated. This would violate event
observation semantics.

5.2.3 Discussion of the Local Implementation

This section examines the additional costs incurred by our fat hand-over technique and the
technique’s impact on the observation semantics.

Cost Analysis

The fat hand-over approach causes the following additional costs. The costs are incurred per
hand-over. So an object increasing its hand-over frequency increases the costs of managing the
object-bound events registered on it.

1. Search on LLS1 for events em registered on object m.

2. Deregister em on LLS1.

3. Package em on LLS1 into hand-over message.

4. The previous step has increased the size of the hand-over message from LLS1 to LLS2.

(a) Handling on LLS1.

(b) Cost of Transmission.

(c) Delay of Transmission.

(d) Handling on LLS2.

5. Unpack em on LLS2 from hand-over message.

6. Register em on LLS2.

Object Hand-Over Interrupts any Observation

Regardless of event hand-over, object hand-over generally introduces a time duration during
which no event registered for the tracked object can be detected. More specifically we believe
that in Leonhardi’s and Rothermel’s hand-over processing algorithm 6-2 [15] during hand-over
an object’s system events are discarded by the old leaf location server. So some user events are
never detected. As the object is informed only after the hand-over it cannot queue its system
events either.

Note that the duration of an object hand-over is determined by the implementation of the
participating location servers, transmission delays, and the relative locations of the participating
location servers within the location service’s location server hierarchy.

Our local event hand-over processing adds a little to the duration of the location service’s
hand-over processing. So it tends to loose a little more events.
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Figure 5.3: Left: local hand-over. Section 5.2.2 describes local event hand-over (h). Initial
event registration (r—not depicted) is done by an observation module in case of remote obser-
vation or by predicate management in case of local observation. Right: remote hand-over is
managed by an observation module. The observation module registers an event (not shown),
receives its current state and new leaf location server LLS2 (h1), registers this information at
LLS2 (h1), and optionally deregisters the event at the old leaf location server LLS1 (d).

Unchanged Object Hand-Over Semantics

The benefit of our local observation hand-over approach is that all other aspects of hand-over
processing like error handling remain unchanged. We therefore do not need to worry about new
cases introduced by our local implementation.

5.2.4 Remote Implementation

This section discusses an alternative remote observation hand-over technique.
We examine the concept, its merit, the additional costs incurred, and its influence on the

observation semantics. We compare the approach with local hand-over discussed in section 5.2.2
and conclude that local hand-over is better suited for our requirements.

Concept

The right part of figure 5.3 illustrates a remote implementation. The remote implementation
adds another level of indirection—the observation module—to event hand-over. Like every
additional layer of indirection this allows the application of policies. The following paragraph
provides examples of such policies.

Hand-Over Policies

First, the observation module could continue or pause event observation by registering or not
registering the event at the new leaf location server.

Second, the observation module could register the event and its state at the new leaf loca-
tion server LLS1 as it received this information from the old leaf location server LLS2 or it
could continue observation in a modified form. The observation module could modify the event
parameters, the event’s current state, or register a different event.

Third, the observation module could deregister the event at LLS1 or leave it registered.

Cost Analysis

From figure 5.3 we infer that remote hand-over processing requires at least twice as many
messages as local hand-over processing. Also the observation module needs to spend resources
for forwarding and optionally evaluating and modifying the information received.
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Impact on Observation Semantics

The additional level of indirection introduces an additional delay compared to local hand-over.
Using figure 5.3 this means that the duration from object registration at the new leaf location
server LLS2 to event registration at LLS2 could for remote hand-over be considerably greater
than for local hand-over. The following paragraph discusses the two strategies we see.

First, ignore it. Its advantage is that it is easiest to implement. Yet the disadvantage is
that events may go undetected while an object is already registered at LLS2 but its event
registrations are still forwarded by the observation module.

Second, defer the evaluation of system events in LLS2 until a handed-over object’s events
are finally registered. This introduces an additional delay between event occurrence and event
notification and thus adds to the delay discussed in section 3.5.2. It also needs to be stated
what LLS2 should do in case these events are delayed for an unusual long time.

Conclusion

Above we have introduced a remote hand-over implementation, highlighted some potential ben-
efits, and summarized the additional costs incurred. Our work does not require the benefits of
a remote implementation and thus would only suffer from the additional costs and impact on
observation semantics. We therefore implement our local approach presented in section 5.2.2.

5.2.5 Registration Transfer versus State Transfer

This section describes two applications of event hand-over—first, transfer of event state and
registration and second, transfer of event state without changing event registration. We also
discuss why the former is better suited for object-bound single-object events. Chapter 6 shows
that the latter is better suited for area-bound single-object events.

Registration Transfer

The first observation strategy registers the event at the leaf location server that currently man-
ages the object of interest. If the object is handed over then we use one of our hand-over
techniques to deregister the event at the old leaf location server and then register it at the new
leaf location server.

State Transfer

The second observation strategy, building on a modified event component, registers the event
at a set of leaf location servers’ event components including the one that currently manages the
object of interest. If the object of interest is handed over then we use one of our hand-over
techniques to transfer the event’s state but do not change event registration.

Discussion

We claim that the registration transfer approach is better suited for object-bound single-object
events for the following reasons.

First, object-bound single-object events can only occur at the leaf location server currently
managing the single object. So registration transfer limits the number of leaf location servers
concurrently spending resources to one. Second, only transferring state does not significantly
reduce the costs per hand-over as it still needs to transfer the event’s identity and state.
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e1, t1 e2, t2 e3, t3next

Figure 5.4: An observer uses a queue to manage its timer-based events.

5.3 Timer-Based Events

This section discusses how we adapt Dudkowski’s idea of processing timer based events [7, pp
72–73] to distributed observation.

First, we present our implementation model for timer-based events. Second, we analyze how
our and any other distributed implementation model influences event observation semantics.

5.3.1 Implementation

Timer based events occur in a user-defined frequency starting at some given point tj in time.
Therefore we can calculate each occurrence time tj+k with k ≥ 1 of a timer-based event in
advance.

Event Queue

An observer keeps the precalculated timer-based event occurrences of its registered timer-based
events in a queue as illustrated by figure 5.4. The queue is ordered in event occurrence order.
When a new timer-based event is registered the observer calculates its first occurrence time and
inserts it into the queue.

As the queue is ordered, the observer only needs to monitor the first element of the queue.
If the first element’s occurrence time is reached the observer sends an appropriate notification,
computes the event’s next occurrence time, and re-inserts it into the queue.

Hand-Over

Assume an object m is about to be handed over from LLS1 to LLS2. Then LLS1’s local observer
uses the local hand-over technique introduced in section 5.2.2 as follows.

First, check the queue for timer-based events on m. Second, remove these elements from
the queue and include them in the hand-over message. On receiving an hand-over LLS2’s event
component inserts any such included timer-based events into its local queue.

5.3.2 Clock Offset

It is likely that any two leaf location servers LLS1 and LLS2 are executed by different machines.
So their clocks are likely to have an offset as discussed in section 3.4.5.

Figure 5.5 illustrates the clock offset challenge when LLS1 hands over the observation of a
timer-based event to LLS2. LLS2 will use LLS1’s measurement tj+4 = tj+2 +∆CPU on LLS2’s
clock. Using our argument of section 3.4.5 hand-over thus introduces an additional deviation of
up to ε1 + ε2 of both systems’ root dispersions from ∆CPU in either direction.

Note that this discontinuity of timer-based event notification frequency happens at any
object hand-over and is not specific to local observation. For example in a remote observation
approach sub-event notifications sent to a remote observation module would suffer from this
discontinuity. As the observation module cannot determine the time of a hand-over in advance
it is difficult for the observation module to hide such a discontinuity from the client.
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Figure 5.5: Local observation plus event hand-over of contPosUpdate. At time tj mobile object
m is already registered at leaf location server LLS1. At tj an observation module registers (r)
a contPosUpdate event on m at LLS1. LLS1 sends event notifications including m’s location
m(tj+k) at the frequency ∆−1

CPU , which is the inverse of the event’s report interval. At time
tj+3 LLS1 initiates a hand-over (h) of m to LLS2, which includes the contPosUpdate event
occurrence time tj+4 expected next.

5.3.3 Change of Transmission Delay

Any two leaf location servers LLS1 and LLS2 may also have a different transmission delay from
the client. Again, we use figure 5.5 as an example. Assume that the average transmission delays
from LLS1 respectively LLS2 to the client are given by ∆(LLS1, client) and ∆(LLS2, client).
Then the following definition of ∆2 gives another additional deviation from ∆CPU during hand-
over.

∆2 = ∆(LLS2, client)−∆(LLS1, client) (5.1)

This additional deviation is not specific to local observation for similar reasons as the clock
offset induced deviation. Assume that ∆2 is similar if we compare the transmission delays
from the two leaf location servers to the remote observation module. Then again the sub-event
notifications suffer from the same discontinuity and the observation module cannot hide it.

5.4 Location Update Events

This section presents our solution to distributed observation of the single-object object-bound
location update user events distPosUpdate and contPosUpdate.

5.4.1 The distPosUpdate Event

This section presents our solution to distributed observation of the distPosUpdate event.
First, we present our local solution based on distance calculations between the current and

a previous location. Second, we present an alternative solution, which uses remote observation
of the onLeaveArea event.

Distance between Locations Solution

We use the following two steps to evaluate the distPosUpdate predicate given in equation 4.13.
First, at time tj the observation of distPosUpdate(m) is registered. So we store object m’s

current location prevDPU(m) := m(tj).
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Figure 5.6: Tables kept by leaf location servers LLS1 and LLS2 to detect distPosUpdate
events. The top part shows LLS1’s table at time tj+1. The lower part shows LLS2’s table at
time tj+2. At tj+2 mobile object m1 moves from LLS1’s service area to LLS2’s. The upper
table shows the situation before and the lower table after the subsequent hand-over of object
and event registration.

Second, each time tj+k we receive a location update m(tj+k) we compute the distance
d(m(tj+k), prevDPU(m)). If it is equal or greater than the event’s report distance d, we set
prevDPU(m) := m(tj+k) and send a notification containing this location.

Figure 5.6 gives an example. At time tj mobile object m1 is registered at leaf location server
LLS1. At this point the observation of a distPosUpdate event on object m1 is registered at
LLS1. So LLS1 notes m1’s current location as LLS1.prevDPU(m1) := m1(tj). At tj+1 the
current location m1(tj+1) of m1 is closer to prevDPU(m1) than the event’s report distance d.
So the event is not caused.

At time tj+2 object m1 steps outside LLS1’s service area. The subsequent handover transfers
m1’s event registration including its prevDPU state to the target leaf location server LLS2. The
new location m1(tj+2) meets the event’s condition. Therefore LLS2 sends an event notification
to the client.

Alternative Solution based on onLeaveArea Sub-Events

This section presents how to observe the object-bound distPosUpdate event with the area-bound
onLeaveArea event.

The discussion relates to chapter 7, where we discuss the observation of the object-bound
onMeeting event with the area-bound onEnterArea event. Note that the corresponding imple-
mentation is outside the scope of this work.

The idea is to have an observation module register appropriate onLeaveArea events with
a circular observation area centered at prevDPU with the radius set to the report distance.
When the event occurs, the observation module forwards the notification as a corresponding
distPosUpdate event notification, deregisters the event, and registers a new onLeaveArea event
at corresponding leaf location servers. The new event’s observation area is to be centered at the
new prevDPU location.
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Figure 5.7: Scenario for observing a distPosUpdate event with an onLeaveArea event. The
onLeaveArea event has a circular observation area centered at prevDPU = m(t0) with a radius
d given by the distPosUpdate event’s report distance.

Discussion of Observation Based on onLeaveArea Sub-Events

This alternative approach may be cheaper in the following scenario, which figure 5.7 illustrates.
Assume a client registers a distPosUpdate event with a huge report distance. The object moves
frequently, yet in small steps, and does not cross the report distance.

This approach aims at reducing the costs incurred per system event. At least in case of
point locations the processing of a location update should be cheaper for onLeaveArea than
for distPosUpdate. The former efficiently queries the spatial index structure whereas the latter
needs to perform a distance calculation.

Second, the costs of object hand-over should also be a little lower as no event registration or
event observation state needs to be transferred. The remaining costs of event registration and
deregistration are higher for an area-bound event like onLeaveArea as remote communication
may be needed.

5.4.2 The contPosUpdate Event

We use Dudkowski’s idea of processing timer based events as discussed in section 5.3.

5.5 Registration- and Deregistration-Based Events

This section discusses our solutions to distributed observation of the onRegisterObject and
onDeregisterObject events.

5.5.1 The onRegisterObject Event

We do not know in advance at which leaf location server a currently unregistered object m
eventually registers. The following paragraphs discuss two approaches. Yet both are unrealistic
in a global Nexus installation.
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Register Event Predicate at Every Leaf Location Server

We could register each onRegisterObject event predicate at every leaf location server. Yet a
global Nexus installation may include a very large number of leaf location servers. Thus the
registration and management of an onRegisterObject event predicate would be very expensive.

Register Event Predicate at Root Location Server

In this approach predicate management would register each onRegisterObject event predicate
at the root location server. The root location server would need to monitor every object regis-
tration. Yet in a global Nexus installation there may be a huge number of object registrations
per second. Thus the root location server would need to monitor a lot of object registration
system events per second.

5.5.2 The onDeregisterObject Event

An onDeregisterObject event registered for an object m can only occur at the leaf location
server where m is currently registered. So it is straight-forward to adapt the strategy discussed
for the distPosUpdate event in section 5.4.1 as follows.

We use local observation introduced in section 5.1.1—the leaf location server’s event compo-
nent waits for object m’s deregistration system event to occur and forwards it as a corresponding
onDeregisterObject event notification to a client. We also use local hand-over introduced in sec-
tion 5.2.2—when object m is handed over from leaf location server LLS1 to leaf location server
LLS2 the event registration is transferred also.

5.6 Summary

In this section we have discussed our solutions to distributed observation of object-bound single-
object events.

For single-object events in general we have compared a local observation approach with a
remote approach. We have found that local observation is better than remote observation if we
can transfer observation state at object hand-over between local observers.

So second, we have presented two hand-over techniques to transfer event observation state
from one local observer to another. We have compared our approaches and found that local
hand-over is better suited for our requirements.

Finally, we have presented details of the individual object-bound single-object events’ im-
plementation.



Chapter 6

Area-Bound Single-Object Events

This chapter discusses our solutions to distributed observation of area-bound single-object
events—onEnterArea, onLeaveArea, onCrossingLine, onRegisterArea, onDeregisterArea, and
contAreaUpdates.

In chapter 4 we have specified a set of spatial events by defining their predicates. Chapter
5, this chapter, and chapter 7 discuss how to evaluate each predicate. Chapter 5 has discussed
the remaining single-object events—those bound to an object. Chapter 7 presents solutions to
distributed observation of the onMeeting event—our only multi-object event.

First, we introduce our solution of registering an area-bound event at a fixed set of leaf
location servers. Second, we compare this approach with our alternative approach of using
multiple copies of our approach for object-bound single-object events—local observation plus
local registration hand-over. Third, we discuss our solution to distributed observation of timer-
based events. Finally, we describe our solutions to observing the remaining area-bound single-
object events.

6.1 Pre-Registering Sub-Events

This section discusses our primary solution to distributed observation of area-bound single-
object events. Section 6.2 introduces our alternative approach and compares both approaches.

First, we introduce the concept of pre-registering sub-events at a set of local observers.
Second, we present how to derive the set of local observers. Finally, we examine the costs
incurred by this approach.

6.1.1 Concept

The idea of the approach presented in this section is to derive the set of potential local observers
from the event’s observation area and probability threshold, which are specified in the event’s
registration. Then we can register appropriate sub-events at these observers. After this initial
registration burst we do not have to worry about event registration anymore as the event’s
observation area is fixed. Figure 6.1 illustrates the idea.

Scope

For this approach we assume that each mobile object of interest may register, move, and dereg-
ister during event observation. This means we cover the entire graph depicted by figure 6.2.
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Figure 6.2: Registration states of a single object (reprint of figure 2.3).
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Figure 6.3: Potential local observers of an area-bound event. Left: when building on the point
location model we use the overlap of event observation area Ae with a leaf location server’s
observation area to determine the set of potential observers. Here the set consists of LLS6,
LLS7, LLS10, and LLS11. Right: when building on the location area model we use overlap
of bounding rectangle Ar with a leaf location server’s observation area to determine the set of
potential observers. Here the set consists of leaf location servers LLS1 to LLS16.

No Event Observation State Hand-Over Needed

Note that in this approach no local observer keeps object-specific state in an area-bound event
observation. So there is no need for observation state hand-over during object hand-over.

6.1.2 Deriving the Set of Potential Local Observers

Section 4.6.5 has shown that an object may cause area-bound events whose observation areas
do not overlap with the service area of the object’s current leaf location server. This section
presents our solutions to determine the set of leaf location servers at which a mobile object
could be registered and still cause an area-bound event.

Figure 6.3 illustrates the case. Leaf location servers’ service areas LLSi are adjacent and non-
overlapping. Yet each one is of arbitrary shape and size. Generally, also an event’s observation
area Ae is of arbitrary shape and size. The following paragraphs in turn present our solutions
based on the point location model and the location area model.

Point Location Model

In the point location model the mobile object must be registered at a leaf location server
whose service area overlaps with the event observation area Ae to cause the event. Predicate
management therefore queries the location service for all leaf location servers overlapping with
Ae.

Location Area Model

In the location area model a mobile object may be registered at a remote leaf location server,
yet its huge location area may still overlap with an event observation area Ae and cause the
event as the overlap exceeds the event’s probability threshold ϑ. The size of such an object’s
location area Am, which still causes the area-bound event, is upper bounded by max(Am) as
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follows.

p{m in e} =
Am ∩Ae

Am
≥ ϑ ⇒ Am ≤ Am ∩Ae

ϑ
≤ Ae

ϑ
≤ Ab

ϑ
= max(Am) (6.1)

We have introduced Ab, Ae’s minimum bounding rectangle, to avoid the computation of Ae’s
arbitrary shaped area. This means that the max(Am) is larger than the maximum location area
discussed above. Note that the approach is correct as it tends to create a larger overlap area as
required.

Our location area model defines that a location area Am is a circle. So we derive the radius
rmax of the maximum location area max(Am).

rmax =

√
Ab

ϑ ∗ π
(6.2)

The maximum radius rmax is the maximum distance of the center of a location area to a
possible object location. We again use a conservative estimate to simplify the discussion by
calculating rectangle Ar, whose length or width is the sum of the Ar’s length or width and
2 ∗ rmax. This rectangle again is larger than the one actual required.

Finally, predicate management retrieves those leaf location servers whose service area over-
laps with Ar.

6.1.3 Cost Analysis

Our approach incurs the following costs.

1. For each leaf location server identified as a potential observer.

(a) Predicate management generates an event registration r.

(b) The notification service transmits r.

(c) The leaf location server receives r and registers the event.

(d) For each corresponding system event the leaf location server.

i. Check if the event predicate holds.
ii. If the predicate holds, generate a corresponding notification.

So the incurred costs grow with two variables—the number of leaf location servers identified
as potential observers and the number of system events potentially causing the registered area-
bound user event.

6.2 Pre-Registering Sub-Events versus Event Registration Hand-
Over

This section compares our primary solution to distributed observation of single-object area-
bound events discussed in section 6.1 with an alternative approach.

6.2.1 Event Observation Hand-Over for Area-Bound Events

This section presents our alternative approach for distributed observation of single-object area-
bound events. Note that the implementation of this alternative approach is outside the scope
of this work.
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Motivation

The idea is to provide a better solution than our pre-registering solution discussed in section
6.1 for the following special case of an area-bound event being more similar to an object-bound
event.

An area-bound event observation area may be registered at a huge number of leaf location
servers while very few objects actually cause the event. For example a university campus could
be covered by a lot of leaf location servers’ service areas. Therefore an onEnterArea(university
chancellor, university campus) event predicate would be registered at a lot of leaf location
servers. Yet our object selector university chancellor matches a single object, which is registered
at at-most-one leaf location server. Therefore the event would be similar to an object-bound
event and our pre-registration approach could be a waste of resources.

Note that the argument in general aims at a low objects to observers ratio. Therefore it also
applies to object selectors matching more than one, yet few, objects.

Additional Assumption

The following paragraph uses the following functionality, which is not implemented in the lo-
cation service. We would need a mapping from objectSelector to the objectId of each object
matching the objectSelector.

Solution

The following approach provides a better solution to the above scenario.
First, predicate management determines the set of registered objects matching the event’s

object selector and their current leaf location servers. In our above example event predicate
onEnterArea(university chancellor, university campus) this would be one object.

Second, predicate management registers a corresponding sub-event on each object at the
respective leaf location servers. Finally, on each object we apply our primary approach for
distributed observation of object-bound single-object events—local observation plus local ob-
servation hand-over approach, which we have presented in chapter 5.

6.2.2 Comparison

This section compares our pre-registration approach discussed in section 6.1 with our event
registration hand-over approach presented in section 6.2.

Object Selector Resolution Problem

The location service does not support the first step of our alternative approach. So predicate
management cannot determine the set of registered objects matching the object selector.

Scope

Another drawback of the alternative approach is that it inherits the limited scope of our location
update user events discussed in sections 4.4.2 and 4.4.2. So we assume that an object of interest
is registered prior to event registration and that the object does not deregister and re-register
at another leaf location server during event observation.
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Figure 6.4: Distributed observation of the area-bound timer-based contAreaUpdates event.
Left: example configuration of an contAreaUpdates event’s observation area Ae registered at
leaf location servers LLSv and LLSw. Right: event registrations r, notifications n, and an
object hand-over h.

Scenario pro Event Pre-Registration

The following presents an extreme scenario for our pre-registration approach. Here an object
selector matches many objects but the event observation area is contained by a single leaf
location server, for example in an onEnterArea(any human, remote island) event.

Our event registration hand-over approach would register this event for every human and
hand it over for each object hand over. All of this would be wasted.

Conclusion

We believe that the pre-registration approach is a good solution for the majority of cases. Yet
it remains unclear if and how we can determine an extreme case in advance and then switch
observation strategies if needed.

6.3 Timer-Based Events

This section presents and analyzes our solution to distributed observation of area-bound timer-
based events in general and the contAreaUpdates event in particular.

6.3.1 Distributed Observation

This section presents our solution to distributed observation of our only area-bound timer-based
event—contAreaUpdates.

We adapt our approach presented in section 6.1, where independent local observers send
notifications directly to the client. The following paragraphs uses figure 6.4 for illustration.
Note that our alternative approach discussed in section 6.2 could also be used.

Event Registration

First, predicate management determines the set of leaf location servers being potential observers
of the event as described in section 6.1.2. Then predicate management registers the event at each
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of these leaf location servers. In our example this set consists of leaf location servers LLSv and
LLSw. Here we denote a leaf location server’s local time of event registration as tv respectively
tw.

Event Observation

A local observer generates and sends event notifications nv+j respectively nw+j with j ≥ 1 in
the user defined frequency ∆−1

CAU . A notification contains identity and location of those mobile
objects matching the event’s object selector and being registered at the respective leaf location
server at the respective times tv+j and tw+j .

Object Hand-Over

On object hand-over h no event registration or event observation state is handed over as the
observation state is bound to the area and not to individual objects.

6.3.2 Analysis

This section analyzes how our distributed observation solution presented in section 6.3.1 changes
observation semantics from local to distributed observation.

Notification Frequency

In local observation, the event’s observation area is contained by a single leaf location server’s
service area. In user-defined frequency ∆−1

CAU a local observer checks for which objects the event
predicate holds and includes their identity and location in a notification. This means the client
receives one notification per report interval.

When the event’s observation area spans the service area of k > 1 leaf location servers
each server behaves as described above. Especially each observer generates its own notification.
This means that k notifications per report interval ∆CAU must be generated by the observers,
transported by the notification service, and interpreted by the client.

Hand-Over Hides Objects

During object hand-over an object may not be included in any notification or included in two
notifications. In figure 6.4 the object handed-over from LLSv to LLSw is whether included in
notification nv+3 nor in notification nw+3.

6.4 Area-Bound Location Update Events

This section discusses solution details unique to distributed observation of our area-bound single-
object location update user events—onEnterArea, onLeaveArea, and onCrossingLine.

We generally use our approach of pre-registering sub-events discussed in section 6.1. Note
that our alternative approach discussed in section 6.2 could also be used.

6.4.1 The onEnterArea and onLeaveArea Events

This section examines the impact of object hand-over on distributed observation of the onEnterArea
and onLeaveArea events based on our pre-registering approach of section 6.1.

In section 6.1 we have discussed the idea of pre-registering corresponding sub-events at those
leaf location servers’ event components whose service areas overlap with the event area. The
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Figure 6.5: Impact of object hand-over on distributed onEnterArea and onLeaveArea event
detection. Left: in an onEnterArea event observation the target leaf location server’s service
area overlaps with the event area. Right: in an onLeaveArea event observation the source leaf
location server’s service area overlaps with the event area.

following paragraphs examine which leaf location server participating in an object hand-over
needs to evaluate an area-bound event predicate.

The onEnterArea Event

The left part of figure 6.5 illustrates mobile object m1 moving from m1(t0) to m1(t1). This causes
an object hand-over. As onEnterArea sub-events have been registered at those observers whose
service area overlap with the event area the target leaf location server of an object hand-over
needs to monitor onEnterArea event predicates.

The onLeaveArea Event

The right part of figure 6.5 illustrates mobile object m2 moving from m2(t0) to m2(t1). This
causes an object hand-over. As onLeaveArea sub-events have been registered at those observers
whose service area overlap with the event area here the source leaf location server of an object
hand-over needs to monitor onLeaveArea event predicates.

6.4.2 The onCrossingLine Event

This section discusses approaches to distributed observation of the onCrossingLine event.

How onCrossingLine differs from onEnterArea or onLeaveArea

The following highlights why the distributed observation of the onCrossingLine event is more
difficult than the distributed observation of the onEnterArea or onLeaveArea events.

Basically, an object can cause an onCrossingLine event even when whether its current nor
its previous leaf location server’s service area overlaps with the event’s spatial restriction, which
is a line segment for onCrossingLine.

For example in the left part of figure 6.6 mobile object m1 causes an onCrossingLine event.
The object is registered at leaf location servers LLS1(t0) and LLS1(t1) and each of their service
areas does not overlap with the event’s line segment. So when registering an onCrossingLine
event only at those leaf location servers overlapping with the line segment we could have not
detected the event. This would weaken distributed event observation semantics.

In contrast, an object causing an onEnterArea or onLeaveArea event is at least once regis-
tered at a leaf location server whose service area overlaps with the event’s spatial restriction,
which is an area. This has the benefit that—for the point location model—it is enough to reg-
ister the event at each leaf location server whose service area overlaps with the event’s spatial
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Figure 6.6: Determining the set of potential observers of an onCrossingLine event based on
the point location model. The idea is to assume a maximum object step length smax and then
determine rectangle Ar for the event line segment le.

restriction. With each new location the leaf location server can check if the predicate holds. In
case of an object hand-over either one of the leaf location servers can perform this check.

Solutions

We see the following approaches to distributed observation of the onCrossingLine event. The
first approach weakens event observation semantics and the second approach is very expensive
in a global Nexus installation.

First, we could assume a maximum step length smax of a mobile object. Then we can
compute a rectangle Ar around the event’s line segment. We then register the event at each
leaf location server whose service area overlaps with Ar. In distributed observation based on
the location area model we would derive a larger rectangle similar to the discussion presented
in section 6.1.2.

This would guarantee that a mobile object crossing an event line is registered at least once
at a leaf location server where the event is registered. The right part of figure 6.6 illustrates the
approach.

Second, we could modify each object hand-over and query the top-most leaf location server
during hand-over for any onCrossingLine events registered in its service area. Note that this
approach would place a heavy burden on the upper hierarchy of location servers, especially the
root location server. Also, we would need to establish new communication channels within the
location server hierarchy.

A similar approach would be to register each onCrossingLine event predicate at every
leaf location server. Section 5.5.1 discusses such an approach for the onRegisterObject event
observation—this approach is unrealistic in a global Nexus installation.

6.5 Registration- and Deregistration-Based Events

This section presents our solutions to distributed observation of the area-bound registration-
based event onRegisterArea and the area-bound deregistration-based event onDeregisterArea.
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6.5.1 The onRegisterArea Event

We observe this event with the pre-registering approach of area-bound events discussed in section
6.1.

6.5.2 The onDeregisterArea Event

As opposed to the registration event of section 6.5.1, a deregistration event observation could be
handed over together with a moving object. So we can use both our approaches to distributed
area-bound event observation—like for the area-bound location update events discussed in sec-
tion 6.4.

6.6 Summary

In this chapter we have discussed our solutions to distributed observation of our area-bound
single-object events. These are the onEnterArea, onLeaveArea, onCrossingLine, onRegisterArea,
onDeregisterArea, and contAreaUpdates events.

First, we have introduced our solution of registering an area-bound event at a fixed set of
leaf location servers. Second, we have compared this approach with our alternative approach of
using multiple copies of our approach for object-bound single-object events—local observation
plus local registration hand-over.

Third, we have discussed our solution to distributed observation of timer-based events.
Finally, we have described our solutions to observing the remaining area-bound single-object
events.



Chapter 7

The onMeeting Multi-Object Event

This chapter discusses our solutions to distributed observation of our only multi-object event—
onMeeting.

In chapter 4 we have specified a set of spatial events by defining their predicates. The
evaluation of these predicates is discussed in chapter 5 for single-object object-bound events, in
chapter 6 for single-object area-bound events, and in this chapter for object-bound multi-object
events.

First, we present solution details unique to the evaluation of multi-object predicates in
general. Second, we discuss our solutions to distributed observation of the distance between
objects. Finally we discuss a purely object-bound, an area-bound, and a combined solution to
distributed observation of the onMeeting event.

7.1 General Multi-Object Event Solutions

This section discusses how to solve challenges unique to multi-object events.
First, we discuss the initial steps of multi-object event observation. Second, we present our

concept of implementing location soft-state with timer-based location update events.
Third, we present our approach of dealing with transmission delay and event occurrence

intervals in distributed observation. Fourth, we analyze the problem of overlapping sub-event
occurrence intervals. Fifth, we present how we calculate the probability of one sub-event occur-
ring before another sub-event. Finally we discuss the treatment of late sub-events.

7.1.1 Observation Startup

This section describes the initial steps of multi-object event observation. The procedure re-
sembles the one in remote single-object event observation discussed in section 5.1.2. Figure 7.1
illustrates the following steps.

User Event Registration

First, predicate management determines those leaf location servers LLS0 to LLSn currently
managing the mobile objects to be tracked individually.

Second, predicate management forwards the client’s event registration to an observation
module. Ideally, this observation module is placed in such a way that the communication delay
between leaf location servers and observation module is short most of the time. Note that this
observation module placement problem is beyond the scope of this work.
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Figure 7.1: Initial steps of distributed multi-object event observation. Predicate management
and the created observation module each retrieve a list of leaf location servers LLS0, . . . LLSn

with n ≥ 0 managing objects of interest from the location service. The observation module
registers sub-events on these objects at the leaf location servers retrieved, which is denoted by
rsub.

Sub-Event Registration

Like in remote single-object event observation, the goal is to forward each system event of
interest as a user event to the observation module.

First, the observation module determines the leaf location servers LLS0 to LLSn currently
managing the objects to be tracked individually.

Second, the observation module registers appropriate sub-events at these leaf location servers.

7.1.2 Locations as Soft State

This section discusses the concept of using a timer-based location update user event—the object-
bound contPosUpdate or the area-bound contAreaUpdates—to implement location soft state.

For each object of interest the observation module registers a timer-based location update
user event. For each object this continuously generates one notification per given time interval
∆C. The notification contains the object’s current location. So from the observation mod-
ule’s point of view the leaf location servers deliver a sequence of object location snapshots by
transmitting each object’s location at a given frequency.

The strategy described above is a soft state approach as previously used by McQuillan,
Richter, and Rosen for Arpanet routing [18]. In a soft state approach state is continuously
refreshed. So a client can restore a current model of the observed system without additional
error handling procedures.

7.1.3 General Sub-Event Delaying Technique

The following solution extends the uniform delaying technique presented by Mansouri-Samani
and Sloman for the GEM project [17]. First, we adopt their idea of dealing with transmission
delay. Second, we extend this idea to deal with clock offset.
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Figure 7.2: History sub-event notification queue delaying two events e1 and e2. Event sources
LLS1 and LLS2 have associated e1 and e2 with their local detection timestamps t1 respectively
t2. The estimate of a source’s local clock offset from standard time at event detection is denoted
by ε1(t1) respectively ε2(t2).

Transmission Delay

The observation module keeps a queue, also called history, ordered by the sub-event’s timestamp
te. Each arriving sub-event e is kept in the queue at least until the maximum transmission delay
of all events sent at te has passed. So the observation module can at time t interpret the first
event e of the queue if the following holds: t ≥ te + ∆max.

As discussed in section 4.5.7, we need to order and therefore delay every sub-event. so
our solution would not benefit from GEM’s event specific delaying technique. This technique
interprets some sub-events immediately—without delaying them in the queue—and therefore
potentially out of order. Such an immediate interpretation is appropriate for a sub-event noti-
fication rendering other sub-events obsolete, e.g. “discard composite user event”. This can be
interpreted immediately without waiting for other sub-events. Yet there are no such overriding
sub-events in our specification.

Clock Offset

As discussed in section 3.4.5 a Nexus observer may provide an estimate ε(te) of its local clock’s
offset from UTC standard time at time te it has detected a user event. With this estimate ε(te)
the event occurrence timestamp te can be mapped to an event occurrence interval
[te − ε(te); te + ε(te)]. Figure 7.2 provides an example of two events e1 and e2 being detected at
local times t1 respectively t2.

Note that the step from event occurrence timestamps to event occurrence intervals also
changes the resolution of sub-events. Now two sub-event timestamps t1 and t2 must be at least
ε(t1) + ε(t2) ≤ 2 ∗ εroot apart to have a single occurrence order. Otherwise more than one
occurrence order is possible.

This implies that we need to increase the delay in the queue discussed above to the following:
t ≥ te + ε1 + ∆max + ε2. Note that we need to assume a general upper bound εroot for ε2.
Otherwise the history would be delayed forever. Alternatively we could assume a lower limit for
the maximum probability of a sub-event ordering. When using the former we have the following
condition.

t ≥ te + ∆max + 2 ∗ εroot (7.1)

With increasing εroot both the artificial delay and the probability of two sub-events having
overlapping occurrence intervals increases. The following section discusses how to deal with
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Figure 7.3: Overlapping sub-event occurrence intervals. At time ti the observation module
receives a new location of object mi indicating movement Mi. Left: different objects. Right:
same object.

overlapping occurrence intervals.

7.1.4 Concurrent Sub-Events

After maximum transmission delay and clock offset are compensated by waiting, the queue is
ordered as the sub-events have occurred. Yet the occurrence intervals of any pair of subsequent
sub-events may overlap.

This section examines overlapping event occurrence intervals. Section 7.1.5 presents our
model of calculating the probability of an ordering of two sub-events.

Intransitive Overlap Relation

The left part of figure 7.3 gives an example of three secondary objects m1, m2, and m3 almost
simultaneously entering meeting distance from primary object m0. The observation module
receives corresponding notifications containing timestamps t1, t2, and t3. The corresponding
event occurrence intervals overlap: M1 q M2 and M2 q M3. So m2 may have moved before or
after m1 and m3.

Yet object m1’s interval ends before m3’s starts. So M1 has happened before M3: M1 → M3

and therefore M1 / M3. Therefore the observation module can derive that m1 has moved before
m3. So there are three valid orderings: (M1, M2, M3), (M1, M3, M2), or (M2, M1, M3).

Using Local Clock Ordering

A leaf location server’s local clock guarantees total timestamp ordering of its local events. So the
observation module can derive more ordering information from looking at notifications’ sources.
Any two notifications are totally ordered if they have been sent by the same event source.
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Figure 7.4: Ordering probability of two sub-events e1 and e2. Area A{e1→e2} visualizes the
probability of event order e1 → e2. Point in time t denotes a time at which sub-event e might
have occurred. The upper diagram shows for each t1 the number of points t2 for which t2 > t1
holds.

The right part of figure 7.3 presents an example. Here the observation module receives
two notifications on the same secondary object m1. If they are from the same source they are
totally ordered. But total ordering is not guaranteed if m1 has been handed over from some
leaf location server LLS1 to another one LLS2 in the interval between the above notifications
have been sent.

7.1.5 Probability of Sub-Event Ordering

This section presents how we calculate the probability of one sub-event occurring before another
sub-event.

Input: Occurrence Intervals

The algorithm takes as input the occurrence interval of each sub-event. An occurrence interval is
given by the earliest and latest points in time at which the event has occurred with a probability
greater zero—according to our model. The lower part of figure 7.4 denotes the earliest point of
e by min(e) and the latest point by max(e).

Figure 7.4 illustrates the case where two occurrence intervals overlap and no occurrence
interval is contained completely by the other. Figure 7.5 illustrates the case where one occurrence
interval is completely contained by the other.

Algorithm

We assume an equal probability distribution within an event occurrence interval. Now we derive
the probability of sub-event e1 occurring before sub-event e2, denoted by e1 → e2, as follows.

1. If e1 and e2 have been generated by the same event-source then they are implicitly totally
ordered as the sender-attached timestamps area totally ordered. So we have derived the
ordering and leave the algorithm.
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Figure 7.5: Ordering probability of two sub-events e1 and e2, where one occurrence interval is
completely contained by the other.

2. Without loss of generality we call the event with smallest earliest occurrence time event
e1: min(e1) ≤ min(e2).

3. If the occurrence intervals do not overlap then e1 → e2 is guaranteed and we leave the
algorithm: {max(e1) ≤ min(e2)} ⇔ {p{e1→e2} = 1}.

4. The reminder of this algorithm derives p{e1→e2} for the remaining cases—e1 and e2 have
been produced by different event-sources and the sub-event occurrence intervals overlap.

(a) Using the theorem on intersecting lines [8, p 197] we calculate At—the dark, trian-
gular area of figure 7.4: At = 0.5 ∗∆2

{e1∩e2}.

(b) Probability p{e1→e2} is the quotient of A{e1→e2} and the total area ∆e1 ∗∆e2 repre-
senting both orderings.

(c) If max(e1) ≤ max(e2).

i. A{e1→e2} = ∆e1 ∗∆e2 −At.

ii. p{e1→e2} = 1−
∆2
{e1∩e2}

2∗∆e1∗∆e2
.

(d) Else—this case is also illustrated by figure 7.5.

i. A{e1→e2} = (max(e2)−min(e1)) ∗∆e2 −At.

ii. ∆{e1∩e2} = ∆e2 .

iii. p{e1→e2} = 1
∆e1

∗ (max(e2)−min(e1)− 0.5 ∗∆e2).

7.1.6 Late Sub-Events

Using Internet connections there is always a small chance that a sub-event notification is delayed
longer than our conservative estimate of the maximum communication delay. This section
discusses our solution in case a sub-event notification arrives late.
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Overview of Approaches

We see the following approaches.

1. Interpret the content of a late sub-event notification.

(a) Generate the corresponding composite event notification if its predicate holds—treat
the late sub-event notification like it would have arrived on time.

(b) Never generate a composite event notification.

2. Never interpret the content of a late sub-event notification—discard the late sub-event
notification.

Discussion

In the observation of an onMeeting event we generally cannot afford to discard sub-event no-
tifications. For example an object registration may trigger the observation module to register
additional sub-events on that object. So the observation module should interpret the content
of a sub-event notification to reflect it in the observation module’s internal state.

The remaining approaches have in common that they interpret the content of a late sub-
event notification. Section 4.5.7 shows that an out-of-order sub-event notification can generate
a composite event notification of an event that has never occurred in reality. A sub-event e1’s
late notification n1 is potentially out of order as the observation module may interpret sub-event
e2’s notification n2 with e1 → e2 before n1 arrives. To prevent such erroneous composite event
notifications the observation module does not generate composite event notifications based on
late sub-event notifications.

7.2 Purely Object-Bound Distance Solution

This section first gives an overview over our solutions to distributed observation of the spatial
distance between objects. We then present our purely object-bound solution. Section 7.3
discusses the remaining area-bound solutions and provides a comparison.

7.2.1 Overview

In case all objects of interest can be tracked individually there are four combinations of how
to observe objects underrunning or exceeding a given distance from each other. Otherwise, if
for example secondary objects in an onMeeting event cannot be tracked individually, we have
only one choice—area-bound observation of secondary objects combined with object-bound
observation of the primary object. Table 7.1 presents the sub-events to be registered for each
case.

7.2.2 Concept

This section describes how to observe the distance between objects based only on object-bound
sub-events. As shown in the top left cell of table 7.1 this requires one object-bound location
update user event per object of interest.
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Mi object-bound Mi area-bound
M0 object-bound 1 ∗ xPosUpdate(m0) 1 ∗ xPosUpdate(m0)

k ∗ xPosUpdate(mi) 1 ∗ onY Area(mi, A0)
M0 area-bound k ∗ onY Area(m0, Ai) k ∗ onY Area(m0, Ai)

k ∗ xPosUpdate(mi) k ∗ xPosUpdate(mi)
1 ∗ onY Area(mi, A0)
1 ∗ xPosUpdate(m0)

Table 7.1: Four solutions to distributed spatial distance observation, assuming each object can
be tracked individually. Primary object m0’s movement is denoted by M0 and secondary object
mi’s movement is denoted by Mi with 1 ≤ i ≤ k. Variable xPosUpdate can be set to any object-
bound location update user event—either distPosUpdate or contPosUpdate. Variable onY Area
can be set to either onEnterArea to detect underrunning a given distance or onLeaveArea to
detect exceeding a given distance.

……

m0(tj)

> ddtj
(m0, m1)m1(tj)

≤ ddtj
(m0, m2)m2(tj)

DistanceLocation

……
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(m0, m2)m2(tj+1)
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At time tj+1
predicate true 
for object m1

tj:

Figure 7.6: An observation module determining the distance between primary object m0 and a
set of secondary objects mi in a purely object-bound observation approach. Here the predicate
is true for m1 at time tj+1.



7.2 Purely Object-Bound Distance Solution 101

R1 m1

R2

M1 M1, M2

m1 m2

R1

m1

R2

M0, M1

m1 m2

M0 M0, M1, M2

m0 m0 m0

R0 R0 R0D0 D0 D0

D1

D1

D2

D2

…

…

R3

R3

D3

D3

Figure 7.7: Reprinted figure 4.13. Each state shows location and meeting distance area of
the registered objects. A transition occurs if an object registers R, moves M , or deregisters D.
Note that in this figure mi denotes any secondary object and not a specific one.

Example Predicate Evaluation

Figure 7.6 illustrates the following general steps to evaluate the onMeeting predicate as defined in
equation 4.17. As different sub-events may occur on different leaf location servers an observation
module is the only place to execute the algorithm.

First, at time tj the observation module knows the location m0(tj) of the primary object m0

and the locations m1(tj) and m2(tj) of the secondary objects m1 and m2. Second, from these
locations the observation module computes each distance between the primary and a secondary
object. Third, the observation module compares each distance with the event’s meeting distance
d.

Fourth, the observation module repeats the entire procedure of steps one to three at the
next time tj+1 the observation module receives a new position mi(tj+1). Finally, from both
procedure results the observation module determines the set of secondary objects for which the
predicate holds at tj+1. Note that the observation module applies the general event delaying
technique introduced in section 7.1.3.

7.2.3 Object States and Transitions

This section discusses the object states and transitions in a distributed onMeeting event obser-
vation when primary and especially secondary objects can be tracked individually. Figure 7.7
illustrates the following paragraphs.

Precondition of Observation

At least one mobile object of interest, either the primary or any secondary object, must be regis-
tered before the event predicate is registered. The following section motivates this precondition.
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Primary object’s registration—R0

The R0 transition can be tracked if the observation module registers an onRegisterArea event
on each secondary object.

If no secondary object is registered (top-left state of figure 7.7) we would again need to
monitor each leaf location server. As this would be too expensive in a global Nexus installation
the observation module declines the registration of the onMeeting event predicate.

Primary object’s deregistration—D0

The D0 transition may lead to the top-left state of figure 7.7, where no object of interest is
registered any more. Similar to the discussion in section 7.3.3, there are two approaches to
treating the D0 transition.

First, ignore it. Second, detect it. We use the same argument as in the related discussion
and choose the first approach.

Primary object’s movement—M0

The observation module registers an object-bound location update user event, either distPosUpdate
or contPosUpdate, to the track primary object’s movement.

Secondary objects’ registration—Ri

The observation module registers an appropriate onRegisterArea sub-event and adjusts it to the
primary object’s movement.

Secondary objects’ deregistration—Di

The observation module ignores secondary objects’ deregistration. We use the same argument
as for transition D0.

Secondary objects’ movement—Mi

The observation module registers an object-bound location update user event on each secondary
object.

7.3 Area-Bound Solutions

This section presents our area-bound approaches and compares them to the object-bound ap-
proach presented in section 7.2.

The area-bound approaches relate to our alternative solution to distPosUpdate event ob-
servation presented in section 5.4.1, where we also observe an object-bound event using an
area-bound onLeaveArea sub-event.

7.3.1 Idea

The underlying idea is to abstract from some objects’ individual locations and to instead concen-
trate on the distance between the objects. In a two-dimensional world model, an object crossing
a circle’s borderline is equivalent to an object crossing the distance defined by the circle’s ra-
dius from the object defined by the circle’s center. We can use onEnterArea or onLeaveArea
sub-events having a circular observation area to detect such borderline crossing events.
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Figure 7.8: Primary object m0 moves within meeting distance of secondary object m3.

Table 7.1 shows a total of three combinations involving at least one area-bound observation.
The following paragraphs illustrate the idea by using an object-bound observation of the primary
object and an area-bound observation of the secondary objects.

In our example the observation module registers an onEnterArea event on the primary
object. Its objectSelector exactly matches the secondary objects. This generates a notification
if and only if the primary object and a secondary object have underrun the predicate’s meeting
distance.

7.3.2 Area Adjustment

When the primary object moves we need to deregister the onEnterArea event and re-register
it centered at the primary object’s new location. Therefore we also need to register an object-
bound location update user event on the primary object to detect its movements.

In our example the observation module has registered an onEnterArea event on the primary
object m0 to track secondary objects entering meeting distance from m0. But also m0 may
enter meeting distance from one or several secondary objects by moving. Figure 7.8 illustrates
an example.

Range Query Required

The observation module could detect such an onMeeting event with a range query. Dudkowski’s
local onMeeting observation uses range queries provided by any single leaf location server [7, p
35]. Such a query maps an area to the set of objects currently inside the area.

The observation module needs to query the location service for secondary objects inside
A0(t1)−A0(t0), the dark area in figure 7.8.

Note that such a range query is the only chance to detect this onMeeting event as the
observation module does not keep any state on m3.

Observation Semantics Weakened

The above discussion on range queries has assumed that secondary objects do not move while
the observation module adjusts the meeting distance area. Secondary object movement between
primary object movement and area adjustments may go unnoticed. Therefore an onMeeting
event may be ignored.

Figure 7.9 illustrates the case. Note that this problem is not covered by the range query
above. The range query returns secondary object locations at a single point in time. This prob-
lem can only be fixed by continuously tracking secondary object movement while the observation
module adjusts the meeting distance area.
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Figure 7.9: Our area-bound approach to spatial distance observation weakens event observa-
tion semantics. Here, the onMeeting event predicate would hold for objects m0 and m1. But as
the observation module could not yet adjust meeting distance area A0 to primary object m0’s
new location m0(t1) the event will not be detected.

7.3.3 Object States and Transitions

This section discusses the object states and transitions in an area-bound onMeeting observation.
First, we make the difference to object-bound observation discussed in section 7.2.3 explicit.

Second, we derive the precondition of this observation. Third, we discuss the transitions of
primary and secondary objects.

Assumption

We assume that secondary objects cannot be tracked individually. So secondary objects can
only be tracked with area-bound events registered on the primary object.

Precondition of Observation

The primary object must be registered before the event predicate is registered. The following
section motivates this precondition.

Primary object’s registration—R0

In area-bound observation secondary objects cannot be tracked individually. So the only chance
to detect the primary object registering is to register either an onRegisterObject(m0) event as
discussed in section 5.5.1 or an onRegisterArea(m0, entire world) event on the primary object.

Both approaches are infeasible for a global Nexus installation including a huge number of
leaf location servers. This implies the observation module needs to decline an onMeeting event
registration in case the primary object is unregistered.
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Primary object’s deregistration—D0

The following discusses two options of treating the primary object’s deregistration. The dis-
cussion relates to the impact of object deregistration on distributed observation of a location
update user event discussed in section 4.4.3.

First, ignore it. This approach is simplest to implement. It assumes that a deregistering
object will not re-register at another leaf location server. In such a case this approach would
not detect subsequent events.

Second, detect it. This allows to explicitly terminate the onMeeting event predicate obser-
vation. Yet this approach requires to track object deregistration by registering corresponding
sub-events, here an onDeregisterObject event on the primary object.

It remains unclear whether the benefit of the second approach is worth its additional efforts.
So we choose the first one.

Primary object’s movement—M0

The observation module registers an object-bound location update user event on the primary
object to track its movement.

Secondary objects’ registration—Ri

The observation module registers an appropriate onRegisterArea sub-event and adjusts it to the
primary object’s movement. At any time the onRegisterArea sub-event should have a circular
observation area, should be centered at the primary object’s location, and should have a meeting
distance radius. This means that on primary object movement the observation module needs
to deregister the old onRegisterObject event and register a new one.

Secondary objects’ deregistration—Di

The observation module ignores secondary objects’ deregistration as it cannot cause an event
and cannot lead into a state where observation needs to be terminated.

Secondary objects’ movement—Mi

The observation module registers an appropriate onEnterArea event on the primary object
analog to the onRegisterArea event discussed above.

7.3.4 Scenarios

From the discussion we derive the following scenarios for our main area-bound approaches.

Mailman Scenario

This section presents a scenario for which the bottom-left approach of table 7.1—tracking each
secondary object with location update sub-events and registering area-bound sub-events on
each secondary object to track the primary object—is well suited. This approach is good if
the secondary objects move little. Then we do not need to generate location update sub-events
followed by adjustments to the area-bound sub-event registrations.

Consider for example an onMeeting(mailman, set of employees) event predicate evaluated
in an office-setting with the secondary objects being at their desks all day. If only the primary
object moves only area-bound sub-events occur and each sub-event notification indicates an
onMeeting event.
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Figure 7.10: Sub-event registrations for the onMeeting event.

Cashier Scenario

We have the following scenario for the top-right approach of table 7.1—tracking the primary
object with a location update sub-event and registering an area-bound sub-event on it to track
secondary objects. Analog to the previous scenario, this approach is good if the primary object
moves little. Then we do not need to generate location update sub-event notifications followed by
adjusting the area-bound sub-event registration. Instead, each area-bound sub-event notification
indicates an onMeeting event.

This would be a good strategy to observe an onMeeting(cashier, set of employees) event
predicate in an office setting, where the cashier is in his office all day and the employees come
to his office.

Conclusions

Note in the above scenarios the two different assumptions for our secondary employee objects.
If either of them would be strictly guaranteed we could use area-bound events in the first place.

No movement of either primary or secondary objects is an extreme case of a mix-of-movement
spectrum ranging from “only primary object movement and zero secondary object movement”
via “same frequencies” to “zero primary object movement and only secondary object movement”.

7.3.5 Comparison

This section compares our distributed spatial distance observation solution between two objects—
a purely object-bound observation versus an area-bound observation. After examining sub-event
registration and notification frequency we conclude that the object-bound solution is correct
and expensive whereas an area-bound solution weakens our observation semantics, yet may be
cheaper.

Sub-Event Registration to Track Movement

The purely object-bound approach registers its object-bound location update sub-events once
and does not need to adjust them. So with one primary and k secondary objects there are
a total of k + 1 sub-event registrations. In contrast an area-bound approach needs to adjust
its area-bound sub-event registrations each time the object being the center of the area-bound
event moves. Figure 7.10 illustrates the argument. This has the following implications.

First, it requires remote communication to both deregister the old event and register an
adjusted version of the same event. Second, event occurrences may go unnoticed until the
adjusted version of the event is finally registered. So an area-bound approach may weaken our
onMeeting event observation semantics.
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Figure 7.11: Combined Distance Solution.

Notification Frequency

The purely object-bound approach generates location update notifications independent of the
onMeeting event. So a large portion of notifications may be wasted. In contrast, the area-bound
approach generates onEnterArea notifications only in case the onMeeting predicate holds.

Note that the area-bound event also depends on location update notifications—in case the
object being the area-bound event’s center moves.

Conclusion

The area-bound event is advantageous in case the object being the center of the area-bound event
never moves. Then each sub-event notification generated can be forwarded as an onMeeting
event notification. On the other hand, when the center-object moves the area-bound approach
needs to re-register its area-bound sub-events. The latter may require remote communication,
which is expensive and may weaken the onMeeting event’s observation semantics.

7.4 Combined Distance Solution

This section presents our combined solution to distributed observation of the distance between
objects.

Section 7.2 has presented our purely object-bound solution and section 7.3 our area-bound
solutions. We have discussed that the object-bound approach is correct yet more expensive than
an area-bound approach. The idea of this section is to combine the advantages of object-bound
and area-bound approaches to inherit the correctness from the object-bound approach at a lower
cost inherited from an area-bound approach.

7.4.1 Idea

The idea is to track secondary objects in two different modes depending on their current distance
from the primary object. If they are far off they are tracked with a single onEnterArea sub-event
having an event area As, also called shell area, centered at a location close to m0. If a secondary
object comes closer to m0 it is tracked individually with a location update sub-event.

Primary object m0 is always tracked with a location update user event. Figure 7.11 illustrates
the idea.
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Figure 7.12: Observation start-up in our combined distance solution. Note that the observation
module triggers range queries at LLS2 as depicted and at LLS0 and LLS4, which is not depicted.

So within As we implement a purely object-bound approach to guarantee correctness and
outside As we use an area-bound approach to save the cost of uninteresting location update
notifications.

7.4.2 Observation Start-Up

Like in our previous approaches to distributed observation of the onMeeting event, predicate
management first initiates the observation module. Second, the observation module retrieves
the primary object’s current location from the location service. It calculates the shell area
As and retrieves those leaf location servers whose service area overlap with As. Third, the
observation module registers onEnterArea(mi, As) at those leaf location servers. Additionally,
the observation module registers a location update user event on the primary object and each
secondary object currently within As. Figure 7.12 illustrates these sub-event registrations.

7.4.3 Primary Object Moves

On each notification of a primary object movement the observation module monitors the distance
of the primary object’s current location from the center of shell area As. This is done together
with the distance calculation of the secondary objects within As, which are also tracked by
location update sub-events.

Close to the Shell’s Center

If the primary object stays within a given distance from As’s center there is no need to adjust
As. So unlike our area-bound approaches we do not need to adjust an area on every object
movement. Figure 7.13 illustrates this case.

Approaching the Shell’s Border

If the primary object moves further away from the center of As we need to adjust As. Therefore
the observation module first deregisters the current onEnterArea event and, second, registers
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Figure 7.13: Sub-event observation in our combined distance solution. For brevity this figure
omits details of observation start-up presented in figure 7.12.

a new one at the corresponding leaf location servers. Third, the observation module retrieves
the secondary objects within the new As but outside the previous As with a range query at the
location service.

7.4.4 Secondary Object Moves

Outside the Shell

A secondary object mi’s movement remains untracked as long as it stays outside the shell. In
this mode mi generates no notifications for this event. This is good as the high distance to the
primary object makes an onMeeting event very unlikely.

Entering the Shell

If a secondary object mi enters shell area As, like m1 does in figure 7.11, then we switch to
explicit tracking. Therefore we need to register a location update user event on mi.

Remote Location Update User Event Registration

Figure 7.13 illustrates an approach where the remote observation module controls location up-
date user event registration. Thereby the corresponding leaf location server LLS4 sends a
notification to the observation module. On reception of this notification the observation module
registers a location update user event on m1.

Figure 7.14 illustrates the drawback of this approach. Between the sending of the onEnterArea
event notification and the reception of the subsequent location update user event registration
a considerable delay may elapse. During this delay the secondary object may continue moving
untracked towards the primary object. And the primary object may move towards the sec-
ondary object. So the size of the shell needs to be made big enough to compensate for this
object movement during notification processing.

Based on figure 7.14 for the radius rs of shell area As the following must hold.

rs = 2 ∗ du + d + smax + rf (7.2)

Component smax is the upper limit of a mobile object’s step length. This is the maximum
distance a secondary object has travelled inside the shell area before a Nexus observer detects
the respective onEnterArea event. Note that we have used the same assumption on a mobile
object’s step length in distributed onCrossingLine event observation discussed in section 6.4.2.
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Figure 7.14: Entering the shell area triggers remote sub-event registration. During processing
of an onMeeting notification secondary object m1 may continue moving untracked towards m0

for distance du.

Radius rf represents the circular area Af in which the primary object may move without
adjusting the shell area registration.

Distance du = v ∗∆r depends on the secondary object’s speed v and the time ∆r needed for
onEnterArea notification processing and location update sub-event registration. So we would
need to introduce two additional assumptions—first, an upper bound vmax of a mobile object’s
speed and second, an upper limit for ∆r. Note that the latter is hard as mi could keep switching
between leaf location servers, which delays sub-event registration.

We conclude that this approach weakens event observation semantics, too.

Proposing onEnterAreaRegisterPosUpdate for Local Registration

From the above discussion of remote location update sub-event registration we conclude that
we could reduce the size of shell area As by a local registration approach. Thereby the leaf
location server detecting an onEnterArea event should immediately register a location update
user event on the secondary object causing the event.

The advantage of such an event would be that du = 0. Note that we would still need the
smax assumption introduced in the previous section.

New User Event Semantics

Such an onEnterAreaRegisterPosUpdate event would have different semantics from the other
events. Instead of receiving an event notification the observation module is interested in the
observer taking some action—registering a sub-event. This is similar to event, condition, and
action (ECA) in active databases.
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Inside the Shell

Once a secondary object is tracked by a location update user event the onMeeting observation
works as in our purely object-bound approach of section 7.2. The observation module checks
the distance of each secondary object currently within As from both the primary object and the
center of As.

Leaving the Shell

If the distance of secondary object mi from As’s center exceeds As’s radius rs then the observation
module deregisters the location update user event registered on mi.

7.4.5 Discussion

This section discusses parameter rf introduced by the approach. Note that correctness is guar-
anteed by the remaining components of equation 7.2.

An increasing rf incurs an increasing shell area As. On the positive side, a greater rf allows
fewer adjustments of the shell area. This saves event registrations, event deregistrations, and
the associated range queries.

On the negative side, a greater shell area may overlap with the service area of more leaf
location servers. This incurs more messages for event registration and deregistration and a
higher load for observation module, network, and leaf location servers.

It is hard to give an ideal value of rf for any scenario. Maybe we should include the user’s
estimate of the primary object’s operating range. For example the user could specify rf = 50m
in case the primary object is expected to stay in an office area bounded by a circle with a radius
of fifty meters.

7.5 Summary

In this chapter we have discussed our solutions to distributed observation of our only multi-
object event—onMeeting.

First, we have presented solution details unique to the evaluation of multi-object predicates
in general. Second, we have discussed our solutions to distributed observation of the distance be-
tween objects. Finally we have discussed a purely object-bound, an area-bound, and a combined
solution to distributed observation of the onMeeting event.
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Chapter 8

Experimental Setup

This chapter discusses our experimental setup. The goal is to provide enough information to
make the experiments discussed in chapter 9 reproducible.

First, we document our main implementation decisions. Second, we describe the system
environment, in which we have conducted our experiments.

Abbreviations used for Nexus Component Names

In the following discussion a name refers either to a file or directory of the Nexus CVS directory
structure or to a Nexus software component implemented as a Java class. For Nexus Java
classes we mostly use simple type names, e.g. ServiceLauncher. Only on first use we give a
type’s qualified name—qualified within the project’s name space de.uni_stuttgart.nexus. So
eventservice.observationservice.ServiceLauncher or ServiceLauncher stands for
de.uni_stuttgart.nexus.eventservice.observationservice.ServiceLauncher.

8.1 Implementation

This section documents our main implementation decisions.
First, we discusses why we chose WKT as the spatial language in which the user specifies

an event area of an area-bound event predicate. Second, we describe the main algorithm of our
event client implementation.

Third, we motivate why we have re-implemented the main class of the preliminary predicate
management. Fourth, we describe our onMeeting observation module and the concept of invok-
ing local registration modules from observation modules and predicate management. Fifth, we
discuss how to determine the set of leaf location server service areas overlapping with a given
area.

Sixth, we summarize the conversions between spatial specification languages during event
registration. Seventh, we discuss our implementation of the location area model. Finally, we
describe our object mover component.

8.1.1 Specification of Spatial Objects

This section discusses why we chose WKT as the spatial language in which the user specifies
an event area of an area-bound event predicate.

First, we describe the two main alternatives—the location service specific format and well-
known text (WKT). Then we describe our reasons for choosing well-known text.
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Format Used by the Nexus Location Service

For example the service area of a leaf location server can be set to the following segment, where
the first coordinate represents the segment’s North-West corner and the second coordinate
represents the segment’s South-East corner:
<SEGMENT WGS84: 48.8, 7.9, 0.0; WGS84: 47.6, 9.2, 0.0>.

A segment is a part of the world’s surface. A segment’s edges have a constant longitude or
latitude. Note that a small segment has almost straight and parallel edges and is almost flat.
The current Nexus Location Service implementation therefore internally represents a segment
by a rectangle. The rectangle has the same vertices as the segment.

Besides other spatial elements this location service specific format also supports lines, poly-
gons, and circles. Package shared.types.location contains classes that parse and represent
the main language elements. Both WGS84 and Gauss-Krüger coordinate systems are supported.

Well-Known Text

Well-known text [27, pp 18–23] is implemented by the Nexus GeoClasses, which all reside in pack-
age shared.geoclasses. From the simpler spatial elements it supports lines and polygons—but
no circles.

Assuming WGS84, POLYGON((48.8 7.9, 47.6 7.9, 47.6 9.2, 48.8 9.2, 48.8 7.9)) represents
the same area as the above rectangle, which approximates the segment given in location service
specific format above. Note that the polygon definition for Nexus GeoClasses requires to append
a vertex repeating the first vertex.

Note also, that the area service register expects the order of x and y coordinates in reversed
order as the WGS84 coordinate system. The location service though expects coordinates in
WGS84 order. So for example the coordinates of the city hall Stuttgart 48.775 degrees north
and 9.178 degrees east [7, p 92] would be given to the location service as “WGS84: 48.775,
9.178” and to the area service register as “9.178 48.775”—reversed and without a comma or the
WGS84 keyword.

Discussion

We decided to let the user specify event areas in WGS84-formatted well-known text for the
following reasons.

First, a leaf location server’s event component expects area specifications in the location
service specific language. So this language must be supported by the observation modules.
Second, an observation module uses WKT in requests sent to other Nexus components, i.e. to
the area service register to determine leaf location servers’ service areas overlapping with an
event area. So the observation modules must support WKT as well and conversion between the
location service specific format and WKT becomes unavoidable.

Finally, the deciding reason to let the user specify event areas in WKT is our assumption
that other Nexus components will use the observation service as well to register events and they
use WKT. We choose to use WKT specifications according to the WGS84 order, as Schwarz
has declared the reverse order as non-common1.

8.1.2 Event Client

We have implemented the eventservice.client.EventClient client application.

1Schwarz, T. 2003. GeoClasses. Internal note.
http://as.informatik.uni-stuttgart.de/nexus-internal/GeoClasses
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Algorithm

1. The client reads an XML file specifying a user-defined spatial event, for example
<cvs>/nexus/configuration/eventservice/client/RegisterOnEnterArea.xml
and sends a corresponding event registration message to predicate management.

2. The client waits to receive a corresponding EventId from predicate management.

3. With the EventId the client subscribes for the event at the notification service.

4. The client waits for event notifications.

8.1.3 Predicate Management

With PredicateManagement we have re-implemented the main class of the preliminary predicate
management. This allows us to use registration modules, introduced in section 8.1.4, to register
user-defined events.

8.1.4 Observation Modules

We have implemented one observation module for the onMeeting event. This observation module
invokes registration modules for sub-event registration, e.g. the OnEnterAreaRM registration
module.

Registration Modules

We introduce the concept of registration modules. The main idea is that both observation
modules and predicate management can locally invoke their own registration modules.

A registration module contains the functionality needed by both predicate management’s
user-event registration and an observation module’s sub-event registration of a certain event
type. One such shared functionality is deriving the set of potential event observers.

Each registration module is implemented as a subclass of RegistrationModule. Figure 8.1
shows the main part of the subclass-hierarchy. All classes reside in package
eventservice.prelim_pmanagement.registration.

Note that this concept is strictly faster than Boronas’s concept of delegating sub-event reg-
istration to predicate management [4, pp 30–31]. There predicate management is the only
entity to register sub-events. The idea behind this approach is that a future predicate man-
agement implementation will be responsible for optimal observation placement, which might
require centralized knowledge for global optimization. Yet the cost for this centralized function-
ality is additional remote communication for each sub-event registration in order to access this
centralized functionality.

8.1.5 Register of Leaf Location Server Service Areas

Recall that our main solution to distributed observation of area-bound events first determines
the set of leaf location server service areas overlapping with a given area (section 6.1). To
implement this functionality we need a Nexus service that keeps a complete list of leaf location
server service areas and is able to calculate area overlap. In sections 6.1.1 and 7.4.2 we have
called this service the LLS register.

In this section we first review the architecture of the location service. Second, we point out
two different approaches to implement our required functionality with this architecture. The
first one relying on distributed data and the second building on a central database. Then we
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<<interface>>
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+ RegisterObjectEventAtEC
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Figure 8.1: Registration module sub-type hierarchy.

compare the approaches and argue that the centralized approach is advantageous for our needs.
Finally, we discuss our implementation.

Location Service Architecture

The main point of our discussion is that so far the location service has no central data structure.
Each location server knows its own service area, its parent’s service area in case it is not the root
server, and its childrens’ service areas in case it is not a leaf server. So in general no location
server can answer the question which leaf location servers’ service areas overlap with a given
area.

Distributed Data Approach

We call our first solution approach also location service internal. This approach only adds new
methods to the location servers without adding or changing data. The implementation would
traverse the tree of location servers. Note that each communication can be expected to be
remote and therefore expensive, as the location service is assumed to be distributed in space.

Central Data Approach

In the central approach we add a central database to the location service. On startup a leaf
location server sends its service area, address, and service endpoint to this database. Then
predicate management or an observation module may query this database while processing an
event registration.

Note that this database does not hold any information on mobile objects. Instead this
database only keeps rather little and static meta or management data about the leaf location
servers themselves. So this information could be replicated several times throughout the location
service, like for example the Internet domain name system [32, pp 622–630]. Compared to the
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Internet domain name system the information stored in our approach is even more static as
location servers are expected to be long running services. So our approach does not necessarily
hamper the scalability of the location service.

Cost Analysis

Apart from the small setup cost of inserting a new location server’s service area the central
approach is strictly cheaper than the distributed approach. The central approach has two
remote communication paths per overlap calculation. The distributed approach has to traverse
a tree and thus has two or more communication paths per overlap calculation.

Implementation

To reuse existing functionality and benefit from its future maintenance we choose the Nexus area
service register (ASR) implemented by Brandhorst [5]. The area service register is implemented
as a SOAP web service. It keeps polygons and can determine spatial overlap. It keeps its data
either in main memory or uses a third party database management system to add persistence.

8.1.6 Conversion Between Spatial Specification Languages

This section gives an overview of the conversions between spatial specification languages during
event registration. We highlight those methods implemented by this work. If possible we
implement those methods within the location service specific location classes to spare the Nexus-
wide used Nexus GeoClasses from location service specific conversion code.

Area-Bound Single-Object Events

1. The user specifies an event area in well-known text—with WGS84 coordinate order.

2. A RegisterAreaEventAtEC registration module parses this specification, which is handed
over from predicate management. The registration module creates a corresponding Nexus
GeoClass instance, e.g. shared.geoclasses.CLinearPolygon.

3. The registration module exports this CLinearPolygon instance to the WKT string repre-
sentation, formatted in reverse WGS84-order for the area service register, to receive event
components whose leaf location server’s service area overlaps with the event area.

4. The registration module converts the CLinearPolygon instance to a location service spe-
cific shared.types.location.Polygon to register corresponding sub-events at the previ-
ously retrieved event components.

All parsing, export, and conversion methods, except the last, are taken from previous work
on Nexus. We have implemented the last step of converting a Nexus GeoClass CLinearPolygon
to a Polygon in a new constructor Polygon(CLinearPolygon). This constructor first exports
the CLinearPolygon to a WGS84-formatted well-known text string and then parses this string.
This allows to reuse the already implemented export functionality.

Note that well-known text does not support circles. Therefore the user can only specify
polygon-shaped location areas.
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The onMeeting Multi-Object Event

1. The user specifies a primary object and a set of secondary objects.

2. Predicate management forwards the user’s registration message to an appropriate obser-
vation module. When using an area-bound strategy, the observation module may retrieve
the primary object’s location and the location server currently tracking it.

3. The observation module calculates a circular meeting area centered at the previously
retrieved object’s location and creates a corresponding circle of type
shared.types.location.Circle. The observation module then hands this circle to a
new OnEnterAreaRM registration module instance.

4. The registration module converts the Circle to a circumlocutory Polygon, for example
with twelve vertices.

5. The registration module converts the location service Polygon to a CLinearPolygon Nexus
GeoClass instance.

6. The registration module invokes step three as described in the previous paragraph on
area-bound single-object events to derive overlapping event components.

7. The registration module registers onEnterArea sub-events with the event area given by
the circle determined in step three.

Of those steps one to five specific to the onMeeting event we could again reuse much ex-
isting Nexus code for parsing, export, and conversion. We only needed to implement the con-
version from Polygon to a CLinearPolygon. We have implemented this in the new method
Polygon.toStringWkt2dWGS84(), which uses an also newly implemented method
GeodeticCoordinate.toStringWkt2dWGS84() to export a WGS84-formatted well-known text
string representing the Polygon.

8.1.7 Location Area Model

This section discusses our implementation of the location area model, which is specified in
section 4.3. We have extended class shared.types.location.PositionSighting.

Relation between an Object and an Area

Method PositionSighting.probObjectInArea(Area) implements the relation between an ob-
ject and an area specified by section 4.3.2.

From section 8.1.1 we know that a user event area can only be a polygon. An onMeeting
sub-event can also be a circle. On the other hand an object’s location area is always a circle.

To derive the probability of the object being inside the event area we first convert each
Circle into a corresponding Polygon and then use the existing method
Polygon.intersection(Polygon) to get the intersection. We can derive the area of each
polygon, including the intersection, by using the existing method Polygon.getArea.

Note that a more elaborate implementation could compute the intersection of two circles
directly—without the polygon indirection.
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8.1.8 Object Mover

We have implemented a client application eventservice.client.ObjectMover, which extends
Leonhardi’s ls.test.TracePlayer. We use the TracePlayer’s UDP communication to a leaf
location server and add SOAP communication via the web service class
ls.soapwrapper.SOAPwrapper. So the object mover can either communicate directly via UDP
to the leaf location server or communicate via SOAP to a web service, which in turn uses UDP
to communicate with the leaf location server.

8.2 System Environment

This section describes the system environment, in which we have conducted our experiments.
First, we summarize the Nexus configuration files relevant to our experiments. Second, we

describe the setup of relevant Nexus components. Finally, we discuss which communication
protocols are used for communication paths between potentially remote Nexus components.

8.2.1 Configuration Files

This section describes the Nexus configuration files we used in our experiments.
First, we summarize the configuration files used in a single leaf location server configuration.

Second we present those files used in a configuration with one root and two leaf location servers.
Third we introduce the configuration files shared between these configurations.

Single Leaf Location Server

This is the simplest configuration. The configuration is defined by the following configuration
files, which reside in directory <cvs>/nexus/configuration/ls/.

• The location server configuration file settings.ini, among others, specifies the location
server’s service area: <SEGMENT
WGS84: 48.853304461, 8.9158971955, 0.0;
WGS84: 48.649178752, 9.2915898354, 0.0>.

• The event component configuration file ECSettingsDefault.ini.

• The event component’s SOAP wrapper web service deployment descriptor file
DeploymentDescriptor.xml. Among others this file stores name
urn:SOAPEventInterface, under which the web service class
ls.ec.soapinterface.LSSOAPEventInterfaceComponent can be reached.

• The event components’ area service register entry file settings-asr.tab. Such a file
stores the data to be submitted to the area service register to insert the event component
into the area service register of event sources. Note that two of these data are currently
redundant—the event component’s leaf location server’s service area could be derived
from settings.ini and the event component’s web service name could be derived from
DeploymentDescriptor.xml.

Root Location Server and Two Leaf Location Servers

This is the simplest configuration to test hand-over and distributed observation. The service
area dimensions are adopted from Leonhardi’s configuration files, which have been provided by
Bauer. We have checked in our revision of the configuration files in directory
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<cvs>/nexus/configuration/ls/two_two, which is short for two hierarchy levels and two child
location server per parent location server. The following list discusses the individual configura-
tion files.

• The location server configuration files root.ini, child1.ini, and child2.ini specify
among others each location server’s service area.

– root: <SEGMENT
WGS84: 48.78597248826786, 9.167717965146181, 0.0;
WGS84: 48.77245250601126, 9.188079896605316, 0.0>

– child1: <SEGMENT
WGS84: 48.78597248826786, 9.167717965146181, 0.0;
WGS84: 48.77245250601126, 9.177900297963262, 0.0>

– child2: <SEGMENT
WGS84: 48.78597248826786, 9.177900297963262, 0.0;
WGS84: 48.77245250601126, 9.188079896605316, 0.0>

Note that the root service area, and therefore also the children service areas, are contained
by the single location server configuration service area.

• A configuration file childrenEC.ini shared by the leaf location servers’ event components.
It specifies to use a linked-list data-structure for spatial event storage. The other, advanced
implementation cannot store event areas not contained by the leaf location server’s service
area.

• The event components’ SOAP wrapper web service deployment descriptor files
child1ec.xml and child2ec.xml. These files store among others the names of the web
service class ls.ec.soapinterface.LSSOAPEventInterfaceComponent:
urn:child1EventComponent respectively urn:child2EventComponent.

• The event components’ area service register entry files child1ec-asr.tab and
child2ec-asr.tab.

Configuration Files Shared among Configurations

The following configuration files are used by the above Nexus configurations.

• Area service register (ASR). Most paths for the ASR are relative to the current ASR base
directory, which Schwarz has not yet checked into the Nexus CVS. Note that currently
we use our own ASR instance. Yet we could also share the central Nexus ASR once it
becomes available.

– File <asr>/DeploymentDescriptor_ASR.xml defines web service name urn:ASR for
class asr.ASRImpl.

– File <asr>/DeploymentDescriptor_ASRAdmin.xml defines web service name
urn:ASRAdmin for class asr.ASRImpl.

– The following area service register configuration file must be reachable via the class-
path: <asr>/config/de.uni_stuttgart.nexus.asr.config.

– File <cvs>/nexus/configuration/ls/asr-types.tab stores the area service regis-
ter’s types.
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• Location Server : File
<cvs>/nexus/configuration/ls/SOAPWrapper/DeploymentDescriptor.xml defines the
name urn:LocationServerSOAPwrapper for the location server’s SOAP wrapper web ser-
vice class ls.soapwrapper.SOAPwrapper.

• Predicate Management : Starter application
eventservice.prelim_pmanagement.PMLauncher defines name
urn:PredicateManagement for the web service class
eventservice.prelim_pmanagement.PredicateManagement.

• Observation Node: The observation node’s configuration files reside in directory
<cvs>/nexus/configuration/eventservice/observationservice.

– Configuration file StartService.xml contains the fully qualified name of configura-
tion file LocalObservationModules.xml.

– File LocalObservationModules.xml lists each locally available observation module
by its fully qualified class name and globally unique name, called templateID.

• Notification service configuration file ConfigurationParameters.properties needs to be
reachable via the classpath. We use Till’s Pastry-based notification service implementation
[33, p 89].

8.2.2 Setup of Nexus Components

This section describes the setup of Nexus components relevant for our evaluation.

Overview

We concentrate on the simplest configuration of section 8.2.1—a single leaf location server. We
also assume that all components are executed on the same machine. The following steps start
all required components.

1. StartLSEventService.

(a) Tomcat servlet container.

(b) NotificationNodeStartup.

i. NNServerSideSOAPInterfaceImpl.
ii. NNServerSideTCPInterfaceImpl.
iii. NotificationNode notification node.

(c) ASRImpl area service register.

(d) LocationServer leaf location server.

(e) EventComponent leaf location server’s event component.

(f) LSSOAPEventInterfaceComponent.

(g) SOAPwrapper.

2. PMLauncher.

(a) PredicateManagement preliminary predicate management.

3. ServiceLauncher.
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Figure 8.2: Single node setup.

(a) ObservationModuleManager observation node.

4. EventClient.

Figure 8.2 gives an overview of the resulting configuration of the relevant server components.
The following paragraphs describe the above steps in more detail.

Tomcat Servlet Container

Application ls.locationserver.StartLSEventService first starts an embedded Tomcat servlet
container on the local host. The servlet container listens on port 8081 for HTTP over TCP com-
munication.

Area Service Register

StartLSEventService deploys ASRImpl and creates a type hierarchy in the area service register.
One of these types represents an event component.

Notification Node

The classes of the notification node reside in package eventservice.notificationservice.
StartLSEventService invokes NotificationNodeStartup.main(), which deploys and starts
a SOAP communication endpoint communication.soap.NNServerSideSOAPInterfaceImpl in
the local servlet container. NNServerSideSOAPInterfaceImpl holds a reference to a notification
node NotificationNode.

NotificationNodeStartup also invokes a TCP communication endpoint
communication.tcp.NNServerSideTCPInterfaceImpl. The TCP endpoint listens on port
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12500. The SOAP endpoint can be reached via the servlet container’s port 8081 listening
for HTTP communication.

Leaf Location Server

StartLSEventService creates an instance of ls.locationserver.LocationServer. Note that
unlike the other Nexus components, the LocationServer is not deployed to and run by the
servlet container but by the underlying Java virtual machine executing
StartLSEventService.

Event Component

StartLSEventService deploys ls.ec.soapinterface.LSSOAPEventInterfaceComponent,
which implements ls.ec.soapinterface.LSSOAPEventInterface and contains a reference to
the location server’s event component ls.ec.EventComponent, to the local servlet container.
So the event component can be accessed via SOAP.

StartLSEventService deploys ls.soapwrapper.SOAPwrapper, which wraps a UDP com-
munication endpoint shared.lscomm.locationserver.LSCommUDP to the
LocationServer. This way the location server can be accessed via SOAP by a client application
for position queries, by a mobile object for location updates, or other location servers.

StartLSEventService inserts data on the event component in the area service register.
These data include the web service name of the event component’s SOAP wrapper and the
event component’s leaf location server’s service area.

Preliminary Predicate Management

We use the preliminary predicate management. This implementation supports only SOAP
communication. The main class is PredicateManagement. All classes reside in package
eventservice.prelim_pmanagement.

Application PMLauncher deploys and starts the PredicateManagement in an assumed local
Tomcat servlet container.

Boronas’s Observation Node

We use Boronas’s observation node [4]. The main class is
eventservice.observationservice.management.ObservationModuleManager.

His implementation supports only SOAP communication. Application
eventservice.observationservice.ServiceLauncher deploys and starts the
ObservationModuleManager in an assumed local Tomcat servlet container.

Event Client

We have implemented our own client application eventservice.client.EventClient to reg-
ister user events and receive corresponding notifications.

Before using the Nexus build script to package all event service class files into a jar archive one
needs to copy the notification service file ConfigurationParameters.properties from direc-
tory <cvs>/nexus/configuration/eventservice/notificationservice to directory <cvs>/nexus/implementation/java/include/shared.

Alternatively, if not using the event service jar archive, make sure to include the direc-
tory <cvs>/nexus/configuration/eventservice/notificationservice containing the noti-
fication service configuration property file in the classpath.
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Figure 8.3: Communication protocols used for distributed onEnterArea observation. The
following abbreviations are used: r for event registration, q for querying the register of event
components, s for event subscription, lu for location update, and n for event notification. A
local method call is denoted by local. The event component generates and returns an eventId
on event registration. Predicate management forwards this eventId. Delays ∆r, ∆s, and ∆lu

for registration, subscription, and location update are discussed in chapter 9.

8.2.3 Communication Between Nexus Components

This section discusses which communication protocols are used for communication paths between
potentially remote Nexus components. Note that again we could use much existing work on
Nexus.

Overview

We concentrate on a simple case—an onEnterArea user event. Figure 8.3 presents the com-
munication between Nexus components during an event observation. The following paragraphs
discuss the individual communication paths.

The more complex case of an onMeeting user event uses the same communication proto-
cols. Additionally, predicate management uses SOAP to forward the event registration to an
observation node.

Client to Predicate Management

The EventClient builds a SOAP message from an XML file and sends it to predicate manage-
ment. The return message contains an EventId generated by an event component—see next
paragraph.
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Predicate Management to Area Service Register

Predicate management uses an onEnterArea registration module to register onEnterArea sub-
events. The registration module uses SOAP RPC calls to communicate with the area service
register.

Predicate Management to Event Component

The registration module introduced in the previous paragraph also uses SOAP RPC calls to
communicate with the appropriate event components. The call returns the EventId generated
by the respective event component.

Client to Notification Node

With the above EventId the EventClient subscribes via TCP for the corresponding registered
event at the local notification node. The notification node will use the client’s TCP handle to
transmit an incoming notification to the client.

Event Component to Notification Node

The event component uses SOAP to deliver its notifications.

Object Mover to Leaf Location Server

The object mover either directly uses UDP to communicate with the leaf location server or
communicates via SOAP to a web service, which in turn uses UDP to communicate with the
leaf location server.

8.3 Summary

In this chapter we have discussed our experimental setup. The goal has been to provide enough
information to make the experiments discussed in chapter 9 reproducible.

First, we have documented our main implementation decisions. Second, we have described
the system environment, in which we have conducted our experiments.
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Chapter 9

Evaluation

This chapter examines the scalability of our event observation mechanism.
First, we introduce our shopping mall scenario. This scenario requires area-bound single

object event observation and object-bound multi-object event observation, which builds on
single-object object-bound event observation. In our shopping mall scenario we compare two
Nexus installations, one with a single node and another one with two nodes.

Second, we examine single node event predicate evaluation. Third, we compare these mea-
surements with our measurements of the two node installation. We derive that adding an addi-
tional node does not necessarily increase distributed event observation capacity in the current
Nexus implementation.

From previous chapters 5, 6, and 7 we know that distributed event observation consists of
event registration, event subscription, and event predicate evaluation. So finally, we examine
event registration and subscription.

9.1 Shopping Mall Scenario

This section presents our shopping mall scenario we use to examine event observation scalability.
This scenario builds on Bauer’s shoe shop scenario [1, p 38] and Dudkowski’s shopping mall
scenario [7, pp 107–109].

First, we motivate our shopping mall scenario and present our user model. Then, we intro-
duce our two example location based services—a bargain reminder service employing onEnterArea
event observation and a foe warner service employing onMeeting event observation. Finally, we
summarize details of the testbed and fix parameter settings used in our experiments.

Sections 9.2, 9.3, and 9.4 present the corresponding experiments.

9.1.1 Motivation

The goal of our scenario is to demonstrate how our event observation mechanism scales from
observing a single leaf location server to observing multiple leaf location servers. An additional
location server is needed when more and more users are to be served by a Nexus installation.

Business Case

Assume a shopping mall having a single-node Nexus installation with a leaf location server, event
component, and observation node executed by a single system. At some point the shopping mall
expands. The technical staff wants to exploit the scalability of the Nexus platform and adds a
second machine to execute another leaf location server, event component, and observation node.
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9.1.2 User Model

Let us assume that in the above shopping mall it is common to carry a mobile computing device
featuring a location sensor. The people shopping in the mall are interested in location based
services like our bargain reminder introduced in section 9.1.3 and therefore allow their mobile
computing device to frequently send their current location to the mall’s Nexus Location Service.

User Tracking

Dudkowski assumes an average person speed of 0.8 meters per second [7, p 109]. He also requires
to update a user location at least every five seconds. This means a user may move for a maximum
of four meters before updating his or her location. We use Dudkowski’s assumptions as they
match the requirements of our location based services presented in sections 9.1.3 and 9.1.4.

9.1.3 Bargain Reminder

This section discusses the semantics of our bargain reminder example service. Our bargain
reminder resembles Bauer’s shoe shop scenario [1, p 38] and Dudkowski’s shopping scenario [7,
pp 107–109].

Our bargain reminder keeps a list of bargains and their vendors for you. You can enter a
new bargain together with its vendor. The bargain reminder looks up the vendor’s coordinates
in some database. Then it registers an onEnterArea(you, vendor’s surrounding area) event
predicate at least at those event components whose leaf location servers’ service areas overlap
with the vendor’s surrounding area. Section 6.1 discusses details of distributed onEnterArea
event registration and observation.

On your next shopping trip the mall’s Nexus installation will therefore notify you whenever
you enter the surrounding area of one of the vendors you have specified.

9.1.4 Foe Warner

This section discusses the semantics of our foe warner example service. Our foe warner service
technically resembles Dudkowski’s flirt scenario [7, pp 109–112].

Our foe warner manages a list of your foes. You can enter a list of your foes and a meeting
distance. The foe warner service registers an onMeeting(you, your foes) event predicate for you
at an observation node, for example using our object-bound approach discussed in section 7.2.

On your next shopping trip the mall’s Nexus installation will therefore notify you whenever
the spatial distance between you and one of these foes falls below meeting distance. This may
give you enough time to hide from a creditor or ex-husband.

9.1.5 Testbed

In section 9.2 we examine event observation in a single node configuration. Subsequent section
9.3 compares these measurements with a two node configuration to examine observation scal-
ability. In this section we present details about the nodes, Nexus component deployment, and
interconnection network used for these experiments.

Single Node Testbed

In our single node configuration we use a single system equipped with a 1.2 GHz Intel mobile
Pentium 3 processor and 512 MB RAM running Windows XP. The Nexus components are
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executed by a Java HotSpot(TM) Client Virtual Machine version 1.4.0-b92 by Sun Microsystems
Inc. In section 8.2.2 we have presented how to setup a single node Nexus configuration.

Two Node Testbed

In our two node configuration we use an additional system equipped with a one GHz Intel
Pentium 3 processor and 256 MB RAM running Windows 2000. On this additional machine the
Nexus components are also executed by a Java HotSpot(TM) Client Virtual Machine version
1.4.0-b92 by Sun Microsystems Inc.

The two nodes are directly wired and communicate via IP. The network connection is not
shared with other services.

Deployment Restrictions

Note the following differences to a realistic Nexus deployment.
First, in our experiments we use one object mover component introduced in section 8.1.8 per

node. This component simulates location updates by mobile computing devices. This means
that our Nexus infrastructure components need to share the computational power of their node
with the object mover component. Yet this only reduces the maximum throughput of the other
Nexus components.

Second, in our experiments we use one event client component introduced in section 8.1.2
per node. This components simulates client applications executed by mobile computing devices.
This means that our Nexus infrastructure components need to share the computational power
of their node also with the event client component. This additionally reduces the maximum
throughput of our Nexus components.

9.1.6 Fixed Parameters

This section discusses those parameter settings shared by the following experiments.
The main idea of our experiments is to evaluate the scalability of our implementation.

Therefore we set all other parameters to some reasonable default value. We do not change these
settings during an experiment or from experiment to experiment to improve the comparability
of the measurements.

Number of Objects Registered

We register a minimal number of mobile objects per leaf location server. This allows us to
determine the minimum system event observation delay. We choose to register three mobile
objects per leaf location server as this is the minimum number of objects for our distributed
onMeeting event observation discussed in section 9.3.2.

Number of Events Registered

Similar to the number of registered objects we register a single user event per node—in case of
user event evaluation. This allows us to determine the minimum event observation delay.

System Event

Recall from our system model that the Nexus Event Service currently supports object regis-
tration and deregistration, location update, and timeout system events (section 2.2.4). For our
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experiments we choose to concentrate on the location update system event, which is the one
most frequently used by our example services.

User-Specified Event to System Event Ratio

In our experiments we use a constant user-defined event to system event ratio of 50 percent.
We mean that on average each second location update system event causes a user-specified
onEnterArea or onMeeting event. In our shopping mall scenario this translates to an average
of one user event notification per 10 seconds or eight meters movement. We believe that it is
reasonable to assume this frequency to be an upper bound of what the user is willing to process.

Note the difference between a user-defined event and a user event though. For example in dis-
tributed object-bound onMeeting observation each location update system event is transferred
as a location update user event. So for distributed object-bound onMeeting event observation
we have a user event to system event ratio of 150 percent. This represents the fact that dis-
tributed observation of an onMeeting event is more expensive than a distributed onEnterArea
event observation.

User Event Blocking Interval

In his experiments Dudkowski sets the blocking interval generally to zero [7, p 92]. We use
Dudkowski’s setting. This means that no event notification is ever suppressed—neither local
user event notifications by an event component nor distributed user event notifications by an
observation module.

User Event Deregistration Interval

Dudkowski also avoids implicit deregistration by using the maximum value of the deregistration
interval [7, p 92]. Recall that the deregistration interval has been introduced to discard event
registrations whose clients have forgotten to explicitly deregister them. We use Dudkowski’s
setting.

9.2 Single Node Event Predicate Evaluation

This section examines single node event predicate evaluation. We in turn examine the costs of
system event observation, local user event observation, and distributed user event observation.

Section 9.3 compares the results of single node event predicate evaluation with two node
event predicate evaluation.

9.2.1 System Events

In this section we examine the delay of system event observation.

Motivation

We measure the minimum delay of location update system event observation. These experiments
may help in analyzing the delay of local and distributed user event observation, which both
include the delay of location update system event observation. Figure 9.1 illustrates this relation.

Our results may also be interesting for other clients of the Nexus Location Service, which do
not use user event observation but query the Nexus Location Service for the location of mobile
objects.
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Figure 9.1: Communication protocols currently used for observing different event classes. The
following variables are used: lu denotes a location update, n denotes a notification, and local
stands for a local method call; ∆sys denotes the system event observation delay, ∆local denotes the
local user event observation delay, and ∆distributed denotes the distributed user event observation
delay.

Experiment

We have used our single node installation summarized in section 9.1.5. We have not registered
any user events. Our object mover has performed series of 100 location updates.

The following paragraphs present our results when using UDP and SOAP communication
between the object mover component and the leaf location server. Figure 9.1 illustrates the
system event observation delay.

UDP

In this experiment the object mover communicates via UDP directly with the leaf location
server. In three series of 100 location updates we have measured mean system event observation
delays between four and seven milliseconds.

SOAP

In this experiment the object mover communicates via SOAP with the leaf location server’s
wrapper object SOAPWrapper, which in turn communicates via UDP to the leaf location server.
n three series of 100 location updates we have measured mean system event observation delays
between 37 and 41 milliseconds.
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Conclusion

We derive that in our single node configuration each leaf location server can process a maximum
of 140 location updates per second when using UDP. In our shopping mall scenario this means
that a leaf location server can track at most 700 mobile objects.

Using SOAP leads to a maximum of 24 location updates per second and a maximum number
of 120 mobile objects. Note that these numbers assume that no user events are registered.
Sections 9.2.2 and 9.3.2 will show that the numbers decrease when additionally observing user
events.

9.2.2 Local User Events

In this section we examine the delay of local user event observation.
Recall from our system model that a leaf location server’s event component observes local

user events. For our experiments we choose local observation of the onEnterArea user event as
required by our bargain reminder service.

Note that all event observation implemented by Dudkowski falls into this category, i.e. also
onMeeting event observation on a single leaf location server.

Motivation

By measuring the minimum delay of local area-bound user event observation we can derive an
upper bound of the number of local area-bound user events a local event component observer
can detect per second. Figure 9.1 illustrates local user event observation delay.

Experiment

We register a single onEnterArea event at the leaf location server’s event component. Each sec-
ond location update system event causes a respective onEnterArea user event. So the following
mean observation delays each include one location update system event and on average a half
user event notification.

UDP

In this experiment the object mover communicates via UDP directly with the leaf location server.
In three series of 100 location updates we have measured mean observation delays between 13
and 18 milliseconds.

SOAP

In this experiment the object mover communicates via SOAP with the leaf location server’s
wrapper object SOAPWrapper. In three series of 100 location updates we have measured mean
observation delays between 50 and 54 milliseconds.

Comparing UDP with SOAP

We compare the results of the above experiments. Using SOAP communication between object
mover and leaf location server has slowed down local user event observation by a factor of three.
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Dudkowski’s Evaluation

Our numbers compare to Dudkowski’s roughly 10,000 location updates per second in case ten
onEnterArea user events are registered at the event component [7, p 96]. So he has achieved a
mean location update delay of only 0.1 milliseconds.

Note that Dudkowski has neither used SOAP nor UDP but local method calls to generate a
location update at a leaf location server started in the same JVM instance. He has also used an
early predecessor of our current notification service implementation. So it is difficult to compare
our numbers with his.

Conclusion

We derive the following upper bounds for the number of local area-bound user events each event
component can detect per second.

For UDP we derive a maximum of 55 system event observations per second causing 27
local onEnterArea events per second. In our shopping mall scenario executing only our bargain
reminder service this means that each event component can manage at most 270 mobile objects.

Using SOAP leads to a maximum of 18 system event observations per second causing 9 local
onEnterArea events per second. In our scenario this means that each event component can
manage at most 90 mobile objects.

Note that these numbers assume only one user event is registered. In a realistic case our
numbers decrease with the number of registered events. Dudkowski has measured the relation
between the number of registered onEnterArea events at an event component and the maximum
number of location update system events [7, pp 96–97]. For the standard event storage used
in our experiments Dudkowski has determined a roughly linearly decreasing location update
frequency with growing number of registered events.

9.2.3 Distributed User Events

This section examines the delay of distributed user event observation on a single node.
Recall from our system model that an observation module observes distributed user events.

For our experiments we choose object-bound onMeeting observation as required by our foe
warner service.

Experiment

We register a single onMeeting event at the observation node. Each location update system
event causes a location update user event. Each second location update user event causes a
respective onMeeting user event. So here the following mean observation delays each include one
location update system event, one location update user event notification, and on average a half
onMeeting user event notification. Figure 9.1 illustrates the distributed user event observation
delay.

UDP

In this experiment the object mover communicates via UDP directly with the leaf location
server. In three series of 100 location updates we have measured mean distributed user event
observation delays between 39 and 43 milliseconds.
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SOAP

In this experiment the object mover communicates via SOAP with the leaf location server’s
wrapper object SOAPWrapper. In nine series of 100 location updates we have measured mean
distributed user event observation delays between 73 and 88 milliseconds.

Conclusion

We derive the following upper bounds for the number of onMeeting user events a single node
can detect per second.

For UDP we derive a maximum of 23 system event observations per second causing 11
distributed onMeeting events per second. In our shopping mall scenario executing only the foe
warner service this means that each event component can manage at most 110 mobile objects.

Using SOAP leads to a maximum of 11 system event observations per second causing 5
distributed onMeeting events per second. In our scenario this means that each event component
can manage at most 50 mobile objects.

9.3 Multi Node Event Predicate Evaluation

This section compares our measurements of single node event predicate evaluation with our mea-
surements of a two node installation. We concentrate our discussion on distributed onMeeting
observation.

9.3.1 Local User Events

Recall that our distributed onEnterArea observation is entirely local once the events are regis-
tered at the appropriate local observers—when ignoring object hand-over. So apart from the
costs incurred by object hand-over our bargain reminder service can increase its onEnterArea
event observation capacity by adding another node.

9.3.2 Distributed User Events

This section examines the delay of distributed onMeeting event observation in our two node
installation.

Nexus Component Deployment

We deploy on our first node the following Nexus components: the root location server, child one
leaf location server with event component, notification node, and soap wrapper components as
discussed in section 8.2. We also deploy predicate management, an observation node, our object
mover, and our event component.

On the second node we deploy the following components: the child two leaf location serve
with event component and soap wrappers. We also deploy an observation node, our object
mover, and our event component. Note that due to configuration problems we do not deploy a
second notification node but directly connect to the one running on the first node.

Experiment

We register one onMeeting event predicate at each observation node and three mobile objects
at each leaf location server. Each event predicate specifies one local and one remote secondary
object.



9.4 Event Registration and Subscription 135

Each object mover does not change the location of its primary object but causes its two
local secondary objects to alternatingly enter and leave meeting distance from a primary object.
So 50 percent of the location update event notifications are delivered to the respective local
observation node and the remaining 50 percent are delivered to the respective remote observer.

As we want to examine scalability we concentrate on one experiment and therefore choose
UDP.

UDP

In this experiment an object mover communicates via UDP directly with its leaf location server.
In 7 series of 200 location updates we have measured mean distributed observation delays
between 55 and 71 milliseconds.

Discussion

Comparing these delays with our single node installation we discover that adding a second node
has slowed down event observation. This seems like a contradiction. Yet we have the following
explanation for this behavior.

In our two node installation one node had more computational power than the other. As
both nodes have produced as many location updates as possible the faster node has flooded the
slower node with notifications. This has slowed down notification processing and notification
creation on the slower node. When the faster node had completed its creation of 100 notifications
it therefore needed to wait for input from the slower node.

Conclusion

From this experiment we derive that adding a node alone does not necessarily increase the
distributed object bound onMeeting observation capacity of the current Nexus implementation.
The foe warner provider therefore needs to employ additional load control mechanisms to benefit
from an additional node.

9.4 Event Registration and Subscription

In this section we examine the event registration and subscription delays in the current Nexus
implementation.

First, we discuss the registration and subscription delay of an onEnterArea area-bound event.
Second, we examine the registration and subscription delay of an onMeeting multi-object event
predicate.

9.4.1 Single Node Area-Bound Event Registration and Subscription

This section discusses the registration and subscription delay in area-bound event observation.
For our experiments we choose the onEnterArea event.

Experiments

We have used our single leaf location server installation having a single event component. We
register series of 100 onEnterArea events via predicate management at the leaf location server’s
event component.
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Results

In five series of 100 event registrations and subscriptions we have measured mean event regis-
tration and subscription delays between 126 and 136 milliseconds.

9.4.2 Single Node Multi-Object Event Registration and Subscription

This section discusses the registration and subscription delay in distributed multi-object event
observation. For our experiments we choose the object-bound onMeeting event.

Experiments

We have registered three mobile objects at the leaf location server. Then we register a set of
100 object-bound onMeeting events, each specifying a primary and two secondary objects. The
events are registered via predicate management at the observation node, which in turn registers
location update sub-events at the event component.

Results

We have measured event registration and subscription delays between 0.3 and 9.4 seconds with
a mean of 4.4 seconds for registering and subscribing the onMeeting event with two secondary
objects. Boronas has already reported widely differing delays for event registration at an obser-
vation node [4, pp 66–69].

9.4.3 Multi Node Event Registration and Subscription

We have omitted measurements in our two node setup for the following reason. Predicate man-
agement is conceptually a centralized component. So in the current state predicate registration
and subscription does not scale to multiple nodes.

Note that the solution of this problem is outside the scope of this work—our focus lies on
event observation. Sections 9.2 and 9.3 have examined observation scalability.

9.5 Summary

In this chapter we have examined the scalability of our event observation mechanism.
First, we have introduced our shopping mall scenario. This scenario requires area-bound

single object event observation and object-bound multi-object event observation, which builds on
single-object object-bound event observation. In our shopping mall scenario we have compared
two Nexus installations, one with a single node and another one with two nodes.

Second, we have examined single node event predicate evaluation. Third, we have compared
these measurements with our measurements of the two node installation. We have derived that
adding an additional node does not necessarily increase distributed event observation capacity
in the current Nexus implementation.

From previous chapters 5, 6, and 7 we know that distributed event observation consists
of event registration, event subscription, and event predicate evaluation. So finally, we have
examined event registration and subscription.
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Conclusion

This chapter summarizes the work and provides an outlook on future work.

10.1 Summary

This work extends local observation of events occurring in the Nexus Location Service to dis-
tributed observation. This work is structured into the three parts requirements, solutions, and
evaluation.

10.1.1 Requirements

In the first chapters we have stated our requirements. Throughout these chapters we have
discussed the differences to Dudkowski’s local observation [7]. There are several examples where
his local observation is sufficient, but also others where it is not sufficient. In this work we
have aimed at achieving world-wide scalability. Therefore the participating mobile objects are
handled by more than one observer. So we need to detect spatial events occurring on local and
remote observers.

Problem Domain

Chapter 1 has given an overview of our problem domain. This work builds on several other
contributions from the Nexus community at the University of Stuttgart. So we have reviewed
those parts of Nexus relating to our work. We have also reviewed related work by others building
either on similar or different sensor models as the current Nexus implementation.

System Model

Chapter 2 has presented our system model. We have generalized Dudkowski’s model to event
observation in distributed event sources. We have structured the discussion according to the
taxonomy provided by Rosenblum and Wolf [30]. Thus we have decomposed our system model
into an object model, event model, naming model, observation model, time model, notification
model, and resource model.

Time Model

Chapter 3 has introduced our temporal requirements. We have showed that our distributed
observers require their clocks to be synchronized with a standard timescale. We have therefore
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reviewed the relevant properties of the Network Time Protocol (NTP) synchronization mech-
anism. We have derived our model of clock synchronization from NTP’s properties. We have
also discussed the semantics of a user event’s timestamp.

Event Model

Chapter 4 has presented our spatial requirements. The main difference between local and
distributed observation is that in distributed observation each event predicate also implies a
set of location servers the observation mechanism needs to communicate with. And this set
may even change during the observation of a single event. We have described and classified the
supported events. We have classified all events but onMeeting as single-object events. We have
presented our two spatial models of a mobile object’s location. According to our classification
and location models we have specified the supported user events.

10.1.2 Solutions

In the second part we have introduced our solutions to distributed observation of spatial events.
We have structured the discussion according to our event classification presented in chapter 4.

Object-Bound Single-Object Events

Chapter 5 has discussed our solutions to distributed observation of object-bound single-object
events. We have compared a local observation approach, using Dudkowski’s implementation,
with a remote approach. We have found that local observation is better than remote observation
if we can transfer observation state at object hand-over between local observers. So we have
presented two hand-over techniques—a local and a remote one—to transfer event observation
state from one local observer to another. We have compared those approaches and found local
hand-over to be better suited for our requirements.

Area-Bound Single-Object Events

Chapter 6 has presented our solutions to distributed observation of area-bound single-object
events. We have introduced our solution of registering an area-bound event at a fixed set of
leaf location servers. We have compared this approach with our alternative approach of using
multiple copies of our approach for object-bound single-object events—local observation plus
local registration hand-over.

The onMeeting Multi-Object Event

Finally, chapter 7 has introduced our solutions to distributed observation of our only multi-object
event—onMeeting. We have presented solution details unique to the multi-object predicate
evaluation. We have discussed our solutions to distributed observation of the distance between
objects. Finally we have discussed a purely object-bound, an area-bound, and a combined
solution to distributed observation of the onMeeting event.

10.1.3 Evaluation

In the third part we have presented our evaluation of the above solutions.
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Experimental Setup

Chapter 8 has provided the setup of our experiments. The goal has been to provide enough
information to make the experiments discussed in chapter 9 reproducible. We have documented
our main implementation decisions and described the system environment in which we have
conducted our experiments.

Results

Chapter 9 has presented the results of our evaluation. We have analyzed the delays of distributed
event registration, subscription, and evaluation. We have shown for the current implementation
that adding another node to a Nexus installation does not necessarily increase the distributed
observation capacity.

10.2 Outlook

This section summarizes future work on the Nexus Event Service.
First, we point to future work on integrating smart location sensors. Second, we summarize

future work on predicate management. Third, we argue that users could benefit from distributed
observation of non-spatial events. Finally, we claim that more work is needed to address privacy
requirements.

Note that some of the following concepts have already been presented by Bauer [1, pp 87–89],
Boronas [4, p 83], Dudkowski [7, p 114], and Till [33, pp 135–137].

10.2.1 Smart Location Sensors

It would be interesting to integrate location sensors into the event service, which have more
computational power. Such sensors may be mobile, may evaluate event predicates on their own,
or may communicate with other sensors. This would allow us to move tasks of the stationary
Nexus Event Service infrastructure closer to the mobile objects of interest. We could probably
build on related work from the areas of mobile ad-hoc networks, distributed sensor networks,
or moving objects databases.

10.2.2 Predicate Management

At least the following is left to be implemented in a future predicate management.

Optimal Observation Placement

In this work we have ignored the question of where to execute an onMeeting event observation
module. Yet in case of moving mobile objects of interest communication costs could be saved
by continuously optimizing the location of an observation module.

Observation Policies

Predicate management could enforce some observation policies. For example it could limit the
resources needed for any single event predicate observation. It could also limit the resources
needed by any event service component.
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Billing Model

The billing model relates to observation policies. Any commercial service provider needs to
implement a billing model in order to provide a global platform for context-aware applications
like Nexus. The billing model should cover the event service as any single event predicate
observation needs computing and communication resources.

10.2.3 Non-Spatial Events

Users could benefit from distributed observation of non-spatial events. The following paragraphs
provide examples.

Temporal Events

In section 3.3.2 we have reviewed the idea of temporal predicates introduced by Bauer and
Rothermel [3]. There an event occurs if and only if an event predicate consisting of a spatial
and a temporal predicate holds. Note that any local observer can evaluate a temporal predicate
if it has access to a well-synchronized clock.

Infrastructure Events

Users could also be interested in events occurring in the Nexus platform. Our example user Dr.
Smith might wish to be notified whenever another user registers an event on him or his wife.
Here predicate management would be the source of such an infrastructure event.

10.2.4 Privacy

In this work we have ignored any privacy requirements a user might have. Therefore further
research is needed to survey the privacy requirements of potential event service users. We believe
that Nexus must address these requirements in order to achieve user acceptance.
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