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Abstract

In the field of sensor networks cross-layer interactions are
favored over strict layering of components and regarded as a
way to provide the optimization capabilities required by sensor
network applications. Despite their importance, developers
tend to devise specific solutions for the application at hand,
instead of designing more general primitives that can be used
across applications. The contribution of this paper is twofold:
We analyze several typical sensor network applications and
provide a classification of the types of cross-layer interactions
found in their code. Based on this classification, we propose
TinyXXL, an extension to thenesC language that defines
primitives for seamless cross-layer data exchange.

1. INTRODUCTION

Resource limitations typically found in wireless sensor net-
work devices accentuate the need for algorithm optimizations
in sensor network applications. The goal of these optimizations
is to conserve energy (e.g., by reducing radio communication)
or to make the memory footprint in RAM smaller (e.g., by
avoiding redundant data). Only with such optimizations it
is possible to run a sensor node for weeks or even months
with a single set of batteries, as required by many sen-
sor network applications, or to develop complex software
systems for hardware platforms with only a few kilobytes
of RAM. One technique for such optimizations are cross-
layer interactions, where – in contrast to a strictly layered
architecture – software layers interact more closely. Cross-
layer interactions are widely used in sensor networks [8]
and are often regarded as a necessity [4]. In addition, cross-
layer interactions offer the possibility of dealing with the
special properties of wireless networks that cannot be handled
well by strictly layered architectures [1]. Therefore, in sensor
networks, the traditional layered approach is substitutedby
component-based architectures where cross-layer interactions
are more easily performed.

As described by Kawadia and Kumar [6], cross-layer in-
teractions can have a negative effect on desirable properties
of the software architecture such as modularity. For example,
if cross-layer interactions are not performed in a controlled
fashion, it might not be possible to exchange a module without
(major) changes to others. In addition, when modules interact
closely, they cannot be developed independently. Therefore, if

cross-layer interactions are needed – as it is the case in sensor
networks –, they have to be used deliberately.

Although cross-layer interactions are becoming more and
more common, the requirements for system or language sup-
port are still unclear. In fact, there is no common understanding
of cross-layer interactions yet. Therefore, we have examined
several existing sensor network applications to find out where
they use cross-layer interactions and to identify patternscom-
mon to them.

Based on these results we have created programming lan-
guage abstractions for a common form of cross-layer in-
teractions. Our approach, calledTinyXXL (“Exchange of
Cross-Layer Data forTinyOS”) facilitates data exchange
between software components while largely preserving the
modularity of the system. We have implementedTinyXXL
as an extension to thenesC programming language [3].

The rest of this paper is organized as follows. Section 2
gives our classification of cross-layer interactions in sensor
network applications. Section 3 describesTinyXXL, our ex-
tension of thenesC programming language to support cross-
layer data exchange. In section 4 we evaluateTinyXXL and
in section 5 we give an overview of related work. Finally,
section 6 concludes this paper and describes possibilitiesto
further extendTinyXXL.

2. CLASSIFICATION OF CROSS-LAYER INTERACTIONS

Although there are no traditional layers in component-based
architectures, components can be classified at a certain level
of abstraction (e.g., hardware abstraction level or application
level). These levels of abstractions can be regarded as layers.
The concrete form of these conceptual layers is part of the
design decisions taken by the application developer, and might
change from application to application. In such architectures
cross-layer interactions are implicitly allowed since there is
no restriction as to which component can be used [8]. With
this view cross-layer interactions are not limited to the network
protocol stack but can occur between any system or application
components.

In this paper we consider cross-layer interactions to be all
interactions among components of logically separate layers
that are beyond the use of narrow functional interfaces of
strictly layered architectures. For example, such interactions
skip layers or couple them more tightly.
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A. Selected Applications

In order to provide a classification of cross-layer interactions
that apply to a wide variety of applications, we have analyzed
existing sensor network applications and system components
available in theTinyOS CVS repository at SourceForge.net
and those developed by our research group. Since we consider
TinyOS [5] to be the typical operating system for sensor
network applications, we focus on applications built on top
of this system using thenesC programming language [3].
nesC uses an event-based programming model where the
basic program unit, a component, can be “wired” together
with other components to form an application. Therefore,
interactions based on the use of specific interfaces can form
an arbitrary dependency graph. For instance, it is possiblefor
a high-level application component to directly use a low-level
hardware component.

We have analyzed three nontrivial applications, namely
TinyDB, AcousticLocalization, and Sense-R-Us,
which contain between 11000 and 30000 lines of code.
TinyDB provides query processing capabilities with an SQL-
like query language and offers a generic solution for data
gathering.AcousticLocalization can be used to de-
termine the geographic position of nodes in a sensor network
by taking advantage of the difference in the speed of radio
waves and sound. Finally,Sense-R-Us is an application
developed by our research group that uses a sensor network to
determine the position of student and research assistants,detect
the location and duration of meetings, etc. This application has
been designed from the ground up usingTinyXXL.

B. Forms of cross-layer interactions

Fig. 1 shows the taxonomy of cross-layer interactions we
have created by analyzing the aforementioned applications. In
the figure we distinguish between unstructured and structured
forms of interaction. The unstructured interactions are located
on the left-hand side and represent cross-layer interactions that
usually tend to make the programming and maintainability of
code harder. The first one, merging components, deals with
combining components that are logically separate into a single
one. The second type of interaction, the replacement of system
components, can be found in situations where an application
replaces certain system components with application-specific
code that uses the same interfaces, but changes the default
behavior of the system. Finally, the third one covers the use
of global variables in order to facilitate the sharing of data
between components.

The right-hand side of Fig. 1 depicts the class of cross-layer
interactions that lead to better structured applications.The
first type deals with the use of interfaces for the execution of
callbacks or functions in other layers in a controlled way. This
is the way applications directly access hardware components
and low-level components execute application-specific code.
The second type, data exchange, is a structured alternativeto
global variables. In our view, there are two possibilities:either
allowing the parametrization of components, or providing
capabilities related to the controlled sharing of data.

It is worth noting, however, that function calls and data ex-
change are not mutually exclusive. For example, data sharing
can be implemented by using function calls that return the
appropriate data to the caller. In fact, there is no clear correct
identification of cross-layer interactions, due to the factthat
layers are not explicitly defined.

Let us now look at a more detailed description of each kind
of interaction using examples from the applications we have
analyzed.

1) Merging of components:The combination of compo-
nents into a single one is normally used to allow for easier
interaction among them. This kind of interaction is easy to
implement and does not require the separation of layers at all.
However, it is unstructured and contradicts the principlesof
good software engineering, since it does not allow for the
easy and independent development, exchange and reuse of
components.

Merging components can often be avoided by creating
separate components that cooperate by using either function
calls or some form of data exchange. Therefore, there is
usually a better alternative to simply combining code that
requires some more thought. Nevertheless, this simple formof
cross-layer interactions is often seen in practice. For example,
in TinyDB, TupleRouterM, an application-layer component,
includes parts of the routing code because it needs to determine
which node should receive aggregated results, for example.

2) Replacement of system components:Another form
of unstructured cross-layer interaction is the replacement of
system components. This is normally used to add specific
functionality of the application components into lower layers
that otherwise do not offer it. The problem with this kind of
interaction is that side-effects on other system components and
non-application components are hard to determine.

Therefore, a much better alternative is – if possible –
to include additional application-specific components with
similar functionality or to use callbacks in the real sys-
tem components that implement the desired functionality.
As for the case of merging of components, this type of
interaction is also very common in applications. For example,
AcousticLocalization replaces severalTinyOS com-
ponents that are related to sensor value reading and timing.
Compared to the standard components, the sensor access
components add support to read a continuous series of samples
and the timer component has been modified to provide an
interface that allows for more fine-grained accuracy. Two
disadvantages become apparent with these components. First,
they are only targeted on Mica2 motes, which makes porting
and simulating the whole application difficult. Second, the
application-specific timer component has not been updated
when the standardTinyOS component evolved. So it does
not include support for power management, for example, as it
is the case in more recent releases ofTinyOS.

3) Global Variables: This form of interaction uses vari-
ables global to several components to exchange data. The main
problem here is that the dependencies of software components
that read or write these variables are not specified. Thus it
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Fig. 1: Overview of different forms of cross-layer optimizations

remains unclear whether the data is actually needed, whether
the variables are filled with values at all, or whether there are
several components writing potentially inconsistent data.

In TinyOS-based sensor networksnesC’s component-
oriented programming model discourages the use of global
variables although it is still possible to employ them. Instead,
data is usually defined local to one component with access
functions that can be used by other components. This approach
helps implementing separation of concerns, but it also hinders
the programmer in doing easy data exchange and forces her
to implement extra interfaces.

In our sample applications global variables are also used in
a limited way. In these applications only the node’s network
address and the application’s group id used for radio communi-
cation are stored globally. However, these variables are usually
treated like constants. The only reason why they are defined
as variables is to enable applications to dynamically set them
at runtime after installing a new code image, for example.

4) Function Calls: Function calls are well-supported by
nesC using commands and events that are defined in inter-
faces. They are needed not only for cross-layer interactions
but also for both interactions of components within layers and
calls to the functional interface of directly adjacent layers.
For cross-layer interactions, however, function calls areneeded
for the use of specific functionality in lower layers or for the
integration of high-level code in lower layers via predefined
callbacks. In systems like sensor networks, where there is no
clear separation between system and application components,
function calls can be made from any one component to any
other simply by wiring their interfaces together.

As an example,Sense-R-Us calls low-level functions
to turn on and off sensors as they are needed, and
AcousticLocalization periodically turns off the radio
module. Another example can be found with the components
that acquire network neighborhood information forTinyDB
and Sense-R-Us. They intercept all messages received by
the node and store information about the senders. Finally,
low-level networking components define a callback used by

TinyDB to insert a timestamp into the message at the time
it is being sent. This guarantees better accuracy for time
synchronization.

Although function calls can be used to implement para-
metrization and data sharing, we consider these two classes
to be separate, data-centric forms of cross-layer interactions.
For example, this is true innesC-based applications since this
programming language does not have separate abstractions for
data exchange.

5) Parametrization:Parametrization is a cross-layer inter-
action that has to do with the explicit exchange of data. It is
normally used to adapt the behavior of components using well-
defined switches that change the functionality, execution path,
etc. In contrast to data sharing, parameters target exactlyone
component and modify its behavior based on the necessities
of the running application.

Parametrization of system components inTinyOS-based
sensor networks is possible because there is usually only one
application actively running on the system at a given time.
The components of this application cooperate and are usually
tailored to fulfill the application’s goals. Therefore, there are
no other applications providing conflicting parametrizations of
a component.

There are many examples of parametrization in the sensor
network applications we have studied, but the most important
characteristic of all of them is the fact that there is usually only
one component that offers an interface for parametrization,
and a set of components that use it to provide values. For
example, the MAC component has an interface to set the
radio frequency, change the length of the preamble, and turn
acknowledgments on or off. Another example for parametriza-
tion is the routing component inTinyDB. Its update interval
is adjusted by an application-level component based on the
data sampling rate of the queries currently being executed.

Therefore, if we talk about this cross-layer interaction in
terms of a publish/subscribe system, parametrization implies
the presence of a variable or a set of variables with only one
subscriber (the component it parametrizes), and a series of



publishers which modify its value.
6) Data sharing: Finally, data sharing involves the use of

one or more variables in the program that are shared among
components. This information is not related to parameters and
can be stored, modified and computed dynamically. Unlike
global variables the dependencies on the data are specified
more clearly here.

Normally, data sharing is implemented using function calls
that introduce tight coupling, and most of the time developers
try to optimize it by hand to avoid duplicate data when reusing
components.

In our analysis of the applications we did not encounter
cases where several publishers provided a single piece of
data to several subscribers. We attribute this to the fact that
the applications are highly optimized by hand and do not
include redundant code. Therefore, using the same model as
for parametrization, data sharing can be considered as a form
of cross-layer interaction where a piece of data has only one
publisher, that is, the component that provides this piece of
information to other components, and a series of subscribers
that are interested in knowing it.

There are many examples of such cross-layer interactions,
since there is a large potential for memory and energy sav-
ings. Some of them deal with hardware configuration data
in Sense-R-Us. In addition, in this application information
about the network neighborhood is shared between communi-
cation components and an application component that uses this
data to determine the current position of the node. Likewise, in
TinyDB the routing components share much of their internal
data with the application components (e.g., the routing parent,
the hop count to the root, and the set of neighbors).

3. DATA EXCHANGE WITH TINYXXL

A. Overview

Although the various forms of cross-layer interactions de-
scribed in section 2 are used in existing applications, current
programming languages do not provide explicit and adequate
support for all of them. For example,nesC supports function
calls between any two components but in order to perform
data exchange, the developer has to define an interface to
access the data, create a component that implements it, and
then “wire” all users of this piece of data to this component.
Besides the overhead involved in creating components, this
approach limits modularity. If, for example, a component has
been developed independently, it cannot know that another
component provides the same cross-layer data. Therefore, it
has to gather and store the same information, which can
lead to both unnecessary RAM usage and increased energy
consumption if the data is not readily available but has to be
acquired by sending messages, for instance. Although develop-
ers can fix these problems by modifying the components, these
modifications are often nontrivial and conflict with modular
software development and component reuse.

In addition, the standardnesC approach hinders maintain-
ability of the sensor network application. For example, if
the component providing the data has to be exchanged, the

developer has to adjust all wirings to this components, not only
those that use its functional interface but also those that use its
data, which can be distributed throughout the application.For
example, if a routing component that also shares neighborhood
data is to be replaced with another component, all wirings
of components using this data – but not using the functional
routing interface – have to be adjusted. Otherwise, thenesC
compiler would still include both versions of the component
and thus waste resources. In addition, with two components
providing the same functionality the application will barely
work properly.

To provide better support for these kinds of interactions
we have developedTinyXXL which extends thenesC pro-
gramming language with support for data sharing and parame-
trization.TinyXXL allows for the specification of cross-layer
data available to several components. One of the advantages
of TinyXXL is that it decouples components providing and
using some data.

When compiling an application written inTinyXXL, the
TinyXXL compiler generates purenesC code that is then
actually compiled. This approach has several advantages. First,
usingnesC as a basis the developer can use all of its features
andTinyXXL can leverage its benefits such as its component
and concurrency models and its optimization techniques. Sec-
ond, existingnesC applications can be easily modified to take
advantage ofTinyXXL. Finally, integrating data exchange
in the programming language allows for the execution of
checks and optimizations at compile time, which would not be
possible with a library-based solution. For example,TinyXXL
guarantees type safety and the compiler does not include code
in the executable that gathers unused data.

B. Language Description

Data to be exchanged among components is declared much
in the way as interfaces are defined in standardnesC code.
For each group of variables that belong together one such data
definition file has to be created. For example, the routing table
and the index of the routing parent in this table are stored in
one such file. This file contains the data definition using the
syntax of normal variable declarations.

Specifying dependencies on cross-layer variables in com-
ponents is done similar to stating dependencies on interfaces.
Both the cross-layer data and parameters used and provided
by a component have to be declared in the header of the file.
Based on this information theTinyXXL compiler generates
functions to support a publish/subscribe scheme: components
that provide data are publishers whereas components using
it are subscribers. Unlike several components implementing
the same interfaces, there is only one instance of a specific
data or parameter file in the system. So there is no need to
wire data declarations to a specific implementation. The main
reason for that is to decouple publishers and subscribers; they
do not have to be aware of each other and can be exchanged
independently. In addition, this way it can be ensured that all
publishers and subscribers refer to the same data. Having only
a single instance of the data is possible because in contrastto



interfaces, there is no need for separate implementations;we
assume that data is identified by having a unique name. This
idea can also be found in other approaches that centrally store
data in a repository.

If there are several publishers for a single kind of shared
data, theTinyXXL compiler selects one of them to actually
provide the data. So there is no unnecessary overhead of
several components providing the same kind of data. We
expect this property to lead to a more modular development
of applications that nevertheless are highly optimized. Ifno
such publisher exists, theTinyXXL compiler reports an
error. Subscriptions to data and parameters as well as the
selection of publishers is done statically at compile time.This
approach minimizes the amount of RAM needed at runtime
(see section 4-B).

Accessing shared data and parameters can be simply
done by adding the name of the data definition
as a prefix to the variable name (e.g., for the
routing table RoutingTree is used as prefix in
RoutingTree.NeighborTbl[iNbr].parent). The
TinyXXL compiler translates such variable-like accesses to
function calls that access the data. This way it can ensure
that shared variables are only written by valid publishers
specifying their dependency and that they are not accessed
via pointers, for example.

Write accesses to shared data and parameters must be
enclosed in a special block. There are two reasons for this:
First, if the component is not selected to publish the shared
data, the code inside this block is not executed. This can, for
instance, avoid complex computations or sending messages
used to acquire the data. In fact, since this decision is madeat
compile time, the code is not even included in the executable.
Second, after such a block the system can automatically
notify all subscribers of the change. This allows for better
efficiency than notifying them after each variable access while
still providing the convenience of automatic notificationsthat
cannot be accidentally omitted by the developer.

4. EVALUATION

A. Development Overhead

Applications developed withTinyXXL require fewer lines of
code than purenesC-based solutions. To show this property
we implemented a minimal test application that consists of a
component that writes a shared integer variable and another
one that reads this variable as soon as it is notified of the
change. We implemented three versions of this application,
two of them using just standardnesC code and the third one
using TinyXXL. The first version of the application stores
the data variable within the publisher component. This ap-
proach, commonly used in practice, introduces tight coupling
between the publisher and the subscribers, which access the
data via a special interface. Therefore, the second version
uses an additional component to store the data. This solution
largely corresponds to the code generated by theTinyXXL
compiler but it does not include many of its advantages such
as automatic checking if there is a publisher component in

TABLE 1: NUMBER OF LINES OF CODE(# LOC) IN A MINIMAL APPLICA -
TION USING DATA SHARING

Version Total # LOC
PurenesC, data in publisher component 46
PurenesC, data in separate component 65
TinyXXL 39

the system at all. Finally, the third version usesTinyXXL
to declare the shared data and the dependencies on it. All
three versions provide the same functionality and compile to
452 bytes of Mica2 code that uses 20 bytes of RAM.

As Table 1 shows, theTinyXXL solution requires the small-
est total number of lines of code. In this specific application
it requires 15% fewer lines than thenesC solution that keeps
the variable within the publisher component and even 40%
fewer lines than thenesC approach that stores the data in a
dedicated component. It should be noted that these numbers
are not the same for all applications. They depend on the
number of publishers and subscribers, the number of shared
data variables, and the ratio of accesses to this data compared
to all lines of code. However, this minimal example gives a
good idea about the general trends that we also expect to find
in more complex applications.

As a side note, the code of theTinyXXL application seems
to be less error-prone. Particularly, creating and implementing
interfaces to set the variables in the purenesC solutions is a
rather dull task that might easily lead to copy-and-paste errors.
With TinyXXL creating and implementing these interfaces is
no longer necessary.

With Sense-R-Us we show that it is possible to develop a
complex application that makes use ofTinyXXL. In retrospect
using TinyXXL has greatly simplified its development. For
example, shared data could be easily used by other com-
ponents. InSense-R-Us shared data is provided by four
components and used by ten of them. These components
make extensive use of this data. For example, when querying
information about neighboring nodes, a node with 5 network
neighbors accesses data almost 3300 times in the first sixty
seconds after booting.

B. Space Requirements

We have modified parts ofAcousticLocalization and
TinyDB to make use ofTinyXXL. No modifications to
Sense-R-Us were necessary because it already has been
developed usingTinyXXL. It has to be noted that inTinyDB
we only changed the components related to communication,
especially routing, to useTinyXXL because, in our view,
those can profit most from a structured approach to cross-
layer interactions. Table 2 shows the code sizes of both
the original applications and those that have been modified
using TinyXXL. The size of the code stays roughly the
same in both versions because the code generated by the
TinyXXL compiler is inlined in most cases and thus equals
the original version. However, small differences remain inthe
implementations and the optimizations performed by thenesC
compiler. As can be seen in Table 2, the resulting variationsin



TABLE 2: CODE SIZE OF THE EXAMPLE APPLICATIONS(IN BYTES)

Application Original TinyXXL
AcousticLocalization 24272 23996
TinyDB 62144 61894

code size are too small (about 1%) to derive a general trend.
Although not shown in the table,TinyXXL does not

increase the RAM usage of the applications. The data stored
in RAM is the same as in purenesC-based solutions. In fact,
we envision the size of data to even decrease in some cases
when some data is redundant or when theTinyXXL compiler
sees that no component subscribes to some kind of data and
removes it as well as the code associated with it. However, we
have not encountered such effects in our modified applications
because they are already highly optimized by hand.

5. RELATED WORK

In this section we describe work related to our classification
of cross-layer interactions or toTinyXXL.

Levis et al. [8] describe some examples of cross-layer
interactions in existingTinyOS applications. Although they
give examples of different types of cross-layer interactions,
they do not present a classification.

Regarding work related toTinyXXL the MobileMan
project [2] creates a cross-layer architecture for the protocol
stack in mobile ad-hoc networks (MANETs). Although the
concepts used for data sharing are similar to our approach, Mo-
bileMan does not aim at simplifying the usage of cross-layer
interactions. Therefore, it is not integrated into a programming
language. In addition, it assumes environments typical of
mobile ad-hoc networks, which are, in the general case, not
so limited in terms of resources.

The concept of a blackboard architecture [9] has been
widely used in artificial intelligence systems. In this approach
the blackboard is a global database that structures and stores
the knowledge needed for solving a problem. However, unlike
our system all modules may modify data in the blackboard and
there is no need for the selection of one module that provides
the data to all others. In addition, with our system there are
still other forms of interactions between components possible
(using nesC) whereas in a blackboard architecture modules
only can interact by changing shared data.

Perhaps most closely related toTinyXXL is the work done
by Köpke et al. [7]. They describe an architecture that supports
data sharing with a publish/subscribe model fornesC-based
sensor networks. Unlike our approach their system is not
integrated into the programming language. Therefore, it does
not seem to preserve important properties such as type safety.
In addition, it does not deal with multiple providers of the
same data: all of them can potentially write the data which
might lead to inconsistent results and unnecessary processing
steps to acquire the same data twice. In addition, this solution
needs some meta-data to be stored in limited RAM, which is
something not needed by our approach.

Hood [10] is a programming abstraction that simplifies the
data exchange between neighboring nodes. LikeTinyXXL

it generatesnesC code. However, it focuses on the data
exchange between nodes instead of components on a single
node. In addition, Hood hides the cost of data exchange
from the programmer which may lead to programs with a
high message overhead for neighborhood communication. In
contrast,TinyXXL uses only data that is already provided by
components present on the nodes and may even reduce the
cost of acquiring it by selecting a single provider of the data.

6. CONCLUSIONS AND FUTURE WORK

In this paper we have analyzed existing sensor network ap-
plications with respect to their use of cross-layer interactions.
We have described examples of cross-layer interactions and
provided a classification for these interactions. We have then
identified data exchange as one form of cross-layer interaction
not well supported by current programming languages, such
as nesC. Based on these findings we have described and
evaluatedTinyXXL, an extension ofnesC that allows for
the declaration of dependencies among components on shared
data and parameters. This way data dependencies become first-
class citizens similar to functional interfaces.

Regarding future work, we are exploring ideas to combine
TinyXXL with an approach such as Hood. In such a system
cross-layer data would not only be exchanged among com-
ponents on a single node but also among neighboring nodes.
Finally, we plan to evaluate more thoroughly the effectiveness
of our programming abstractions and determine whether or not
TinyXXL encourages the use of cross-layer interactions.
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