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Abstract—Network emulation is an efficient method for eval-
uating distributed applications and communication protocols by
combining the benefits of real world experiments and network
simulation. The process of network emulation involves execution
of thousands of connected virtual nodes running the software
under test in a controlled environment. Along with the quality
of the experiment results, the runtime of network experiments
strongly influences the convenience of users and operators of
emulation testbeds. The goal of this paper is, therefore, to
minimize the experiment runtime of network emulations.

In order to achieve this goal, we make the following contribu-
tions in this paper: First, we present a highly scalable emulation
architecture to efficiently support network emulation testbeds
with multicore CPUs. Second, we propose a detailed and generic
cost model for the communication costs of emulation testbeds.
Third, we present an efficient placement strategy (NETplace)
to assign virtual nodes to physical nodes of the testbed while
minimizing the runtime of network experiments. Therefore, we
combine graph partitioning and greedy approaches. Our eval-
uations show that our placement strategy outperforms existing
methods by reducing the experiment runtime up to 64%.

Index Terms—network emulation, performance evaluation, re-
source mapping, virtual node placement, multicore, virtualization

I. INTRODUCTION

Performance evaluation is an integral part of the soft-
ware development process. In the field of distributed sys-
tems there are mainly three types of performance evaluation
methodologies: network simulation [18], [8], [24], real world
testbeds [4], and network emulation [13], [10], [1]. With
the first approach the network behavior is simulated and
thus controllable, allowing for a systematic evaluation and
repeatable results. However, the underlying network models
are often simplified to achieve reasonable simulation times
which might affect the quality of the results. In contrast, real
world test beds, such as PlanetLab [4], allow for evaluating
unmodified application code running on real protocol stacks
and networks. Although the evaluations results reflect the real
system performance, the experiments are hardly reproducable
due to the uncontrollable conditions of real networks. Network
emulation combines the benefits of both approaches and,
therefore, provides a highly scalable evaluation platform for
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comparative performance evaluation of distributed applications
and communication protocols.

In network emulation, the placement of virtual resources
of a test scenario (hosts, routers, etc.) onto the physical re-
sources of the testbed is critical because it strongly affects the
performance of network emulation. Since manual placement
is not feasible for large scenarios, automatic placement tools
[23], [26], [19], [5], [20] are needed. In the field of network
emulation network experiments typically run at real time [1],
[13]. Here, the placement of the virtual resources [23], [26],
[5], [20] must not overload the physical resources. Running the
emulator with virtual time [3], [11] allows for increasing the
capacity of physical resources by slowing down the virtual
clock rate. As a result, for any given placement of virtual
resources, the virtual clock rate can be adjusted such that
no physical resources are overloaded. However, slowing down
the virtual clock rate increases the experiment runtime. Since,
short running experiment are necessary for the convenience of
the testbed users and the testbed operators, the primary goal
of our work is, therefore, to find a placement that minimizes
the experiment runtime.

Placing virtual resources onto physical resources of a vir-
tual time-based network emulator is similar to the resource
mapping in the field of parallel computing [12] and network
simulation [19]. The mapping process in these fields is based
on graph partitioning [14]. However, these approaches have
an underlying assumption that the load generated by the
communication between the virtual nodes running on the same
physical node is negligible. This assumption is unrealistic for
network emulation environments. Therefore, these approaches
do not minimize the runtime of emulation-based experiments.

In order to achieve minimal experiment runtime, we first
introduce a virtualization architecture to efficiently support
multicore CPUs for network emulation. Based on this architec-
ture, we propose a generic cost model of the communication
costs between virtual nodes in an emulation testbed. Using this
cost model as a foundation, we propose several extensions to
the graph partitioning-based approach to place virtual nodes
onto the testbed nodes. In addition, we provide variants of
a heuristics-based greedy algorithm as an alternative to place
virtual nodes. After generating the placements a subsequent
optimization step is applied to further reduce the experiment
runtime. Interestingly, the evaluation shows that there is no
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algorithm that performs best in all scenarios. Therefore, we
propose to combine all approaches to minimize the experiment
runtime. Our experiments show that our proposed combined
strategy decreases the experiment runtime up to 64% compared
to a graph partitioning-based placement.

The remainder of this paper is structured as follows. In
Section II, we present our emulation architecture to support
node and time virtualization. We extend this architecture to
efficiently support multi-core CPU architectures in Section III.
In Section IV, we present an detailed and generic cost model of
the communication costs in an emulation testbed. In Section V
we discuss the related work in the area of placement strategies.
The concepts of our efficient placement method (NETplace) to
minimize the experiment runtime are introduced in Section VI.
The quality of our cost model as well as the performance
of our placement algorithm are evaluated in Section VII.
Finally, Section VIII concludes the paper by a summary and
a discussion of future work.

II. TIME VIRTUALIZED EMULATION ENVIRONMENT

Highly scalable network emulation [9] can be achieved by
combining 2 basic concepts: node and time virtualization.
Node virtualization allows for running multiple virtual nodes
(vnodes) on each physical node (pnode) of the emulation
testbed. The Software under Test (SuT) running on each
virtual node as well as the communication between the virtual
nodes introduces load on the physical nodes. A load beyond
the capability of the physical node results in an overload,
which may bias the realism of emulation results. Using a
virtual time [10] running slower than the real time reduces
the load of the physical nodes. The virtual clock rate has
to be set such that none of the physical nodes experiences
an overload. Therefore, the maximum loaded physical node
limits the virtual clock rate. Nevertheless, setting the virtual
clock rate too low increases the number of unused resources
on physical nodes, therefore, the physical nodes experience
underload. Since the virtual clock rate directly influences
the runtime of an experiment, underload of physical nodes
unnecessarily extendes experiment runtime. In order to keep
the load between overload and underload, we introduced the
concept of adaptive virtual time [9]. Adaptive virtual time
dynamically adjusts the virtual clock rate according to the load
of the physical nodes.

In order to efficiently support node and time virtualization
for testbeds with a single CPU per physical node, our network
emulator TVEE [9] (Time Virtualized Emulation Environment)
makes use of nested virtualization. As shown in Figure 1,
a virtual machine (VM) [2] running on each physical node
provides virtual time transparently to the operating system and

SuT inside the VM. The resources of the VM are partitioned
using Virtual Routing (VR) [17] to create virtual nodes. As
shown in previous work [21], [10], the combination of a
single virtual machine with Virtual Routing is highly efficient
in terms of communication costs and memory consumption.
Therefore, this approach allows for running thousands of
virtual nodes per physical node which enables large-scale
network experiments.

III. SYSTEM ARCHITECTURE

Latest CPU-Generations [6] integrate up to 6 cores per
CPU and typical machines are equipped with up to 8 CPUs.
Although network emulation is inherently distributed, exploit-
ing up to 48 cores is challenging in the presence of time
virtualization. Generally, there are 2 extremes for utilizing the
available resources. Either, we could assign all cores to a single
virtual machine or we could run for each physical core one
virtual machine with one virtual CPU. In either case, we run
multiple virtual nodes inside these VMs.

Assigning all cores to a single virtual machine requires the
execution of only one guest operating system per physical node
and, therefore, has a low memory overhead. Running multiple
virtual nodes inside a VM in parallel, allows utilization of
multiple CPUs. However, the lower layers of the protocol
stack are shared between the virtual nodes, and processing
the protocol stack requires expensive locking of memory
which leads to performance penalties. Since the locking effort
increases with the number of CPUs, this approach would limit
the scalability of the system. In addition to the scalability
problem, monitoring the load of the physical node, which is
required for the adaptive virtual time, is challenging. From
the virtual machine monitor’s (hypervisor) point of view, it
is impossible to reliably detect overload. A situation where a
single threaded application runs variantly on 2 CPUs, utilizing
each by 50%, cannot be distinguished from a situation where
2 applications run on 2 CPUs and both CPUs are 50% idle.
Although in the first situation the speed of the application is
limited by the CPU (system overload), in the second situation,
this is not the case. Without instrumenting the operating
system inside a virtual machine, which we want to avoid
to ensure realistic emulation results, it is hard to distinguish
between overload and underload in such situations.

In order to consider a VM as a black box and to efficiently
exploit multi-core architectures, we propose to assign exactly
one CPU to each virtual machine. The virtual CPU of a VM
is pinned to a physical CPU. Figure 2 shows our approach to
efficiently exploit multi-core architectures. The load monitor
[9], we have originally developed to monitor the load of a
single CPU machine, is used to monitor the load of each VM
transparently. Since each VM has only one CPU and runs
its own operating system on exclusive memory, no memory
locking between CPUs is required.

IV. CosT MODEL

A network experiment consists of a set N of virtual nodes.
Each virtual node ¢ € N runs a SuT which consumes )\;
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CPU cycles and transmits (3;; data to virtual node j per time
unit. The experiment runs for Oy, time units of the virtual
time. Here, we assume the knowledge of the average data rates
produced by the SuT on the links between the virtual nodes.
The specification of a virtual node’s load and the average data
rates is provided by the experimenter or can be gathered during
the execution of a scenario. Moreover, the specification of the
virtual links’ bandwidth provides a worst case estimation of
these data rates.

The experiment is executed on a testbed containing a set P
of physical nodes. Each physical node p € P is equipped with
a set C), of CPUs and runs |C)| virtual machines. Each CPU
can perform vcpy CPU cycles per real time unit. We identify
each VM by addressing the physical node p and the CPU ¢ €
C,, that is assigned to the VM (p, ¢). The set of VMs is named
V. As shown in Figure 2, the host operating system (host-0s)
of each physical node enables communication between the
virtual machines. We define the placement of the virtual nodes
onto the virtual machines as a function ¢ : i — (p, ¢). In order
to calculate a placement that minimizes experiment runtime
Orear (real time), we need a cost model p for the testbed. As
shown in Equation 1, based on the placement of the virtual
nodes, this cost model allows for the calculation of the physical
nodes’ load . This load consists of the load A}Z‘)"S""s of the host-
os and the load A}, of the VMs running on the physical node.

The unit of A is CPU cycles per time.
p (6,p) > (AR AR

pire Ayl ) M

In order to define i, we first discuss how virtual nodes can
communicate. We distinguish 3 types of links between virtual
nodes: intra-vm, inter-vim and inter-pnode links.

o Intra-vim links are the most efficient way to connect two
virtual nodes. Here, both virtual nodes are running inside
the same VM. Attaching the virtual nodes’ NIC (network
interface card) to a software bridge also running inside the
VM enables communication. Since the communication
involves only components inside the VM, only the send
(VM) and receive (VM,x) path of the VM’s protocol
stack is loaded (see Table 1).

o Inter-vm links allow for connecting two virtual nodes run-
ning in different VMs on the same physical node. Here,
communication requires to copy the packets between the
VMs and the host-os which introduces some additional
overhead. Evaluation shows that inter-vm links are about

| VM VM Host-OS | PNode Testbed
intra-vm + + — + +
inter-vm ++ ++ ++ ++ ++
inter-pnode ++  ++ +++ | /A

Table 1. Cost matrix «, where the number of + denotes the amount of load
generated by a link to the system components (no load is indicated by —).

10 times more expensive than intra-vm links.

e Inter-pnode links allow for connecting two virtual nodes
running on different physical nodes. Here, packets need
to be copied to the host-os and passed down the complete
network stack including the device driver for the network
hardware. Evaluation shows, that these type of links
introduce the highest overhead and cause about 2 times
more load than the inter-vm links and 20 times more load
than the intra-VM links.

PNode (see Table 1) defines the total load generated on

a physical node: VM + VM + 2 * Host-OS. For inter-
pnode links this load is distributed to 2 physical nodes. Testbed
defines the generated load throughout the testbed.

Based on the link type, the data rate /3;; of a link between

two virtual nodes ¢ and 7, and the cost matrix « (see Table 1),
Equation 2 defines the generated load of the host-os A;‘,"S""S.
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The load of a VM A} is calculated using Equation 3, where
AN and AYM» are defined analogous to AN, The VM
running the virtual node ¢ that transmits data is loaded by
kvMm, and the VM running the virtual node j that receives
data is loaded by ryu, . The SuT additionally loads the VMs
by A; and ), respectively.
A= AN A YT 3)

1ENAG(i)=(p,c)

We can calculate the load of the physical CPUs A,, . using
Equation 4. Since the virtual CPUs of the VMs are pinned
to physical CPUs, a physical CPU (p, ¢) experiences at least
the load A} of the virtual machine that it is assigned to.
In addition, the load A‘;"S"OS of the host-os can be distributed
arbitrarily to the CPUs. Therefore, each CPU experience at

least the fraction & | of the overall load generated on the

. [Cp
physical node p.
1
A . = max mg, % Ahost—os 4 vnl/ (4)
P, 2 |Cp| P Z P

c'eCy

Knowing the load of each CPU, we can define the exper-
iment runtime using Equation 5. The maximum loaded CPU
has to execute A, . *Oyirua CPU cycles during the experiment.



The number of cycles divided by the speed of the CPUs vcpy
results in the experiment runtime 6.

ovi ual

Dvirtual (5)

max

ereal =
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(Bpe) x vcpu

The cost matrix ~ highly depends on the used hardware
and software base, such as the speed of the physical mem-
ory, the CPU architecture, the VM implementation, and the
used operating system. Therefore, we propose the following
approach to determine the cost matrix x for a testbed: First,
a sample scenario is executed with a number of arbitrary
placements. During these executions, we monitor the generated
load on the VMs and the host-os, and the data rates. Second,
genetic programming is used to find values for the cost
matrix £ by minimizing the following cost function: difference
between measured load and calculated load based on ~ and
the measured data rates.

V. RELATED WORK

The assignment of virtual nodes to physical nodes is essen-
tial to achieve good emulation performance. Different testbed
architectures require different assignment strategies. In the
following, we give a brief outline of related emulators and
their assignment strategies.

In real-time testbeds [1], [13] the capacities of network links
in terms of available bandwidth and the processing capabilities
of the physical nodes are limited. In testbeds based on real-
world networks [4] the delay of the physical links between
the nodes constrains the assignment of virtual nodes as well.
There exist several approaches to solve this CSP (constraint
satisfaction problem).

Evolutionary algorithms are used in Emulab’s assign [23]
and the placement strategy by Liu et al. [20]. While assign
uses simulated annealing, the latter makes use of a genetic
algorithm to solve the CSP. The idea of wanassign [5] is to
model the testbed properties as an interference matrix and the
requirements of links between virtual nodes as a constraint
matrix. The CSP is solved by searching for an embedding
of the constraint matrix to the interference matrix using a
backtracking approach with a heuristics to prune the search
tree and caching of partial solutions. In EMPOWER [26] the
capacity of each physical node represents the network load
that a physical node can handle. Assuming the knowledge of
the generated data rates of the virtual nodes, a bin-backing
algorithm based on a heuristic best-fit strategy is used to
map the virtual onto the physical resources. In contrast to our
strategy, all these approaches do not distinguish the costs of the
different link types. In addition, every solution satisfying the
constraints have the same experiment runtime. Therefore, these
approaches can hardly be used to minimize the experiment
runtime of a virtual time-based network emulator.

In parallel computing [12] as well as in network simulation
[19] the execution time is minimized by modeling networks
of components or virtual nodes as graphs. The weight of an
edge represents the amount of traffic between the virtual nodes,

whereby the weight of a vertex denotes the amount of compu-
tation. Frameworks like metis [14] can partition the graph in
subgraphs while minimizing the summed weight of the edges
between partitions (edge-cut) and at the same time balancing
the summed vertex weights in each partition (minimized k-way
edge-cut). However, this approach has several problems which
prohibit the minimization of the runtime of network emulation
experiments: First, the cut edges are not balanced between the
partitions. Since inter-vm and inter-pnode links generate large
CPU load, the load is unequally distributed to the physical
nodes. Second, this approach does not consider multiple VMs
per physical node. Inter-vm and inter-pnode links generate
a different amount of costs and, therefore, minimizing only
the total edge-cut may result in suboptimal runtime. Third,
multi-core architectures are not considered. Depending on
the the link type (intra-vm, inter-vm and inter-pnode) load
is generated in different system components which run on
different CPU-cores. Finally, load generated by links inside
a partition (intra-vm links) is also not considered by edge-cut-
based approaches.

VI. PLACEMENT ALGORITHMS

Next, we present our approaches to calculate the placement
¢ that minimizes the experiment runtime. We first propose
3 extensions to the original edge-cut algorithm to overcome
its shortcomings. Second, we propose a greedy algorithm
with 6 variants to calculate a placement. After the placement
calculation, a subsequent optimization phase further reduces
the runtime of the experiment.

A. Edge-Cut-based Approaches

In order to place virtual nodes using edge-cut-based ap-
proaches, the virtual network is modeled as a weighted
graph . The weight of a vertex v;, which represents a virtual
node, is defined as the load of the virtual nodes’ SuT \; and
the weight of an edge e;; is defined as the bandwidth of the
virtual link (8;; + S3;;). The edge-cut algorithm is used to
partition the graph into n partitions, where n is the number
of virtual machines in the testbed. The nodes of each partition
are placed on the same virtual machine. In order to address
the problems discussed in the previous section, we propose
the following 3 extensions to the original edge-cut algorithm
(Eo): balanced edge-cut (Ep), hierarchical edge-cut (Ey) and
recursive edge-cut (Er).

1) Blanced Edge-Cut: In order to consider intra-vm links,
we add the cost of emulating the intra-vm links to the vertex
weight. The vertex weight v; is, therefore, redefined as the load
of the virtual nodes’ SuT \; plus the sum of all virtual links
of the virtual node times the intra-vm costs (see Equation 6).

v = A + Z (ﬂl] + 6]1) * Kintra-vm,PNode (6)

JEN
Since the edge-cut algorithm balances the vertex weights
between partitions, costs generated by the emulation of intra-
vm links do not cause load imbalances between physical
nodes. However, inter-vm and inter-pnode links can still cause



load imbalances. In the following, this extension is named Eg.
From now on, we assume the modified vertex weights.

2) Hierarchical Edge-Cut: In order to support multiple
VMs per physical node and minimizing the inter-pnode links,
algorithm Ep partitions the graph v two times. During the first
run, we partition the graph +y into | P| partitions {~1,...,vp|}.
Each partition is assigned to a single physical node. For each
physical node p, we again partition the corresponding subgraph
vp into |Cp| partitions {vp.1,...,%,c,|} - The partitions
Vp,c» generated in this second run, are assigned to the virtual
machines running on the physical node p.

3) Recursive Edge-Cut: In order to balance the edge-cut
between the VMs and to consider the different costs of the link
types, we propose a recursive application (Er) of the edge-cut
algorithm. During each recursion step, we divide each parti-
tion, generated in the previous step, in exactly 2 parts, until
the number of partitions is equal to the number of physical
nodes®. After each partitioning, we recalculate the weight of
the vertex. For each edge between the partitions, representing
a virtual link between node ¢ and j, we increase the weight
of the vertex v; and v by (6” + sz) * Rinter-pnode,PNode - Since
the partitions are assigned to different physical nodes, these
links will become inter-pnode links.

Each partition is assigned to a single physical node. For
each physical node, we further recursively divide the assigned
partition until the number of partitions is equal to the num-
ber of VMs running on the physical node. Here again, we
increase the vertex weights after each recursion step. Since
the partitions are assigned to the VMs running on the same
physical node, the vertex weights v; and v; are increased by

(ﬂij + /8_]1) * Rinter-vm,PNode -

B. Greedy Approaches

A simple greedy approach followed by an optimization
phase constitutes an alternative approach to place virtual
nodes. Here, the assignment of virtual nodes to clusters (virtual
nodes running inside the same VM) consists of two phases.
First, we assign one initial virtual node (initial cluster member,
ICM) to each cluster using different heuristics. Second, we
assign the remaining nodes one by one to the minimum loaded
cluster (MLC). In the following, we propose 3 approaches to
select the ICMs and to assign the remaining nodes:

o GR: Random ICM selection and random greedy node
assignment

o GX: Random ICM selection and connectivity-based
greedy node assignment

o G¥: Hierarchical selection of ICMs and connectivity-
based greedy node assignment

Each of these approaches requires the selection of the MLC.
Therefore, we propose 2 alternatives to calculate the load of a
cluster: optimistic (+) and pessimistic (-). Both strategies can
be combined with each of the 3 algorithms Gy, Gy, and Gg.

*We assume, the number of physical nodes and the number CPUs per
physical node is a power of two.

Minimum Loaded Cluster Selection: To select the minimum
loaded cluster, we first determine the physical node p where
the load of the maximum loaded CPU max.cc,(Ap.c) is
minimal. From the VMs running on this physical node, we
select the VM (p, ¢) where the load A}, is minimal. Assigning
additional virtual nodes to this VM will unlikely increase the
experiment time. We call the cluster of this VM the minimal
loaded cluster (MLC).

Load Calculation: Selecting the minimum loaded CPU or
virtual machine requires the calculation of their load. For effi-
ciency, we update the load on these components incrementally
after assigning a virtual node to a cluster. When updating
the load of the components, we need to handle the links
between an already assigned virtual node % and an unassigned
virtual node j. The type of these links, depends on the
future assignment of j. Therefore, we propose two heuristic-
based alternatives to estimate the load generated by these
links. Following an optimistic approach, we consider only
those links, where both virtual nodes are already placed. This
model reflects the actual load of the intermediate assignment
(unassigned nodes are temporarily removed). In contrast, the
pessimistic approach is a worst case estimation and, therefore,
treats links with only one placed communication partner as
inter-pnode links.

Greedy Assignment of Remaining Nodes: We propose 2
approaches to select a virtual node to be assigned to the MLC.
The first approach uses a random selection and, therefore,
distributes the load uniformly to the physical nodes. However,
this approach does not consider the data rates 3 between
the virtual nodes, and therefore, the inter-vm and inter-pnode
communication is not minimized. Since the selection is inde-
pendent of the choice of the ICMs, we combine this approach
only with a random selection of the ICMs (Gﬁ).

In order to assign linked nodes to the same cluster, algorithm
GR and G calculate the connectivity X (%, tmin) of each virtual
node ¢ to the MLC ¢, using the Equation 7. The connectivity
between 7 in t.;, is defined as the sum of all data rates
(Bij + Bji) between ¢ and a virtual node j already assigned to
tmin- We select the virtual node with the maximum connectivity
out of all unassigned nodes and assign it to the MLC.
Using an iterative calculation, the extra effort to calculate the
connectivity and to search for the maximum is negligible.

X(istmin) = > (Bij + Bji) (7
JE€lmin

Selection of ICMs: Our first approach to select the ICMs
is a random one. Beside the advantages that this approach is
simple and fast, it has the following disadvantage: different
communication costs between clusters are not considered.

In order to minimize communication between the clusters
of VMs running on different physical nodes, we propose an
second strategy to select the ICMs using a hierarchical 2-phase
approach. During the first phase, we form temporary clusters
T" and assign each cluster ¢, € T* to a physical node p. To
form these clusters, we make use of the algorithm G’g'. Since
we assign only one cluster to each physical node, there are



only intra-vm and inter-pnode links. Due to the connectivity-
based node assignment, communication between these clusters
is minimized. These clusters are the base of the ICM selection
in the second phase. We randomly choose the ICM,, . for a
VM (p,c) from the temporary cluster ¢, (see Equation 8).
Since the ICMs for VMs running on the same physical node
are selected from the same temporary cluster, this strategy
minimizes inter-pnode communication.

Vee Cp: ICM,, . € t) ¥

C. Optimization of Node Assignments

Due to the use of heuristics, the introduced clustering algo-
rithms cannot guarantee that the load of the maximum loaded
CPU is minimized. Therefore, an optimization is performed
after the cluster creation to reduce the load on the maximum
loaded CPU which minimizes the experiment runtime. The
proposed optimization is performed after the edge-cut based
approaches as well as the greedy approaches.

Let {t1,...,tjv|} = a be an assignment of virtual nodes
N to VMs V, where t; Nt; = 0 and JY\t, = N.
We also call such an assignment as a state. In order to
optimize an assignment, we use hill climbing to minimize a
cost function ((a). We define ¢ later in this section. During
each round, we generate neighboring states {a},...,a.} by
removing a virtual node n form a cluster ¢ and assigning n
to a cluster j: {t1,...,t; \ {n},...,t; U{n},... ,t;y|}. The
neighboring states are rated by ((a). In case the costs of the
best neighboring state af, is lower than the costs of the current
state ((ay,) < ¢(a) the optimization continues with the state aj,.

Due to the large number of neighboring states O(|N||V]),
rating these states requires a large effort. In order to reduce
this effort, we propose to sequentially generate and rate
the neighboring states. Instead of generating all the states
in each optimization round we generate only one random
neighboring state a, € {a},...,al.}. In case ((a]) < {(a) the
optimization continues with a/, otherwise it continues with a.
The optimization terminates if we cannot find any neighboring
state with lower costs. Generally, we could limit the number
of state changes to provide hard time limits to the placement
algorithm. However, experiments have shown that the local
optima was always reached after a short period of time

The number of neighboring states can be further reduced by
filtering the neighboring states using a heuristics. We remove
states from the set of neighboring states which will unlikely
have lower costs than the current state. In order to minimize
the costs, the number of inter-pnode and inter-vm links must
be minimized. Assigning a virtual node n to a cluster ¢, which
runs no virtual node m connected to n (x(n,t) = 0), will
unlikely reduce the costs because all virtual links of the virtual
node n will become inter-vm or inter-pnode links. Therefore,
we only consider neighboring states {¢1,...,¢;\{n},...,t;U
{n},...,tjv}, where x(n,j) > 0.

Based on our primary optimization goal an obvious cost
function would be the experiment runtime of an assignment.
However, this cost function has a lot of plateaus, because

the runtime of an assignment is only decreased in the case
where the load of the maximum loaded CPU max(A, ) is
reduced. The hill climbing-based optimization cannot escape
from such a plateau because the gradient is zero in all
directions. Therefore, we propose a two-part cost function
(see Equation 9) to eliminate the plateaus. The first part of
the cost function is determined by the maximum loaded CPU
max(A, ). The second part is calculated by summing up the
squared load of all physical CPUs. We are using the squared
load of a CPU because, this metric penalizes assignments with
unequally loaded CPUs.

_ C1> _ <ma‘XpEP/\c€Cp (Ap,c)> 9
‘ (CQ ZPEP/\CECP (Ap.e)? ©

Equation 10 is used to compare a state a and a neighboring
state a’. Here, we first compare (; because reducing the load
of the maximum loaded CPU results directly in a reduced
experiment runtime. In case (; is equal for both states (third
line of Equation 10), we compare (5.

true if (1(d") < i (a),
false if (1(a") > ¢i(a),
G2a’) < Gaa) if Gi(a’) = Ci(a)

VII. EVALUATION

((a) < ((a) &

The performance evaluation of our placement strategies is
structured as follows. First, we determine the cost matrix »
of a sample testbed and discuss the accuracy of our cost
model. Second, we compare the performance in terms of
experiment runtime of the different placement algorithms in
various scenarios. Finally, we evaluate the scalability of the
placement algorithms by comparing the times required to
calculate placements for a scenario with different numbers of
virtual nodes.

A. Testbed Model

In order to evaluate the accuracy of the cost model, we
determine the cost matrix « using the method introduced in
Section IV. A router chain loaded by a single TCP connection
(Figure 3) is used as the sample scenario. The chain is divided
into several equal-sized segments. All virtual nodes (routers)
of the same segment are placed on the same virtual machine.
The segments are alternately placed on the virtual machines.
By varying the segment length and the number of segments,
all ratios of intra-vm and inter-vm links are possible. In order
to get a setup with inter-pnode links, we replace the inter-
vm links with inter-pnode links, by inserting an additional
virtual node between each neighboring pair of segments. These
additional nodes are placed onto a second physical node.

Based on this scenario, we are able to calculate the load with
an average error of about 10%, which leads to the conclusion
that our cost model can accurately calculate the load of the
system components based on the scenario specification.

Table 2 shows the costs matrix « for the 3 types of links.
Column VM shows the costs of a VM running a virtual
node that transmits data. Column VM, shows the costs of
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Fig. 3. Scenario to determine testbed’s cost matrix (Router chain with 6
segments, each of length 5)

‘ VM VMix Host-OS ‘ PNode Testbed
intra-vm 0.43 0.01 0.88 0.88
inter-vm 1.11 1.09 3.06 8.32 8.32
inter-pnode 2.01 1.67 5.67 7.78/7.31 15.09

Table 2. Costs matrix « for a emulation testbed consisting of quad-core

machines (unit of r is SYCLes)
byte

a VM running a virtual node that receives data. The costs
of the host-os is shown in Column Host-OS. Column PNode
indicates the summed up costs per physical node. The last
column (Testbed) shows sum of the costs generated by a link
throughout the testbed. The values show that inter-vm links
generate almost 10 times more load than intra-vm links. Inter-
pnode links generate 2 times more load than inter-vm and
about 20 times more load than intra-vm links. However, in case
of inter-pnode links, the load is distributed to 2 physical nodes
and, therefore, the physical node costs (PNode) are slightly
lower than the costs generated by inter-vm links.

B. Placement Quality

In order to evaluate the experiment runtimes of the place-
ment approaches, we use in the following 5 scenarios. (1) A
Wlan model with 1,892 nodes randomly distributed over a
city with wireless communication. Due to the road network,
the node density varies, resulting in nodes with a high and low
number of links. (2) An Internet scenario that is a snapshot
of Internet topology [25] with about 2,113 routers. (3) A
Grid model with 1,600 sensor nodes arranged in a regular
square grid. Here, direct neighboring nodes can communicate.
(4) A Campus model with a network of connected campus
sites, which is often used to evaluate scalability in the field of
parallel simulation [16], [7]. We use 20 campuses with a total
of 5,480 nodes. (5) The final scenario (Waxman) is generated
by the topology generator BRITE [22]. Here, 1,250 nodes are
randomly connected by a Waxman distribution. In all scenar-
ios, a random link usage between 1 and 100 Mbit/s is assumed.

The testbeds used in the evaluation contain 8, 16, 32, 64,
128 and 256 CPUs distributed over machines with 1, 2, 4 and
8 CPUs. In total, we are using 24 different testbeds. Since
we do not have access to such large testbeds, we used our
cost model to calculate the runtime of a placement. For each
approach the placement is repeated 25 times.

Figure 4 shows the average experiment runtime of the
placement strategies relative to a placement calculated by

Relative runtime compared to placement using k-way edge-cut (metis)
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Fig. 4. Experiment Time of different placement strategies

minimized k-way edge-cut using the metis' framework [14].
Due to the space restrictions, we show the performance of
the two best variants of each approach: the edge-cut-based
approaches Ep and Eg, the greedy approaches Gg’ and G§+.

During the comparison of these algorithms, it turned out
that none of the the algorithms performs best in all scenar-
ios. In fact, it appears that the network topology and the
number of virtual nodes influences the relative differences in
performance. In the Wian scenario the experiment runtime of
G§+ is about 4% shorter than the runtime of Eg. In contrast,
in the Internet scenario the runtime of GR* is about 20%
longer than the runtime of Eg. Our ultimate goal is to find a
criterion for selecting the best algorithm based on the relevant
factors, such as the topology, node number, etc. However,
due to the combinatorial explosion of the problem space,
this investigation is rather difficult and time-consuming. A
more practical approach is to calculate solutions in parallel
and use the best resulting placement. Experiments shows, that
even in the scenarios with 20,000 nodes all of our algorithms
can be executed in less than 2.5 minutes (on a single CPU
machine). Figure 4 shows the experiment runtimes of this
parallelized approach (NETplace,,,, q)¢;)- In the Wian scenario
NETplace,,,; q11¢; allows to reduce the experiment runtime up
to 64% compared to the existing placement approach.

The comparison of the achieved experiment runtime calcu-
lated by a random node placement without an optimization
phase shows, interestingly, that a random placement generates
in 3 scenarios better results than minimized k-way edge-cut.
However, except of the Campus scenario, a random placement
is far worse than our placement methods.

In order to evaluate the scalability of the placement strate-
gies, we compare the placement runtime of the combined
approach in scenarios with different numbers of virtual nodes.
We are using the Waxman scenario, because we can easily
generate topologies with the same characteristics with respect
to node density and link distribution and only vary the number

TAs proposed by the authors [15] of metis, we use kmetis to partition a
graph into more than 8 partitions. Otherwise we use pmetis.
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Fig. 5. Overhead of combined placement strategy

of virtual nodes using the topology generator. For this purpose,
we use scenarios with 1,250, 2,500, 5,000, 10,000 and 20,000
nodes. The virtual networks are placed onto testbeds contain-
ing 16 to 256 CPUs with 1 to 8 CPUs per physical node.

Figure 5 shows the time required to place the virtual nodes
onto the testbed. The graph shows that the placement time
increases almost linearly with the number of virtual nodes
(about 140 seconds for 20,000 virtual nodes). The figure also
shows that the time increases sub-linearly with the number
of cores in the testbed. Additionally, there is only a small
deviation between the placement runs, which is introduced
by the randomized optimization. Even if the placement time
varies, the generated placements result in almost the same
experiment runtime.

VIII. CONCLUSION

In this paper, we introduced an efficient emulation architec-
ture for testbeds with multicore CPUs that uses node and time
virtualization. As a foundation for a placement algorithm, we
developed a cost model for the communication between virtual
nodes and an algorithm to adjust the cost model of a specific
emulation testbed.

By discussing the weaknesses of existing placement algo-
rithms, we motivated the need of a new placement approach
to support emulation testbeds with multi-core support to min-
imize the experiment runtime. Therefore, we have extended
existing graph partitioning methods and developed a simple
greedy algorithm. Further, we showed that combining both
strategies can further reduce the experiment runtime. The
evaluation demonstrates the accuracy of our cost model. In
terms of experiment runtime minimization, the evaluation
results show that our placement strategy can reduce experiment
runtime up to 64% compared to current placement approaches.

In the future, we would further investigate the selection of an
appropriate algorithm for a given scenario without executing
all approaches. Additionally, we plan to extend our greedy
placement strategy to respect constraints such as the memory
consumption of virtual nodes.
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